
 
1. Overall Objectives  
The research objective of the proposal is to put together a select group of scientists from the US 
and India to build computational linguistics infrastructure for three languages from the 
linguistically diverse Northeast part of India.  The languages belong to three different langauge 
families. The research objective will be complemented by the  development of educational and 
training infrastructure for US and Indian students in tools, guidelines and policies in developing 
and annotating corpora, developing tagsets, training adaptive parsers, performing morphological 
processing, and developing computational lexicons. The languages from the Northeast of India 
have received scant attention from computational linguistics researchers and developers. We 
envision that our study will become a model for similar projects elsewhere in India and in other 
countries as well that may be or soon become ripe for similar collaborative effort among 
descriptive, theoretical and computational linguists, such as Indonesia, the Philippines, Nigeria 
and South Africa.  
2. Detailed Objectives  
Below we list the specific projects we want to undertake. The individual projects are described in 
detail later. 

• Develop and annotate language corpora for Assamese, Khasi and Meitei.  
• Develop dependency tagsets for the languages and annotate the corpora with dependency 

tags, and train machine learning based parsers for these languages.  
• Develop preliminary computational dictionaries for these languages for future research 

and development. 
The languages have been chosen as exemplars of languages from a linguistically and culturally 
diverse region of the world (Northeast India with more than 200 extant languages (Miri 1982)), 
where most native languages are endangered, with the possibility of extinction within decades. 
According to the Ethnologue (Lewis 2009), Assamese (Indo-Aryan) has 16,818,750 speakers; 
Meitei (Tibeto-Burman, also known as Manipuri or Meithei) has 1,391,000 speakers; and Khasi 
(Mon-Khmer) has 865,000 speakers. Both Meitei and Khasi are listed as “unsafe” languages in 
the latest atlas of endangered languages[1]. This status is based not only on the low number of 
speakers but also on the tendency of speakers to shift to instrumentally more useful languages 
such as English or Hindi, and the lack of advanced educational materials in the sciences. In 
addition, there are movements for autonomy and independence among segments of speakers of 
these languages, sometimes leading to insurgency. One of the reasons for such insurgencies is the 
general impression that the languages are stagnating and sometimes, even dying, under the 
relentless pressure of Hindi, the primary official language of India, and English, the international 
language of commerce and technology. In addition, other languages in the area are endangered 
because of the lingua-franca status of Assamese and Meitei. That is, these minority languages are 
in turn are creating environments that make even smaller languages unstable. Bodo and Garo are 
an example of languages under the influence of Assamese (Burling  2006) and Lamkang or other 
Old Kuki languages are an example of languages under threat from Meitei (Thouanojam and 
Chelliah 2007). 

3. Description of Research Elements  

3.1 Develop and Annotate Corpora for Treebanking    
The availability of large hand-annotated corpora (Marcus et al. 1993, Abille 2003) and the 
development of powerful data-driven approaches (e.g., Ratnaparkhi 1997, Collins 2000, Charniak 
2000) have enabled the development of robust syntactic processors during the past decade and a 
half, in particular for English. It is generally accepted that the availability of linguistically 
annotated electronic text has revolutionized the fields of Natural Language Processing and 
Machine Translation (Palmer and Xue 2009). Annotations of corpora can be syntactic such as  in 
the Penn Treebank (Marcus et al. 1993) or semantic such as in the word-sense annotated 
SEMCOR (Miller 1995, Fellbaum et al. 1998). Even limited amounts of annotated data can result 
in major improvements in complex natural language understanding systems. Currently, there is 
an increasingly wide variety of corpora with richer and diverse annotation such as  annotations 
for named entities, coreference, (e.g., Poesio 2004) semantic relations, events, coarse-grained 



sense tags (e.g., Palmer et al. 2007), semantic role labels (e.g., PropBank (Palmer et al. 2005)), 
temporal relations (Pustejovsky et al. 2005), sentiments (e.g., Weibe et al. 2005), discourse 
markers, (e.g., Penn Discourse Treebank (Miltsakaki et al. 2004)) etc. The coverage that NLP 
systems can currently achieve is greatly defined by the availability of corresponding linguistic 
annotations. Machine learning methods can be applied to annotated corpora to learn features of 
annotations and these trained systems can be then used on unannotated or unseen text to 
faithfully reproduce the learned annotations without human intervention. As a result, there is 
now almost insatiable demand for more and more annotated data: richer annotations in the 
original languages and annotations  in previously unannotated languages. In this proposal, our 
work pertains to syntactic annotation of three languages  mentioned earlier although our long-
term goal is to develop cyber-infrastructure that can be used by other languages, those from 
Northeast India and beyond, especially understudied and  endangered languages at various levels. 

Corpus linguistics in English has a long history, starting with the Brown corpus built in the 1960s 
(Francis 1964, Franics and Kucera 1982). The Brown corpus is a syntactically marked corpus. 
During the past two decades, electronic corpora have been collected for many European 
languages, as well as Turkish, Chinese and Japanese. Most of these are syntactic corpora still. In 
2006, the shared task for the 10th Conference on Computational Natural Language Learning 
(CONLL) asked participants to evaluate their work on syntactic corpora of thirteen languages. The 
availability of large corpora is essential for data-driven computational linguistics research and 
development in any language. Some syntactically marked corpora of Indian languages are found 
as a part of the Emille Corpus[2] that was created in the UK in cooperation with Indian 
institutions for the study of foreign languages widely used in the UK. Only recently has work in 
building corpora for Indian languages in India begun in earnest, with syntactic corpora for Hindi 
and Marathi being published in 2007[3]. For languages with smaller numbers of speakers, no 
such corpora exist. It is the objective of this proposal to fill that gap by developing syntactically 
marked corpora for the three languages named earlier, among the least studied in India, and 
make them available on the Web. 
3.1.1 Choices in Syntactic Markup for Treebanking  
As noted earlier, the dramatic improvement in natural language parsing achieved during the past 
decade and a half has been generally attributed to the emergence of statistical and machine 
learning approaches (Collins 1999, Charniak 2000). However, statistical and machine learning 
approaches work successfully only if large-scale treebanks or corpora of hand-crafted syntactic 
trees are available. In the case of English, the Penn Treebank (Marcus et. al 1993) played a special 
role in providing a shared dataset on which competing parsing approaches can be trained and 
tested. The success of the Penn Treebank can be attributed to two characteristics: its large size of 
two million words of annotated text, and the pragmatic and engineering approach to annotation 
where some linguistic fine points were overlooked to achieve annotational consistency and 
efficiency (Palmer and Xue 2009). Since we are starting to build treebanks from scratch, our 
guiding principles will be similar to what was done with the Penn Treebank: to achieve large size 
within a reasonably short period of time, and use a pragmatic approach such as using a smaller 
sized tagset although it doesn't capture all structural distinctions. 

There are two approaches to develop syntactic treebanks. In phrase structure treebanks, such as 
the Penn Treebanks in English, Chinese (Xue et al. 2005), Korean (Han et al. 2002) and Arabic 
(Maamouri and Bies 2004, Maamouri and Bies 2009), the annotation scheme is characterized by 
labeled phrase structures, supplemented by functional tags that represent grammatical relations 
as well as empty categories and co-indices that link empty categories to their explicit co-referents. 
There is no marking of head in the Penn Treebanks; although head is a very important concept in 
generative grammar, it shoul be  possible to develop rules to identify the head and therefore these 
need not be identified. In dependency phrase structure treebanks (Hajic 1998), the focus is to 
identify the relation between every head in a sentence and its dependents. The edges in a 
dependency treebank are usually labeled with dependency relations such as subject and object. 
There are no phrasal labels in a dependency representation and it is not generally possible to 
convert a dependency tree to a phrase structure representation (Xia and Palmer 2001). 
Dependency structures are considered simpler than phrase structures and dependency structures 
can be computed faster. It is also seen that context free grammar is not well-suited for languages 



such as Assamese, Meitei and Khasi which allow variable ordering and omission of noun phrase 
arguments. While the constituency annotation was the system used in the first treebank project, 
dependency annotation  has been more popular in last few years as the number of treebanks for 
languages other than English has increased. In addition,  dependency formalisms such as XDG 
(Debusmann 2001) and the FGD (Sgall et al. 1986) have been developed and used for 
computational tasks.  For example, the  XDG parser (Debusmann, 2003) has been developed and 
the well known PDT (Hajic, 1998) takes into account the FGD formalism. In treebanks the 
constituency based annotation schemes are motivated by underlying generative formalisms 
describing the hierarchy and composition of constituents in a sentence. The dependency based 
annotation schemes are motivated by underlying dependency formalisms trying to define 
dependency relations between parts of the sentence (such as eat (the_boy, the_banana)). The 
primary reasons for using dependency structures instead of more informative lexicalized phrase 
structures is that they are more efficient to learn and parse while still encoding much of the 
predicate-argument information needed in applications (McDonald et al. 2005). In addition, the 
dependency framework is arguably closer to semantics than the phrase structure grammar (PSG) 
if the dependency relations are judiciously chosen. In recent times, many research groups have 
been shifting to the dependency paradigm due to this reason. 

Each approach has its pros and cons and probably the best solution would be to record both 
annotations for each sentence in the treebank. For example, in  applying the Collins parser to the 
Prague Dependency Treebank (Collins et al. 1999), the automatic mapping from dependency to 
phrase structure was a major problem to be solved. The three languages under consideration in 
this proposal are free-word order. The canonical word-order in each of the three languages is 
SOV, but the languages are relatively free-word order and hence, it is difficult to build phrase 
structure reprsentation for an arbitrary sentence. However, the traditional dependency labels 
based on karaka have been used for Assamese for at least a couple of hundred years in grammars 
written in Assamese. Dependency labels would also be useful for Meitei and Khasi which exhibit 
free word order with V arguments consistently being omitted when recoverable through 
context. It is generally accepted that a dependency structure representation is more suitable for 
free word order languages although an understanding of phrase structure is essential for certain 
purposes. Our goal is to develop a treebank for Assamese, Meitei and Khasi that has rich 
annotation so that it can be readily converted to a phrase structure treebank as well in the spirit of 
the Hindi/Urdu dependency treebank that is being constructed  (Bhatt et al. 2009). This would 
necessitate that there are some lexical annotations  like  those in PropBank (Palmer et al. 2005) 
that are  performed right from the beginning. This will also help us develop semantic annotation 
schemes in the long run although it is not being proposed now. Many semantic annotation 
projects are built on top of syntactic annotation projects and as a result it makes sense to keep the 
possibilities open right from the beginning (For example, PropBank (Palmer et al. 2005) is built 
on top of the Penn Treebank (Marcus et al. 1993); the Salsa Project (Burchardt et al. 2006), a 
semantic annotation project, is built on top of the Tiger Treebank (Brants et al. 2002), a 
syntactically annotated corpus.) To be able to convert from dependency structure to phrase 
structure, many questions need to be answered; some of these are listed in (Bhatt et al. 2009). 

Our objective in the current proposal is to start annotating Meitei, Khasi and Assamese using 
depdency tags although we want to perform lexical annotations so that by the second year, we can 
start limited phrase structure annotation.here appropriate, for each of the three languages. 

3.1.2 Dependency Structure (DS) and Parts-of-Speech (POS)  Tagsets  
3.1.2.1 DS Tagsets  
We will follow the lead of the AnnCorra project (Begum et al. 2008, Bharati et al. 2009) at the 
Indian Institute for Information Technolgy (IIIT) for annotation of Hindi and Urdu in developing 
the dependency tagset for Assamese, Meitei and Khasi. The DS tagset developed for the AnnCorra 
project is based on Paninian grammar (Vasu 1891) although the tagset is extended for annotating 
additional linguistic information. Panini's elaborate and well-specified generative grammar of 
Classical or Vedic Sanskrit was written around 4th Century BC. Panini's grammar has greatly 
influenced the development of modern linguistics including theories of structuralism (Bloomfield 
1927), generative grammar and Optimality Theory (Prince and Smolensky 1993). In the Indian 
sub-continent, the  effect of Panini is much more direct. Aspects of Paninian grammar have been 



used to describe the syntax and semantics (in a limited manner) of the Indo-European languages 
of India for hundreds of years. Paninian grammar treats a sentence as a series of modifier-
modified elements starting from a primary modified, generally a finite verb. Every word or chunk 
in a sentence plays two roles toward composing the larger meaning: the concept it represents and 
the participatory role it plays in the sentence in relation to other words. The features of Paninian 
grammar taught to a school child in India include those of vibhakti and karaka. The term 
vibhakti specifies the inflections of words (roughly case markers) and the term karaka specifies 
the role a word or a chunk plays in a sentence. An approach based on these same concepts was 
first used by (Bharati et al. 1995) to develop parsers for two Indian languages: Hindi, a Indo-
European language and Kannada,  a Dravidian language.  A dependency treebank has been 
reported for Hindi (Begum 2008), but no other Indian language at this time is known to have a 
dependency treebank.  

The information contained in the AnnCorra tagset includes relevant morphological features for 
tokens (lexical level), chunk or phrasal level without distorting internal dependencies, shared and 
missing arguments, sentence type, voice type and coreference in some cases. The dependency 
tagset developed for the AnnCorra project will be adapted to fit the needs of DS tagging Assamese, 
Meitei and Khasi.  

Assamese uses inflection as well as post-positions to mark case; in fact, inflection is employed for 
case marking in  Assamese more frequently than in languages like Hindi (Sharma 2007). Karaka 
and vibhakti relations are standardly used to describe Assamese grammar (e.g. Bora 1968, Sarma 
1977). According to recent linguistic treatments of Meitei, arguments of the verb have equal status 
within a clause. Thus rather than being a reference-dominated language (Foley and Van Valin 
1984, p. 124) where distinctions between grammatical relations such as subject and object are 
significant for syntactic operations and structure, Meitei is a role-dominated language where such 
distinctions are not. For this reason, Meitei is referred to as a direct or "pure" marking langauge 
(Dixon 1994: 30-35, Chelliah 1997: 93) in such languages the semantic role of an NP is directly 
indicated on that NP.  Additionally, it has become apparent that Tibeto-Burman languages of 
Northeast India  mark semantic role of core arguments such as agent and patient when there is 
pragmatic motivation, such as definiteness, specificity, or discourse prominence to do so (Chelliah 
2009, Coupe 2007). An excellent comparsion of Khasi and Metei word can be found in (Sharma 
1999) 

 

3.1.2.2 POS Tagsets  
A preliminary POS tagset has been recently developed for Assamese (Das 2008, Saharia et al. 
2009) in consultation with linguists at Tezpur University and Gauhati University, both in Assam, 
India. This tagset has 172 tags. We are now in the process of creating a two level tagset with the 
original tags forming a finer level. POS tagsets in the other two languages need to be developed. 
We intend to be guided by the POS tags developed at IIIT as well for the AnnCora project. In fact, 
it will be a good idea to have a high-level compact tagset (one we can adapt from IIIT) and a more 
refined extended tagset like the one developed by Tezpur University. We will have to indicate 
which tags in the Tezpur tagset are refinements of which tagsets in the IIIT tagset. For Meitei and 
Khasi, we need to develop a compact tagset for first-level POS tagging; these will be based on the 
IIIT tagset as well. We intend to develop more refined tagsets for these two languages as well, 
based on our experience of developing the detailed tagset for Assamese.   
3.1.2.3 Developing Annotation Guidelines  
Guidelines have to be thoroughly tested via preliminary annotation before being finalized. To 
develop detailed guidelines, we must have a corpus in a language and look at all the possibilities 
that may arise. For example, in developing the guidelines for AnnCorra project, not only relations 
between modified and modifier were considered, but there is detailed consideration for elided 
arguments, shared arguments, copular constructions, causatives, relative clauses, complement 
clauses, etc. Thus, for the three languages under consideration, we need to perform an exhaustive 
enumeration of structural types among grammatical sentences and how various dependency 
relations are expressed in different sentence types. We will follow the guidelines for Hindi/Urdu 
developed by IIIT and adapt them as necessary to Assamese, Khasi and Meitei.     



3.1.3 Annotation Process  
The annotation scheme must be clear and unambiguous to the annotators, and easy to learn for 
someone without a lot of linguistic background so that rapid and consistent annotation can be 
achieved. According to (Palmer and Xue 2009), to develop an annotation scheme, the following 
issues must be addressed:  

3.1.3.1 Target Phenomena Description: Annotation is an extremely expensive and laborious 
process. Therefore, we need to be clear about certain questions right from the beginning. These 
include determining the scope of the annotation task, the resources that the annotators may need 
access to, and the level of training for the annotators (Palmer and Xue 2009). To begin with, our 
annotation will label dependency relations. For Assamese, the annotations are going to be 
performed at Tezpur Uiversity in Assam, India and at University of Colorado at Colorado. For 
Khasi, the annotation will be done at NEHU, and possibly at UCCS. For Meitei, annotation will be 
done at Manipur University and at the University of North Texas. Palmer at the University of 
Colorado at Boulder, who has been a pioneer in written corpus linguistics for many years and has 
worked to build corpora, at various levels, in languages such as English, Chinese and Korean, is 
currently collaborating with Indian Institute of Information Technology (IIIT) to create a multi-
layered corpus for Hindi/Urdu (Bhatt et al. 2009). Sangal at IIIT has taken the leadership in 
building corpora in languages such as Hindi/Urdu and Marathi. UC-Boulder and IIIT will assist 
in developing annotation guidelines and training for annotators at a site in Northeast India. There 
are three  collaborating institutions in Northeast India and there will be a training workshop in 
each one during the course of three years of the project. 

3.1.3.2 Corpus Selection: Since hand-crafted annotations will be used to train statistical and/or 
machine learning  algorithms, which will in turn automatically annotate unseen text, one can 
obtain good test results when the training data belongs to a single genre. However, an algorithm 
trained on one single genre overfits to the genre and performs badly on other genres or a text 
collection that is more broad-based. For example, a parser trained on a large corpus such as the 
one million word Wall Street Journal corpus for some task (say, role labeling) when evaluated on 
another corpus, say the Brown Corpus, degrades in performance (Careras and Marques 2005). As 
a result, it is necessary that when we create corpus in a new language, we should have a balanced 
corpus across several genres. 

The corpus documents will be balanced across several genres. For example, the Brown Corpus  
(Francis 1964, Franics and Kucera 1982) has 1,104,312 words sampled from fifteen categories: 
such as press reportage, press editorials, press reviews, religion, skill and hobbies, government 
documents, science, medicine, humanities, humor and fiction of various kinds.  A multi-layered 
annotation project currently underway called OntoNotes (Pradhan et al. 2007) includes broadcast 
news, broadcast conversation (talk shows), newsgroups and blogs. Radio and TV broadcasts are 
easily available in Assamese with fifteen radio stations, some broadcasting part-time. There is a 
radio station in Manipur that broadcasts in Meitei, Hindi and English, with eight hours each 
weekday dedicated to Meitei broadcasts.  The Khasi area of Meghalaya has at least four radio 
stations. There are at least three satellite all-news TV channels in Assamese and two general 
satellite channels, and about a dozen local TV stations. Television broadcast in Metei and Khasi is 
more limited:  Khasi is broadcast several hours of a day over two satellite channels and at least 
one local TV station, while Meitei is broadcast for only a few hours on Doordarshan, the 
government station.  Assamese has 20+ daily and weekly newspapers and tens of magazines, 
Khasi has four daily newspapers and a weekly newspaper, as well as two online newspapers. 
Meitei has about sixteen dialy newspapers; Assamese has 20+ daily and weekly newspapers and 
many magazines, and Khasi has four daily newspapers and a weekly newspaper.  Manipuri has 
some active online sites which use Roman transliteration (e.g., http://www.e-pao.net/). 

We intend to start with written texts and plan to add spoken language later.  The first genres we 
will work with will have the most predictable discourse structures, e.g. traditional narratives or 
news stories.  Creative works which exhibit more syntactic variation will be tackled later. Also, the 
quality of data in the corpus will be controlled so that second language learner samples are not 
used. Also, translations of written texts such as translations of AP wire stories will be avoided as 
the language samples in these could be affected by the translation process. Translations of the 
Gita, Bible, or Kaildas plays would similarly not be completely useful. Much better would be very 



local stories, plays, traditional chronicles, folktales in writing, procedural texts like how to make 
baskets.  These would be least affected by the translation process.  Because of the specific 
requirements of data collection and transcription with spoken language, this data would be added 
to our corpus at a late stage. 

3.1.3.3  Font Coding Problems: Khasi is written using Roman fonts with accent marks. Assamese 
and Meitei are written using the Eastern Nagari or Bengali-Assamese script. Although Unicode 
coding covers Eastern Nagari script, the fonts being used by newspapers, printing presses as well 
in private homes and offices, have non-standard coding. That is, the internal codes used to specify 
characters vary from font to font. For our previous work, we created a corpus from the Assamese 
newspaper Asomiya Protidin, but we had to write code to convert the characters one by one to a 
standard code. Most newspapers that are online in Assamese publish their pages in graphic form 
because of font problems. Thus, we will have to either type the text ourselves in many cases; in 
some cases, we may be able to write code-conversion programs to convert the non-standard code 
to Unicode.  
3.1.3.4  Isolated Sentences: We are going to build our textual corpora from scratch, but would like 
to use train and test machine learning based parsers in parallel, or at least as soon as possible. 
The common wisdom is that a corpus should be large, at least several hundred thousand words 
before it can be suitably trained so that it can automatically annotate unknown sentences. 
However, if we are building a corpus from scratch, we may not want to wait  until we have large 
corpus in place to do anything else with it. A solution suggested by (Oepen and Flickinger 1998, 
Oepen et al. 2002, Palmer and Xue 2009) involves adding hand-crafted examples of linguistic 
phenomena that occur in low frequency in the corpus. Such examples can be obtained selectively 
from other sources as well. By the way, even a large corpus like the Wall Street Journal one is 
deficient in representative usage of verbs; about half the verbs from Wordnet  are completely 
absent in the WSJ corpus and about two-thirds of the verbs  occur less than ten times (Palmer 
and Xue 2009). (Oepen and Flickinger 1998, Oepen et al. 2002) add examples of rare phenomena 
such as heavy NP-shift, relative clause extrapolation and locative inversion. For our three 
languages, we intend to add either hand-crafted or selected sentences or paragraphs to increase 
the occurrence of phenomena that do not occur in the growing corpus at a particular point in 
time.  
3.1.3.5 Annotation Efficiency and Consistency: We want to make the annotation process 
efficient and consistent for all of the three languages under consideration. To annotate a sentence, 
we need to employ annotators. It is not expected that the annotators will  have advanced training 
in linguistics. The annotators will receive training, and then annotate on their own using the tools 
given, following the guidelines they are given. The success of the annotation process will depend 
on the educational level of the annotators, the linguistic background of the annotators, the 
training the annotators receive,  the tools the annotators use and the guidelines they are given. 
The tools used by the annotators should allow for choices, but entirely the choices must be 
constrained.  The guidelines must be  clear, unambiguous and comprehensive. Thus, we have to 
spend a considerable amount of time developing guidelines. The guidelines have to list every 
possible sentence type that may arise and every possible dependency and other labels that will 
have to be assigned to constituents. The number of dependency labels is usually small, but if we 
want to use phrase structure labeling, the labels can become complex. The IIIT at Hyderabad has 
developed guidelines for annotation of Indian languages, but we have to make sure that the 
annotation guidelines work for the three languages under consideration. The guidelines need to 
be  developed before tagging starts. Dependency guidelines and phrase structure guidelines need 
to be separate. 

Phrase structure annotation is most demanding since every syntactic phenomenon has to be 
accounted for in the guidelines, with examples and explanations, and clearly distinguished from 
other similar phenomena that it can be confused with (Palmer and Xue 2009). The general rule of 
thumb is that treebanking guidelines should not be finalized till at least 100K words have been 
treebanked and it can take up to a year. We want to work initially with dependency structures and 
later develop phrase structures as well.   

3.1.3.6 Pilots: It has been found in several annotation projects that a pilot annotation phase is 
essential. A pilot phase would involve developing the guidelines, testing with several annotators 



on a substantial representative data with several annotators. The evaluation of the pilot 
annotation results will assist in finding if annotators interpret the guidelines as intended, whether 
there are bugs in the annotation tools, what additional software needs to be developed in order to 
make annotation efficient and error-free as much as possible, and also if the data being used has 
too much variation or too little variation, etc. Thus, the pilot project may lead to revision of 
guidelines, looking for other sources of data, whether and how much of isolated sentences should 
be added to the corpus, etc. 

3.1.3.7 Annotation Infrastructure and Tools: Design, development, debugging and refinement of 
tools is important in an annotation project. Without proper tools and their refinement, the 
annotators' productivity will be sub-optimal.  The annotation tool is central to to the annotator's 
experience and thus, vital to the annotation process. A good annotation tool helps maintain 
consistency across annotators,  must be easily maintained and customized, and should also be 
portable across platforms. Such tools, some of which are multi-lingual, are described in (Marcus 
et al. 1993, Xue et al. 2002, Mammouri and Bies 2004, Erjavec 2004, Gugill and Singh 2007). 
IIIT has developed a tool that we may be able to use for Assamese, Khasi and Meitei. Since the 
tool has been used with Indo-European languages only, it is possible that modifications may be 
necessary. One type of modification that will be absolutely necessary is to indicate tonality in 
Meitei and Khasi.   

Close adherence to guidelines is necessary to speed up annotation, maintain high quality and to 
ensure usability and expandability of the corpus. 
3.1.3.8 Post-processing: The annotated data must be converted to the appropriate format for the 
machine learning algorithms to be discussed next. We also have decided to store all the 
information in  a database server so that they can be used to drive an Web-based extensible 
infrastructure that can be used seamlessly by all participants in the USA as well as in India. We 
intend to use MySQL, Perl, PHP, Python type freely available languages and tools. All of this may 
require post-processing of the data. We also need to perform validity checking to see if the results 
of annotation are as expected. 

3.1.3.9  Annotation Evaluation: There are two aspects to evaluating we will be considering: 1) 
extrinsic measures of the annotation validity and consistency, 2) and inter-annotator agreement 
(ITA). The main question that we need to take care of is what do we do with annotator 
disagreement. Disagreement may arise from mistakes on the part of annotators or from vague or 
ambiguous linguistic phenomena requiring special handling. Since we are creating treebanks, a 
simple Parseval score (Black et al. 1991) which matches the sequence of words that have been 
bracketed together may be sufficient. We will look at other detailed comparison approaches as 
well (e.g., Carroll et al. 2002).  

3.1.3.10 Preprocessing: We may need to do some simple textual processing of headers and 
markup labels. It will be useful to use automatic tagging of some sort. For Assamese, we have 
developed a POS tagger which gives high accuracy (Sahariya 2009). For Khasi and Meitei, taggers 
are not available now, but we intend to develop such taggers.  

3.1.3.11 Treebanking Workflow: Based on the IIIT Team's experience on developing Hindi-Urdu 
Corpus and Treebank, we expect to follow the following steps in the treebanking endeavor.  

• Create raw corpus: obtain text of corpora from various sources as outlined above. 
• Clean the raw corpus and pre-process: Remove non-textual elements, obvious errors, add 

identifying tags, etc. 
• Tokenize into sentences and words, number all words and sentences, use an agreed upon 

format 
• Perform spelling correction on tokenized data 
• Run a morphological analyzer  
• Run POS tagger and chunker 
• Validate POS tags and chunks 
• Perform any pruning necessary on the morphological data and validate  
• Run an automatic annotation tool on the pruned morphological data, the output is 

dependency annotated data 



• Validate the dependency annotated data; validation included looking for illegal tags, 
consistency in spelling, etc. 

3.2  Employ Data-Driven Parsers  
Our objective is to train data-driven parsers for each one of the three languages, Meitei, Khasi and 
Assamese. These languages belong to three major language families in the region: Tibeto-Burma, 
Mon-Khmer, and Indo-European, respectively. We want the parsers to be portable, not only 
among the languages discussed here, but potentially across scores of other languages of Northeast 
India, most of which are endangered. We believe our work can become the model for similar 
projects elsewhere in India and in other countries that may be or soon become ripe for this kind 
of collaborative effort among descriptive, theoretical and computational linguists, such as 
Indonesia, the Philippines, Nigeria and South Africa.  
Having stated our long-term and very long-term vision, we need to be practical as well. Since we 
are creating corpora, we would prefer to use a parsing technique that works reasonably well with 
small sized corpora, even those based on transcription of oral literature such as the text 
collections created by documentary linguists. We also do not have written rules for these 
languages in any formalism. Therefore, we would like to use parsing technology that does not 
require us to write rules, at least anything beyond the very basic ones. Our corpora will grow in 
size to respectable levels by the end of the project, but we do not want to wait till the end of the 
project to start with the parsing part of our work.   
We have several choices for training data-driven parsers, but  it seems that a dependency parser 
would be the best since the languages are mostly free word order, and are morphologically rich, 
and head final. Erygit et al. (2006) who work in Turkish, and others have shown that for such 
languages, data-driven dependency parsers work better than data-driven parsers that select the 
best among several phrase-structure based parses for a sentence. There are several approaches to 
data-driven dependency parsing. Bucholz and Marsi (2006), in their report on comparing multi-
lingual dependency parsing algorithms mention 17 different participants, using at least ten 
different approaches as far as we can tell. Some of the algorithms are the Eisner parser in various 
forms (Eisner 1996), the McDonald parser (McDonald et al. 2005a, McDonald et al. 2005b, 
McDonald and Pereira 2006), Integer Linear Programming (e.g., Reidel et al. 2006),  Yamada 
and Matsumoto (2003), Yuret (2006), Nivre parser  in various forms (e.g., Nivre et al. 2004, 
2007; Nivre and Hall 2005; Nivre and Scholz 2004). The algorithms competed on 13 different 
languages: Semitic (Arabic), Sino-Tibetan (Chinese), Slavic (Bulgarian, Czech, Slovene), 
Germanic (Danish, Dutch, German, Swedish), Japanese, Romance (Polish, Spanish), and Ural-
Altaic (Turkish), with corpora sizes from 29K tokens for Slovenian to 1249K for Czech. The Nivre 
parser and the MacDonald parser were the two top performers, receiving almost equal correct 
label scores for almost all the languages across differences in linguistic properties, corpus sizes, 
labeling approaches, sentence complexity, etc. Thus, we are most interested in working with these 
two dependency parsers for Meitei, Khasi and Assamese. In fact, it would be interesting to try the 
various options available to us and compare and contrast results obtained, analyzing strengths 
and weaknesses of the approaches. We are also interested in comparing the performance of these 
two approaches with an approach (Hellwig 2009b) based on Yuret's idea of lexical attraction 
(Yuret 1998) that has been recently used for dependency parsing of Sanskrit.  
3.2.1 The Nivre Parser   
The Nivre parser (e.g., Nivre et al. 2004, 2007; Nivre and Hall 2005; Nivre and Scholz 
2004; Eryigit et al. 2008) describes a dependency parser that is deterministic and classifier based. 
The classifier based parser is described as being able to perform at a high level of accuracy across 
many languages, as well as working efficiently, performing a dependency parse in linear time. The 
classifier based parser can be constructed using only treebank data and no grammar for  Meitei, 
Assamese, or Khasi needs to be induced in order to train the parser.   

The Nivre classifier based parser works using three techniques: A deterministic parsing algorithm 
used to build dependency graphs, history based feature models for predicting the next parser 
action, and a machine learning technique to decide the parser action based on histories. 
Researchers have used many different approaches for each. To create a dependency graph for a 
given sentence, the parser uses two data types. A stack is used for partially processed tokens, 
while a list holds the tokens yet to be processed. At any given time during the parse, the parser 



has three actions available to it. The first is a shift, where the next token is pushed onto the stack. 
The second and third are to create a left dependency arc and a right dependency arc respectively. 
In the left-arc operation, a dependency arc is drawn from the next token to the token at the top of 
the stack, and the top token is popped off the stack. The right-arc operation draws a dependency 
arc from the top token of the stack to the next token in the list, and replaces the head of the list 
with the top token of the stack.  The history based feature model is used to predict the correct 
parsing action and which label should be assigned to a given dependency arc. Prediction is used in 
order to keep the parser as efficient as possible. Prediction works by examining the features of the 
tagged input string and features of the dependency structure (as it is being constructed). The 
linguistic attributes possible for a token of input are reproduced below as given by (Eryigit et al. 
2008): Lexical Form (root) (LEX), Part-of-speech category (POS), Inflectional features (INF), and 
Dependency type to the head if available (DEP). Others have used other kinds of linguistic 
information (e.g., look at the tables for information in various languages in Nivre et al. 2007). 
How much morphological information to include in each category will be up to us; though 
experimentation by (Eryigit, Nivre, and Oflazer 2008) suggests that using morphological units as 
units of parsing is very beneficial as opposed to using only "whole word" units. Abilities of the 
hired taggers will need to be considered in order to determine the level of  morphological detail 
that is feasible to include in the input sentences.  

3.2.1.1 A Consideration of Parsing Units: We want to experiment with the performance of the 
parser as we begin to build the dependency labeled corpus and see how the performance changes 
as the corpus becomes larger. Meitei, Khasi and Assamese come from three different language 
families. As was discussed in Section 3.2, karaka  relations may be very useful in describing 
dependency  trees  for sentence data in each of the languages. Another potential benefit, is that 
they also encode agreement between different morphological elements between whole 
words.  (Eryigit, Nivre, and Oflazer 2008) found that performing annotation using only "whole-
word" dependencies greatly decreased the accuracy of a data-driven parser. To increase accuracy, 
sentences were annotated by drawing dependency arcs between the "inflectional groups" of 
words. These were defined as the "root and derivational elements of a word" (Eryigit, Nivre, and 
Oflazer 2008), where these are separated into distinct inflectional groups (IGs). By linking 
dependant IGs together, a much more useful model of the dependencies within a sentence can be 
built, allowing the parser to be more exact. 

3.2.1.2 Training a Nivre Parser (MaltParser): There is a freely available Nivre Parser called 
MaltParser (Nivre et al. 2007). MaltParser is highly customizable, allowing for the specification of 
a character set, part of speech tagset, dependency tagset, and a feature model. A consideration to 
keep in mind is that all input data, whether for training or for parsing, must conform to the 
CoNLL (Conference on Computational Natural Language Learning) data format for use in 
MaltParser. This format specifies that each input file contain ten columns, where each column 
represents a different piece of information about any particular word in a sentence. Each of the 
ten fields is separated by a tab, while sentences are separated by a single blank line. The first 
column is simply a counter for the number of tokens in a particular sentence, starting each count 
at one. The second and third columns represent the form and lemma of each token respectively, 
where the form is the actual word form (or punctuation). Columns four and five both depend 
upon the tagset specified for the language, and represent coarse and fine grained part of speech 
tags respectively. The sixth column stores unordered features of the current token, depending on 
the feature model of the language. These features can be syntactic and morphological. The rest of 
the columns deal with marking the head of the current token, the dependency relationship to the 
head, the projective-head, and finally the dependency relationship to the projective-head.  How 
these dependencies are tagged depends on the dependency tagset for the language. Depending on 
the final part of speech and dependency tagsets that are developed for Assamese, Khasi, and 
Meitei, annotated sentences can easily converted to adhere to the CoNLL data format. MaltParser 
is also customizable in that we may select the appropriate parsing algorithm for our needs. The 
implementation available online comes ready with two kinds of algorithms. The first is the Nivre 
algorithm described previously, while the second is the Covington algorithm. Unlike the Nivre 
algorithm,  which only performs projective dependency parsing, Covington's algorithm can be run 
in both non-projective or projective parsing modes. A breif description of the algorithm can be 
found online at http://maltparser.org/userguide.html. MaltParser can also be used with any 



deterministic parsing algorithm compatible with it, making it an attractive option for our 
purposes. 

3.2.1.3 Amount of Data Needed: According to (Buchholz and Marsi 2006), a treebank with a size 
of  tens of thousands of sentences is necessary to induce a parser for a language. (Nivre et al. 
2007) compare the performance of MaltParser on corpora of 10 different languages: Bulgarian, 
Chinese, Czech, Danish, Dutch, English, German, Italian, Swedish and Turkish. The corpus sizes 
varied from a low of 42K words for Italian, 48K for Turkish, 72 K for Bulgarian to 1174K in 
English and 1507K for Czech. However, with the Nivre parser, the accuracy of automatic labeling 
after training on the corpora is consistently above 80% for all languages, despite the great 
difference in corpus size. (Nivre et al. 2007) claim that MaltParser is relatively insensitive to 
differences in language typology, annotation scheme as well as corpus size beyond a certain 
minimum. The authors discuss the following as features that have impact on accuracy of 
automatic labeling: size of corpora, linguistic properties of the language, granularity of 
annotation, complexity of sentences, morphological richness and word order flexibility, and 
diversity of annotation labels. However, the authors have not been able to determine clearly the 
effect of the various factors on performance.  Since in our project, we will be working with three 
different languages belonging to three different classes of languages, and we will build our 
corpora from scratch, we will be able to keep track of how performance of automatic DS labeling 
changes as some of these factors change during the progress of the project. 
3.2.2 The McDonald Parser  

The McDonald parser  obtains dependency relations among constituents in a sentence by 
searching for maximum spanning trees (MST) in directed graphs (McDonald et al. 2005a, 
McDonald et al. 2005b, McDonald and Pereira 2006). If the parse is projective, Eisner's bottom-
up-span algorithm (Eisner 1996) can be used to search for an MST. Eisner's algorithm takes 
O(n^3) time in such cases. For non-projective parses, the parser uses the Chu-Liu-Edmonds 
(CLE) algorithm  (Chu and Liu 1965, Edmonds 1967, Leonidas 2003, Tarjan 1977) for 
constructing the MST, taking O(n^2) time. The Eisner and CLE algorithms are quite distinct from 
each other; the Eisner algorithm being bottom-up dynamic programming and the CLE algorithm 
being greedy recursive. What is interesting and somewhat counter-intuitive is that the CLE 
algorithm takes less time for non-projective situations than projective ones, against common 
wisdom. This will be handy in our case since each one of the three languages we focus on, 
Assamese, Meitei and Khasi allow non-projective dependency constituents being free in word 
order.  Since the McDonald approach views dependency structures as spanning trees, it provides 
for a general framework for parsing trees in both projective and non-projective languages. The 
non-projective parsing algorithm based on the CLE algorithm creates true non-projective parsing 
in contrast to Nivre's approach (Nivre and Nilsson 2005). Thus, there are several attractive 
features of the McDonald approach to the three languages under consideration.   

3.2.3 Hellwig's Approach  

According to Yuret model of lexical attraction (Yuret 1998), relationship information among 
lexical elements in a sentence can be captured by computing mutual information between the 
lexical elements. The mutual information can be computed on a raw unlabeled corpus and this 
information can be used to identify linguistic relations in a given sentence using unsupervised 
learning. No initial grammar or lexicon is needed for Yuret's program to work. Yuret's approach 
has been able to capture 60% precision on capturing relation between content words. Because 
mutual information does not depend on order of two lexical elements, the dependency or relation 
structure constructed using Yuret's algorithm is undirected, although it can be converted to a 
directed graph by identifying the root item and performing some additional computations. Yuret 
requires the dependency structure to be acyclic and projective, i.e., its links are not allowed to 
cross. Recently, Hellwig (2009b) has used an approach to extract dependency trees from Sanskrit 
texts using unsupervised learning following Yuret's idea. Hellwig extends Yuret's idea with some 
simple grammatical (CFG-type) rules, smoothing of probabilities, using basic grammatical 
information (such as number, case or tense) and information about verb arguments in terms of 
case-endings they take (which he calls verb valences). Hellwig trains his dependency parser on a 
Sanskrit POS-tagged (although tagging is not necessary according to Yuret) and morphologically 
tokenized database of 1.5 million words (Hellwig 2009a, Hellwig 2002); the data is not tagged for 



DS labels. Instead of using a  Viterbi style algorithm that takes O(n^5) time to compute the exact 
solution for the most probable dependency structure, he uses certain simple heuristics to reduce 
the processing time O(n^2). In Hellwig's scheme, although the dependency structure is created, 
the dependency arcs are not labeled. Hellwig (2009) shows that this approach works only with a 
small number of sentences and has not attempted any large scale experimentation or rigorous 
evaluation. We need to note at least two things as we use Hellwig's approach with Khasi, Meitei 
and Assamese: 1) we need a fairly large corpus for each language although the corpus does not 
have to be labeled with DS tags, and 2) we need to assign labels to the dependency arcs. As our 
corpora are being built from scratch, we can implement and test Hellwig's approach which is very 
simple even before we annotate the corpora with DS tags. We can also keep track of its 
performance in terms of the size of the corpora as they grow. The idea is extremely simple but has 
the potential to produce dependency structures without much work. How we obtain the labels on 
the dependency structure built is still an open question.  

3.3 Processing Words Morphologically and Initial Attempt at 
Developing Computational Dictionaries  
For undertaking any serious computational linguistics work, it is necessary to have computational 
dictionaries of substantial size. There is no such work on any one of these languages at this time. 
We want to make initial attempts at creating such dictionaries.  
There are at least two ways this can be achieved. One way to proceed is to develop the basic 
framework for the databases and allow individuals to contribute entries on the Web using a social 
networking approach embodied in efforts such as Wikictionary.org and xobdo.org. The other is to 
use the Co-Build dictionary approach undertaken by Collins publishers and University of 
Birmingham (Sinclair 1987) where the development of the dictionary was driven by statistical 
analysis of a large corpus. The goal in the Co-Build project was to develop a new, thorough 
description of the language, one that was not based on the introspection of the authors, but one 
that recorded observations of linguistic behavior as revealed in naturally-occurring text.  The Co-
Build project had estimated that at a minimum about 6 million words would be necessary.   
As a first step toward developing computational dictionaries, we want to morphologically process 
the words in the corpora we build to obtain root words.  As we build our corpora to train, tag and 
annotate (as described in the previous subsections), we would like to extract the root words. Thus, 
the size of our “dictionary” will grow. It must be noted that the languages we want to work with 
are morphologically complex and as a result, morphological processing must be a part of 
“dictionary” building (Sharma et al. 2008, Sharma et al. 2007, Sharma et al. 2006, Sharma et al. 
2003, Sharma et al. 2002a, Sharma et al. 2002b, Sharma et al. 2001). Our goal is also to extract 
any information we can from the POS and dependency-tagged corpora using the approach taken 
in the PropBank (Palmer et al. 2005) for inclusion in the “dictionaries”. However, our goal during 
this project is  more modest that the PropBank effort; our goal is to get a PropBank like effort 
initiated in these languages since our corpora are going to be small initially and will grow only to a 
modest size during the course of the project. Thus, we want to work on the three projects 
described in this proposal in parallel. We will create a small corpus for each of the languages, POS 
tag them, dependency tag them, train a machine-learning based parser, and build a small 
dependency treebank and extract words and morphologically process those words to build a small 
“dictionary”.  We will hand-curate whenever appropriate. Then, we will increase the size of the 
corpora by a several thousand words at a time and repeat the process. Our final goal would be to 
reach corpora sizes of 300-400k in each language.  One broader implication of this work will be 
assistance that native communities of Assamese, Khasi, and Meitei speakers receive in the form of 
 user friendly dictionaries in both paper and online format.   Pedagogical materials may also be 
developed departing from the annotated texts. 
 
  


