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Abstract—This paper addresses our process in generating a
tool that extracts named entities and events from a document
and visualizes them in ways beneficial to someone learning about
the topic. The ultimate goal is to present a user with many of the
key events and their associated people, places, and organizations
within a document that will quickly give users an idea of the
contents of an article. For testing, we use a set of historical
Wikipedia articles which focus on topics such as the American
Civil War. These articles have high occurrences of all types of
named entities along with many events with clearly defined time
spans. For initial named entity extraction, we incorporate the
Stanford NLP CRF into our project. In recognizing location
names in this subject area, it only achieves an f-measure of 57.2%.
The list of locations is geocoded through Google Geocoder and
will be disambiguated through a tree structure in the future.
A final f-measure of 79.1% is determined which represents the
precision and accuracy of our package in successfully grounding
the extracted locations. The grounded locations are then grouped
with other named entities related to an event through sentencelevel association. Visualization is currently done through Google
Maps and the Timeline SIMILE project developed at MIT. We
plan to add the capability to geospatially and temporally refine
article searches in Wikipedia and make our tool usable on other
online corpora.

I. I NTRODUCTION
The Internet has given mankind an efficient method of
sharing information. As the amount of data increases, we
need ways to express it effectively, especially for learning.
Visualization can sometimes offer a level of understanding not
inherent in reading the text alone. By generating a tool that
extracts information open to various types of visualization,
we facilitate the addition of future features for our tool and
new tools all together. Over the past couple of decades, the
Internet has gained a foothold in various aspects of people’s
every day lives all over the world. One of the most influential
features of the Internet is the ability to easily collaborate in
generating information. A perfect example was the creation of
the wiki. A wiki offers an ideal environment for the sharing
of information while allowing for a form of peer review that
is not present in many privately operated websites. The largest
wiki that exists today is Wikipedia. Only recently created in
2001, the English Wikipedia has already grown to over 3.3
million articles 1 . Wikipedia is only one of many corpora that
1 http://en.wikipedia.org/wiki/Wikipedia

can be mined for knowledge and displayed in concise form.
Some examples of other corpora reside in the genres of news
articles, journals, books, blogs, etc. It should be noted however,
that although such online sources can offer a great deal of
information, readers often need quick, decisive information
from an article without reading the whole thing. Thus begins
the motivation of our work.
II. M OTIVATION
Our work begins with a focus on extracting knowledge
from Wikipedia. After the tool has been fully evaluated on
this corpus, testing will be extended to archived news articles
and then RSS (Really Simple Syndication) feeds. Although
Wikipedia offers a basic article structure and ways for authors to relate articles together, tools have been and should
continue to be created to automate the extraction of important
information from these articles. With over a thousand articles
being created per day2 , Wikipedia has the potential to be used
in many educational environments. One task that needs to
be implemented is the creation of a knowledge base where
key facts can be identified extremely efficiently, especially
from different online sources. If various encyclopedias are
analyzed, much of the same information should be pulled out
by this sort of tool. Thus, a researcher could easily verify or
disprove information from a single source. This task however,
has various obstacles associated with it.
III. BACKGROUND I NFORMATION AND R ELATED W ORK
In regard to querying and extracting knowledge from
Wikipedia, Auer and Lehmann demonstrated an efficient algorithm for categorizing articles and extracting information from
Wikimedia templates [1]. Such information may be effective
in general queries but does not extract deep enough content to
be applied to the visualization in our work. It may however,
prove to be useful in the expansion of search features in the
future. The idea of extracting information from the predefined
Wikipedia data structure may be applied to this work but will
be more difficult when templates and tags do not exist in the
documents being processed (in other corpora). Similarly, Mihalcea and Csomai developed a keyword extraction algorithm
2 http://en.wikipedia.org/wiki/Wiki#History
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to identify important words from within a document and link
them to their respective Wikipedia pages [2]. This can aid in
future work as it can help identify pages related to the target
document that should be processed alongside it to get a more
complete set of important information.
A variety of approaches have been applied to NER since
MUC-6 in 19953 including Hidden Markov Models, Conditional Random Fields, Maximum Entropy models, Neural
Networks, and Support Vector Machines (SVM). The extraction of named entities continues to invite new methods, tools,
and publications. Basic named entity extraction is performed
in [3] and [4]. Both of these works focus on the extraction/visualization of named entities from RSS feeds.
Specifically, Chen et al. performs Named Entity Recognition
with a “regularized maximum entropy classifier with Viterbi
decoding” [4] and achieves an f-measures of over 88% in
regard to geospatial entities. Our goal is to achieve recall
in the same area after initial extraction, but with people and
organizations as well. Precision can be sacrified in the realm of
geospatial entities as many of the inaccuracies will be weeded
out when the places are geocoded.
[3] uses an interesting disambiguation process in their
geospatial resolution process. Nearby named entities are used
to disambiguate more specific places. An example is a state
being used to determine exactly which city is being referenced.
In addition,NE’s previously extracted in the document are also
used to reinforce the score of a particular instance of a place
name. For example, if a particular region in the U.S. has been
previously referenced and a new named entity arises that could
be within that region or in Europe, it will be weighted more
towards being the instance within that region in the U.S. The
basic design of our GUI is based off of the GUI referenced in
[4].
SVMs have shown significant promise for the task of NER.
[5] demonstrated an SVM that achieved an f-measure of 0.954
for location entities in Wikipedia articles, and an f-measure
of 0.884 across all NE classes. Although research into text
classification and NER has found that SVMs provide good
performance on NER tasks, HMMs can produce similar results
with minimal training.
Hidden Markov Models (HMMs) have also shown excellent
results. [6] demonstrated that a Character-level HMM can
identify both English and German named entities with an fmeasure of 0.899 and 0.735 for location entities in testing data,
respectively. [7] evaluated a HMM and HMM-based chunk
tagger on the MUC-6 and MUC-7 English NE tasks, achieving
f-measures of 0.966 and 0.941, respectively.
The approach we took however is the implementation of
the Conditional Random Field provided by the Stanford NLP
Group (Covered in more depth in Approach-Tools). We chose
this tool because it has satisfactory performance and accuracy.
Achieving results close to 90%, the CRF is publicly available,
already trained, easily integrated into the Geografikos package,
and currently seems to be quite efficient.

IV. A PPROACH
Our focus is on extracting information from a corpus of
historical Wikipedia articles. These have high occurrences of
dates, times, people, places, etc. that make up events. Such
information can be very valuable in evaluating historical topics
as these can often be lengthy, sometimes dry articles. We
have identified six major steps in representing this sort of
information:
1) Extract temporal information which identifies when an event
occurs
2) Tag the locations (in regard to the article) of these events
3) Extract named entities and relate them to their respective
events
4) Save information back into a database
5) Combine the information for visualization on a map
6) List events and associated entities, perhaps incorporating associated pictures

The overall goal is to generate a two part GUI. The first part
emphasizes the visualization of locations. It consists of a map
generated by the Google Maps Javascript API4 . To the side is
a list of locations shown on the maps, each clickable to center
and zoom the map on that location. Individual markers on the
map are clickable at which point an infobox will be displayed
with relevant information about the location, including a list
of events that occurred there. Clicking an event should open
an infobox about the event in the second part of the GUI.
This second part is a timeline that is displayed with what
we have identified as the most important events of an article.
Each event is clickable to display text extracts from the article
and links to zoom in on associated locations. A sliding bar
will separate the two and the bar itself will have adjustable
endpoints. This bar can then be moved from left to right along
the overall timespan of all events mentioned in the article. The
bar itself represents the time period the user is interested in. If
the starting point (left end) of the bar is adjusted all the way
to the left (aligning with the least recent event mentioned in
the article) and the right end of the bar aligns with the most
recent time mentioned in the article, then all events will be
visualized on the timeline and their associated locations will
all be plotted on the map. This is shown in Figure 1.
A. Fusion Table Approach
1) Introduction: Here, we discuss a useful tool for visualizing geospatial data but not efficient enough to include in our
final implementation. Fusion Tables is a Google Labs project
available for anyone with a Google account5 . Fusion Tables
are online database tables which can be queried and updated
through simple POST and GET commands over the internet.
Google has an API called Google Data Protocal (GData)
which “is a REST-inspired technology for reading, writing,
and modifying information on the web.” 6 . This eases the
online interaction between a developer’s program and Google’s
online applications. For this project, we initially attempted to
use Fusion Tables due to its simple integration into Google
Maps. Google Maps allows the addition of an “overlay layer”
4 urlhttp://code.google.com/apis/maps/documentation/javascript/

3 http://cs.nyu.edu/cs/faculty/grishman/muc6.html

5 http://tables.googlelabs.com

6 http://code.google.com/apis/gdata/
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Fig. 1.

Basic Format of GUI

that automatically pulls geospatial data straight from a Fusion
Table. Our first attempt at visualizing information was by
storing data both offline in a MySQL database and online
in these Fusion Tables. The data stored online was much
more minimal and consisted only of the geospatial information
associated with locations. Two online tables were created
similar to their offline counterparts. These are listed below
with their associated columns: With this format we can do
Pages Table

page id
loc id

loc name

loc lat

loc lng

Locations Table
loc street

loc city

Fig. 2.

loc ids
loc state

loc country

Locations Fusion Table

sent id

searches by article or location. One example is to retrieve all
locations mentioned in one article by matching:
pages.id = query.id and page.loc_ids = locations.loc_id

Fusion Tables also offers various sharing options where one
can not only share raw data but visualizations just as easily. For
example we can choose to identify the latitude and longitude
columns as a pair that make up a location. Then we can just
click on a Map button to map all the places or embed a map in
our own application using GData. A user can also easily join
tables together. Part of the locations table is shown in Figure
2.
B. Implementation
Figure 3 shows a map of all locations found in the Battle of
Fredericksburg and Nickel Grass articles. This is just a simple

example where all locations in the table are added to the map
as a Fusion Table Layer. Without any additional code, the
map will automatically include the infoboxes that display any
other information stores in the table upon clicking a marker.
Although the use of Fusion Tables is convenient, the speed
of processing was quite slow. In addition to initially mining
an article for geospatial entities, about a half second to a full
second was taken per query or update to the online tables. This
time was significantly decreased by multithreading this portion
of processing. One thread managed the pages table and the
other managed the locations table. Using more than one thread
to access one table generated errors, even when short delays
were added in. Ultimately, we decided not to continue using
Fusion Tables as this added minutes to the processing time for
each article but it could be useful for smaller applications.
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Fig. 5.

Website Workflow

Fig. 3.

Fusion Table Map
Fig. 4.

C. Front End
The current approach we have focuses on maintaining performance and a stable foundation for public use. The frontend
is a Ruby on Rails Application which focuses on displaying
information to the user. The maps shown on the webpage use
geospatial information saved in an offline database. Before
the map is displayed, a user can see when the article was last
processed, if ever. They may then choose to add an update to
the queue, which is managed by a JRuby thread completely
independent of the front end. The queue is simply a table in
the same database used to store geospatial data that consists
of two columns. One is the id of the article that needs to be
processed and the other is the time entered into the queue. The
table will be consistently queried for the least recent addition
to the queue and the JRuby thread will actively update articles.
We currently only have one thread processing articles as we
experienced problems with multithreading this task. As soon as
an article begins to be processed, it is removed from the queue
to avoid processing the same article multiple times in parallel
when multiple threads are implemented. When idle, we plan
to have the thread perform maintenance that will begin with
the list of articles in our test set. For each test page, the thread

World War II Map

will follow links to other articles found in the page up to a
certain depth and process them. The thread will then return to
the next test page and do the same. Once these are done, we
will probably have it focus on processing articles that have not
yet been processed once. The basic workflow for the frontend
is shown in Figure 5.
To demonstrate the power of automated extraction and
visualization, the World War II article has been recently
processed and the map for the article is shown in Figure
4. An infobox is generated for each marker which has the
geographical information and the sentence the location was
extracted from. The amount of work it would take to hand
tag each of these places and add in this sort of information
would be extensive. Our program can extract and visualize this
information faster we could read a section in the article.
D. Named Entity Recognition
When we choose to “Process” an article as shown in Figure
5, we begin with Witmer’s Geografikos package from his
work in [8] for the disambiguation and geocoding of place
names. It should be noted that Witmer’s SVM does not identify
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people and organizations. Thus, a new tool has been integrated
into the package for the identification of named entities.
We have decided to implement the named entity extraction
tool designed by the Stanford Natural Language Processing
Group7 . This package uses a conditional random field (CRF)
for named entity recognition (NER) which achieved an fmeasure of over 85% for all named entities when tested on the
CoNLL 2003 test data [9]. The CRF achieved an f-measure of
over 88% in location extraction, substantially higher than the
initial phase of Witmer’s SVM (67.5%). The disambiguation
phase of Witmer’s work seems to be very effective but requires
some modification to work with this new tool. Taking the
approach defined in [8], we will also be implementing a tree
structure to weight and disambiguate various possibilities for
the correct geospatial entities associated with the extracted
names. This process has been improved by:
• Improving the module that cleans wikipedia markup
• Updating the Google Geocode ruby gem to work with
Google Maps API v3
• Updating the gem to also return multiple possible locations for a query
• Creating a cache for Google Geocoder to reduce online
interaction
• Using a more accurate named entity recognizer which
replaced his SVM
• Adding database support for people and organizations
• Incorporated sentence indices into all named entity object
models
We would also like to parallelize the process to use multiple
threads to optimize speed in the future.
V. P ROGRESS AND R ESULTS
The following list shows our initially proposed tasks for this
project:
1)
2)
3)
4)
5)

Integrate Stanford NER toolkit into Geografikos package
Generate map UI to simply plot all extracted places
Write cache for geocoder, parallelize as much as possible
Associate named entities with extracted events
Develop GUI with temporal sliding bar

Items 1,2, and 3 have been successfully implemented. So far,
the Stanford NER toolkit has been performing similarly overall
to the LingPipe HMM. The CRF initially encountered errors
when processing Gulf War, so these results were excluded
from the figures below. In addition, the Fredericksburg article
seems to be an abnormality in geocoded results, however it
was left in with an f-measure of only 6% because no signs
of errors in processing have been found. Raw results are
shown in I and post-geocoding results are shown in II. If
the Fredericksburg article is dropped from evaluation, postgeocoding the f-measure increases by about 3% when using
the Stanford CRF. A comparison between the performance
between the CRF and HMM are shown in Figure 6. These
articles were used as they were the ones chosen to compare the
HMM and SVM in our previous paper. Since the generation of
these results, changes have been made to the clean, markupfree text used by the NER and all further stages. The Gulf
7 urlhttp://nlp.stanford.edu/

TABLE I
R AW G EOSPATIAL NE R ESULTS

HMM Results
CRF Results

Precision
0.489
0.579

Recall
0.615
0.575

F-Measure
0.523
0.572

TABLE II
R ESOLVED G EOSPATIAL NE R ESULTS

HMM Results
CRF Results

Precision
0.878
0.954

Recall
0.734
0.695

F-Measure
0.796
0.791

War article, among other articles that caused problems earlier
can now be processed successfully. Some previous errors were
due to errors in expanding Wikipedia infoboxes which allowed
us to generate an extensive list of related Wikipedia articles.
For now, we have removed infobox expansion and simply
delete infoboxes from articles and do no further processing on
them. Changes like these have drastically changed the markupfree versions of the articles. Our method in evaluating the
performance of the NER alone and the geocoding process was
heavily dependent on the generated cleaned text matching the
hand tagged data. Thus, statistics are not being generated at
this point but based on the human examination of results, we
can see it has not reduced performance.
It should be noted that the new CRF results make use of the
cache which should not effect these statistics but decreased
the number of online geocoding queries by 70%. Since the
majority of locations can be found in the cache, we have
also eliminated a great number of delays that are normally
required to avoid running into Google Geocoder’s throughput
limits. At the moment, this delay is set to 0.1 seconds so
we end up saving a few seconds per article. More detailed
performance evaluations still need to be made to more clearly
identify how well the cache has improved efficiency. Initially,
once a place was geocoded and resolved once, it was assumed
that all future references to the name of that location were
referencing the same geospatial entity. This means that if there
are two different places mentioned with the same name, both
will appear as the first one geocoded. We have since fixed this
problem by saving the list of results returned by the geocoder,
rather than the specific location identified after disambiguation.
Named entities have been associated with events through
their location in a sentence. If for example, a location and
event are both identified in the third sentence of an article, they
are assumed to be related. When visualizing this information,
one event can have many locations associated with it and
one location can also relate to various events. One of the
problems with our process is that many specific location
instances are being missed. Even if a location is identified
in one sentence, it may not have been tagged a location in
another sentence that actually has an event is in. For example
if the city of Denver is tagged as a location in sentence 3
and saved to the database, future examples of Denver are not
automatically tagged because of its initial identification. Thus,
if an actual event happens in Denver and is correctly tagged, no
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Fig. 6.

Basic Format of GUI

re-processing of the sentence is done to confirm that no other
NE’s exist in it. We plan on fixing this issue in the future.
VI. F UTURE E XPERIMENTS
To measure the performance of the tool we need to separate
it into the different parts. Currently, we use the same measures
for precision and recall of the NER as Witmer. However,
this only measures the precision and recall for locations. We
need to measure the performance of the NER for people
and organizations in this subject area as well. To do this we
will need to obtain various hand tagged historical Wikipedia
articles, a handful of which have already been tagged for
places. We need to add in tags for people and organizations
to about twenty hand tagged articles. If these tests go well,
we can also hand tag news articles in a similar fashion. To
assess the event extraction, we will need to hand tag important
events within the same document as the hand tagged NE’s. We
can then check to see if the phrase we pulled out to describe
the event included the NE’s, and whether the NER had even
identified them. Much of processing can be done before public
release of the tool as we are storing the information after
processing. Thus, we plan to process an initial set, if not all
the English Wikipedia articles we currently have access to.
This will probably be on the scale of hundreds of thousands
of articles, if not millions. Thus, we need to keep track of
the number of articles processed over time to measure the
throughput with these added features. We can also do this
to archived news articles. In addition, we will need multiple
testers to utilize the GUI and evaluate the helpfulness and
usability of the front end. We can measure these attributes
with a simple rating system, perhaps a 1 through 5 rating.
VII. F UTURE W ORK
We have identified a number of ways to improve the
different aspects of our system:

1) Incorporate temporal refinement of events and locations displayed in the GUI
2) Evaluate the NER for all types of NE’s in our test articles
3) Display a picture of the people associated with an event
4) Retrieve and display information on these people (D.O.B.,
D.O.D., etc.)
5) Determine a “page focus” and use it to center the map, etc.
6) Rework the disambiguation of places
7) Implement sub-sentence level event detection
8) Add feature for retrieving article text straight from Wikipedia

Our plans for future work is still similar to the one initially
proposed. However, a much more specific implementation has
been planned along with many improvements we did not
originally foresee. We would like users to be able to search
articles and add them to a list. At any point, the user should
be able to choose to map all the locations. On the side of
the page, a list will be displayed with checkmarks next to
each article. At any time, the status of the checkmark will
represent the presence of that article’s locations on the map.
For example if I have the Battle of Fredericksburg article
selected, all the locations from the article should appear on the
map. If I uncheck it, those locations should disappear unless of
course, a location is also referenced in another selected article
that I have checked. Another tool may offer a user the option
to select a region on a map and a list of articles that reference
places within that area will be listed, if not spefic events that
occurred there.
Then of course there is the aspect of temporal information
as well. In regard to item 1, we wish to allow the refinement of
geospatial searches through temporal parameters. For example,
instead of displaying all events that occur in Denver, Colorado,
we can limit to showing events in the last ten years. This will
also allow us to eventually create a playback feature which
will allow one to see where events were occuring over time
in the context of articles.
In regard to items 3 and 4, retrieving this type of information will be a complicated task. Many problems arise in
biographical information retrieval because the ambiguity of
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names. Some historical figures may be returned at the top of
a list of results but the most likely figure may not always be the
one being referenced. We will look into disambiguating people
further in the future. For now, our idea for an approach in
Wikipedia articles is following Wikipedia links. A list of links
is extracted when the text of a page is cleaned of markup.
If a person is identified and a link matching that name is
also extracted, we can follow that link. If the person’s page is
confirmed to be about that person, we may be able to extract
information from Wikipedia infoboxes which follow a general
template dependent on the topic of the article.
Item 5 is very important in light of improving our GUI.
Amitay et al. discuss a method for determining a focus area
for a page by using first disambiguating place names [10].
They then each “geographic mention” is “disambiguated into
a taxonomy node” where places are scored for importance.
Ultimately, their method can make the distinction between
article that focuses on a very specific place or a larger region.
Their method can also retrieve multiple foci. Finding a page
focus can be used to center the map when it is initially created,
along with helping to categorize articles together that focus
on the same region. In the future, we would like to be able
to select a region on the map and see what articles reference
that region. Rather than having a broad list of articles, many
of which that only briefly mention a place and do not actually
focus on it, it would be beneficial to have a refined list of
articles in which that region is of significant importance.
The disambiguation of places refernced in item 7 is the
tree structure implemented by Witmer. Although the idea
was implemented at some point, we do not have access to
this portion of his code. Thus, it will be reworked and the
Geografikos package will be modified to handle multiple
locations returned by Google Geocoder, rather than only one.
Currently, only sentence level event detection has been
implemented. This means that if an event is detected within
a sentence, the event’s location in the article is labeled by
sentence and only one event can occur per sentence. This also
means that all named entities within that sentence are also
associated with that event. Thus, if one event constitutes one
half of the sentence and references a specific location at a
certain time while another event constitutes the other half at
another place at another time, everything is rolled into one
event that has both places associated with it but only one
time is chosen. Although much of the information will still be
gathered and displayed, we do lose some in the process. Thus,
we would like to improve our event detection and relation to
named entities so that it can handle sub-sentence information.
At the moment, the document text displayed when you
search for a Wikipedia article is the clean text generated
from our saved version of the article. This means that more
recent articles and updates are not currently in our database.
In addition, all the regular pictures, links, etc. displayed in an
article being viewed on the Wikipedia website are absent from
ours. In the future, we would like to port this application into
a plug-in or a frame that allows one to navigate Wikipedia
with regular convenience but have access to our database of
information and visualization tools. The search featuers of
Wikipedia and website overall are far more functional than

ours. Rather than implementing methods for duplicating their
features and actively updating our articles from their database,
we would like to make our application more independent.
This will also pave the way for portability to other online
sources of information, such as news articles. Modifying
our application to dynamically retrieve information from a
browser and process it would prove to be a much greater
benefit to users. The current problems associated with this
is that our object models are generated from data stored in
a database. A list of events and named entities is stored in
the database so that they are easily accessibly from a page
object. Handling multiple sources of online information that
is constantly changing will add a great deal of processing that
our system is not currently set up to manage. In addition,
each website will have different types of markup. Our current
system will only clean markup that is commonly found in
Wikipedia articles. As sources of information become less
structured, processing them and taking advantage of existing
features becomes a great deal harder. Infoboxes, Wikipedia
links to other articles, and peer review are some featuers that
we currently expect to be there. In the future, we will have to
take advantage of similar features or handle their absence to
help reduce the difference in quality between processing one
source or another.
VIII. D ISCUSSION
This project has opened up a great many possibilities for
future work while still offering a utility that can be publically
accessible with few modifications. Although many improvements will require time to implement, we have a very good
idea of where to take this tool. A very important factor seems
to be the quality of the named entity recognizer used in the
most initial stage of processing. By finalizing the module
that cleans markup from Wikipedia articles, we can justify
the dedication of time to hand tagging events and all named
entities in our training corpus and future corpora. We can then
evaluate the NER more accurately and begin experiments in
improving it by retraining its model. In addition, we have
found a few problems with Google Geocoder. Currently, a
region bias must be specified for geocoding results. The bias
currently defaults to the United States. This means that we
cannot geocode “Cambridge” and have the geocoder return
“Cambridge, UK” without explicitely changing the bias or
including “UK” in the query. Thus, we may need to change
geocoders or find a way around this if possible. In addition,
the google-geocode ruby gem has not been updated in the
online repostiroy to be compatible with the new Google Maps
API Javascript v3. We have already implemented this and
need to submit it for inclusion in the online gem repository.
Although the temporal refinement of locations and events
through the sliding bar shown in the proposed GUI has not
been implemented yet, we are very close to enabling this
feature. At this point, all of our initial goals will be met and
we can focus on new ones.
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IX. C ONCLUSION

R EFERENCES

Ultimately we have begun creation of a tool that allows the
extraction and visualization of important facts in an article.
Our corpus currently only consists Wikipedia articles but will
eventually be expanded to other encyclopedias and even other
forms of text. The goal is to enable users to gather a quick
overview of what places, people, and time periods are involved
in an article, whether to substitute or supplement the main text.
The project has required a level of cooperation to combine
work on event extraction and named entity extraction, but we
have successfully combined the information. We are nearing
a decently functional GUI that accurately and efficiently
displays extracted events and associated entities. The process
of actually extracting these events is currently slower than
planned, however extracting named entities is still running
in the terms of seconds. Most articles process between 5-20
seconds. Progress did slow down as the depth of the work
increased but many improvements and new ideas have surfaced
in the process. The GUI is not quite as polished and functional
as we originally hoped, but it should be completed a short
time after this summer. We have successfully associated events
and named entities and done basic visualization of these. The
work in the temporal refinement is currently the focus of the
work. There are many things we can do in the future, some
which will take minimal amounts of time and some that will
take longer. Taking into account the rate of progression this
summer, we should be able to implement most ideas listed in
future work during this upcoming fall semester. This of course,
is with only one person working on the project part time. The
website should be publically available and work relatively well
at the end of the summer and fully developed in winter.
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