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Abstract—Research in computer vision is data intensive. Over
the last decade, numerous datasets have been published, but in
many cases these datasets were carefully designed for specific
tasks, resulting in artificially easy sets of data.
In particular, datasets designed for the test of face detection and face recognition algorithms often are crafted under
constrained settings with predefined poses and illumination
conditions. And in many cases, individual research groups craft
their own datasets for testing and training, but do not make their
data publicly available, perhaps out of copyright concerns. Thus,
with no standard of comparison, results of different algorithms
are hard to compare since they may be trained and even tested
on different data. And further, much wasted effort is expeneded
on gathering face images each time a research group seeks to
design new face algorithms. And while to some extent these
problems have been mitigated for face recognition with the recent
introduction of the Labled Faces in the Wild dataset [1], the
difficulties remain unabated with face detection.
In this work, we seek to provide a large, freely available dataset
for face-related algorithms, and in particular face detectors.
By including images from existing datasets and significantly
suplementing these with images retrieved from the internet, we
provide a large set of data that can be used to test and compare
both existing and new algorithms.

I. I NTRODUCTION
The field of computer vision requires a vast number of
images to test and compare algorithms. To be useful, these
images must be publicly available and organized in such a way
to allow researchers to compare results. Over the last decade,
numerous datasets have been released and widely utilized
by the computer vision community. The original Caltech-101
dataset consisted of images of 101 different objects. Images
were collected by graduate students using Google Image
Search and manually processed. On average 50 images for
each object class were collected [2]. More recently, a similar
dataset has been expanded to 256 objects. This dataset is more
challenging than Caltech-101, with less manual processing of
the images [3]. In their ImageNet, Deng et al. seek to associate
500-1000 images with each synset in WordNet for a total
of 50 million images. They use Amazon Mechanical Turk,
a platform in which tasks can be posted for users to complete
in return for monetary payment. The dataset currently consists
of 3.2 million images [4].
Among face datasets, many well-known collections have
been published. See Figure 2 for example images from
different datasets. The FERET dataset consists of grayscale
images of subjects in different poses. The dataset collection
process was relatively controlled, with all faces centered,
no subjects wearing glasses, and all images taken against

a plain background [5]. The CMU pose, illumination, and
expression database (PIE) consisted of over 40,000 images of
68 subjects taken under various illumination conditions and
with different poses and facial expressions. Faces are centered
in the images and the dataset is mostly aimed at testing
and training face recognition algorithms [6]. More recently, a
more comprehensive dataset, MULTI-PIE, has been collected
containing even more subjects under an expanded number of
illumination conditions and pose angles [7].
Over the past few years, the Labeled Faces in the Wild
(LFW) dataset has become the standard for testing and training
face recognition algorithms [1]. This set of images was derived
from the Faces in the Wild dataset which was collected from
Yahoo! News. Along with the images, possible name labels
were extracted from the associated image captions [8]. LFW
further refined the dataset in [8] by manually labeling a subset
of the images [1]. While these images were indeed collected
from the internet and as such contain a variety of backgrounds,
illumination conditions, and scales, faces were only included if
they were detected by a Viola-Jones face detector [9] provided
with the OpenCV library [10]. Thus the pose of the faces
included in LFW is limited by the range of poses that can
be detected by Viola-Jones. Further, while multiple cascades
are provided with the OpenCV library, each able to detect
different, although overlaping, subsets of faces, [1] only used
the haarcascade frontalface default.xml classifier cascade.
Compared to the number of datasets tailored to the task
of face recognition, very few datasets for face detection
algorithms are publicly available. One of the most well-known
is the MIT-CMU dataset. It consists of images collected by
researchers at CMU as part of their work in [11] and also by
Sung and Poggio at the AI/CBCL Lab at MIT. Yet, this set is
limited, with approximately 500 faces in around 200 images.
The Caltech 10,000 Web Faces dataset contains 10,524 faces
in 7,092 images and was collected by using common names in
Google Image Search [12]. While containing a large number
of faces, most are relatively prominent in the images and thus
easy to detect. Recently, researchers collected two challenging
collections of face images as part of their research in blurring
faces in street view images provided on Google Maps [13].
The first set, termed “Cities Face Set” contains 1,614 faces
sampled from 29,106 images taken on 162 days. Unfortuanately, due to the same privacy issues they are trying to
solve, the set could not be released publicly. Thus, they instead
created a second set termed the “Campus Face Set”consisting
of 15,075 faces of consenting individuals. While they admit
the latter set is not as challenging as the former since in the
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TABLE I: Existing Datasets currently included in our Database

Fig. 1: Image Pipeline Images URLs are first retrieved from
the internet then later downloaded and processed.

latter many of the individuals are looking direcly at the camera,
the “Campus Face Set” still remains a difficult dataset with a
variety of poses, scales, and in-plane rotations.
With a limited number of datasets tailored for face detection
publicly available, many researchers resort to collecting their
own images. In particular, while researchers may test on the
publicly available datasets such as MIT-CMU in order to
compare their detectors to previous approaches, a much larger
dataset is required for training and so much time, effort, and
financial resources must be spent on collecting a suitablysized training set. To alleviate the burden of data collection,
some resort to constructing additional synthesized face images
by rotating, mirroring, or performing other manipulations
on existing face images. For instance, [14] collected 10,000
images and then expanded the set to 40,000 images by mirroring, rotating, translating and scaling the existing images. In
[15], they collect over 30,000 frontal, 25,000 half-profile, and
20,000 full-profile faces. Clearly such data collection requires
a large amount of resources that could be better used to further
research on the detectors themselves.
Recently, there has been a trend to use services such as
Google Image Search or Yahoo! Images as a source for
images. For instance, as part of their FaceTracer project,
Kumar et al. assembled a database of over 3 million faces
using online sources such as Google Images and Flickr [16].
Yet, many of these services place restrictions on the number
of images retrieved. For instance, Google Images restricts its
searches to the first 1000 images [17]. Various approaches
have been used to get around these limitations. For instance,
in addition to the images directly returned by the image
search engines, [17] also downloads the other images present
on the webpages containing the returned images. And [18]
attempts to circumvent these limitations by both using a lexical
database to generate related queries and translating queries
into other languages for use in other regional websites such as
http://www.google.es. By crawling the web directly, we avoid
the need for such work-arounds and are able to collect a large
number of images in a short amount of time.
In this work, we seek to alleviate the burden of data collection for development of face algorithms while at the same
time creating an extensive, challenging dataset. We augment
existing datasets with images retrieved from the internet. To
avoid copyright and privacy concerns, we do not provide the
images themselves, neither for existing datasets nor for images
retrieved from the internet. Rather, in the user interface, we
provide a means to create machine-dependent file paths for
images from existing datasets and provide image URLs for

Labeled Faces in the Wild
http://vis-www.cs.umass.edu/lfw/
MIT-CMU Frontal Faces
http://vasc.ri.cmu.edu//idb/html/face/frontal images/index.html
MIT-CMU Profile Faces
http://vasc.ri.cmu.edu//idb/html/face/profile images/index.html
Caltech Faces 1999
http://www.vision.caltech.edu/html-files/archive.html
MIT-CBCL
http://cbcl.mit.edu/software-datasets/heisele/facerecognition-database.html
ORL
http://www.cl.cam.ac.uk/research/dtg/attarchive/facedatabase.html
Caltech 10,000 Web Faces
http://www.vision.caltech.edu/Image Datasets/Caltech 10K WebFaces/

those images retrieved from the internet.
II. S OURCES OF I MAGES
To compile an extensive, freely available set of images, we
leverage two sources: existing, publicly available datasets and
images retrieved and indexed from the internet.
A. Existing Datasets
As discussed in the introduction, the computer vision field
has expended much effort to compile various datasets for
face recognition and detection. These sets of images represent
a valuable resource and when publicly available, should be
incorporated into our database of face images.
To avoid copyright and privacy concerns, and to also
ensure that the original compilers receive due credit, we do
not directly provide the images themselves. Instead, links to
the original datasets are supplied. All datasets can then be
downloaded to a “base” folder on the user’s system. Then,
when researchers download the dataset information from our
user interface, the file paths can be customized based on
the location of the “base” directory and whether the source
machine is Unix or Windows based. A list of datasets currently
included in our database is included in Table I.
B. Internet Images
Clearly the internet is an extensive resource for images. Yet,
concerns over copyright and privacy issues often make it difficult to share images retrieved from the internet among different
research groups. To alleviate these concerns, we provide URLs
to the images, rather than the images themselves.
1) Data Retrieval From the Internet: The crawler used to
gather image URLs is based on the Internet Archive’s opensource Heritrix project [19]. It has been modified to extract image URLs along with associated information from the source
page. We provide the crawler with a seed list of URLs obtained
from a subset of the Open Directory (http://dmoz.org). As
the modified Heritrix crawler fetches webpages, it retrieves
any image URLs found in the HTML. Along with the image
URL, it also stores the time the URL was extracted along
with the source page. As noted by Ziou and Bernardi, textual
information may also prove useful in an image database [20].

3

(a) Campus Face Set

(b) CMU-MIT

(d) LFW

(c) FERET

(e) MULTI-PIE

(f) PIE

Fig. 2: Example Images from Various Datasets
Thus along with the other image information, we also store
the title of the page from which the image was extracted and
any alt text included in the image tag.
The images themselves are then separately downloaded and
processed. Note that although we download the images in
order to mine further information from the images, these
downloaded images are not provided directly to outside research groups. Downloading the images separately from the
crawler carries two advantages. First, it ensures that errors or
delays in downloading images do not slow or cause fatal errors
in the crawler itself. Second, by introducing a gap between
when the image URL is retrieved and when the image is itself
downloaded, we ensure that the image link itself is relatively
stable.
After the image has been downloaded, its dimensions and
color encoding (grayscale or color) are stored. Then, various
processing steps, as described in Section III, are performed on
the images to further refine the database.
III. P ROCESSING OF I MAGES
While we seek to store a large variety of images in the
database, there are still some undesireable images that should
be excluded. Once an image is downloaded, it is then processed to determine whether it will remain in the database.
A. Eliminating Duplicates
A single image may be found on the web on many different
sites. To reduce the amount of URLs stored, only a single copy

(a)

(b)

Fig. 3: False Duplicates Example of a false duplicate pair

of each image should be stored in the database. Yet, an image
may be stored on different servers with different URLs so a
priori, there is no simple way to determine whether an image
is already in the database.
The naive way to determine the uniqueness of an image is
to do a pixel by pixel comparison with images already stored
in the database. Alternatively, a hash value can be computed
and stored along with the image URL. Ideally, these hashes
should have a high probability of being unique and be quick to
compute. Many methods have been proposed to hash images.
Xiang et al. use a histogram based approach, working on
grey scale images [21]. In their Replicated Image Detector
System, Chang et al. use features based on Debauchies wavelet
coefficients to index images [22]. They then use these indexes
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TABLE II: Summary of total number of images retrieved and
subsequently removed
Images URLs crawled
Images Excluded
Duplicates Removed
Total Images

Fig. 4: Example Duplicates Examples of duplicate images
found in a small run of the crawler.

to find copies of query images. While [22] and [21] take a
more global approach in describing images, Ke et al. take a
local approach. They use a Difference of Gaussian detector
to detect local interest points and use PCA-SIFT to compute
feature vectors for interest points. They then index these
descriptors and use this information to achieve over 99%
accuracy on near-duplicate detection and sub-image retrieval
[23].
Many of the schemes discussed above are designed for
security purposes (ex. copy detection) and are not necessarily well-suited for a collection of face images. With many
near-duplicate detection systems, there is a tradeoff between
the number of near-duplicate pairs and the number of false
duplicate pairs detected. In this application, we lean towards
a method that is more discriminative. That is, we seek to
have as few false duplicate pairs as possible at the expense
of not excluding some near-duplicate pairs. Indeed, for some
applications it is desireable to have near-duplicates included in
a dataset. For instance, in face recognition, algorithms must be
able to recognize faces under different illumination conditions,
poses, and scales. We thus use a histogram based method that
is easily implemented, efficient, and discriminative.
To detect duplicates, we compute a hash value for each
image. This hash value is then used as a unique key in
the database. Images are first resized to 256X256 so each
dimension is divisible by high powers of 2. Images are resized
using OpenCV with bilinear interpolation. Then, we apply a
Gaussian filter to the image. As noted by [21], applying a
low pass filter helps to make the hash scheme more robust to
artifacts introduced due to image compression.
To compute the hash value, the image is divided into 8
regions. In each region, an 8-bin, normalized histogram of
pixel values is computed. Similarly, for each region, an 8-bin,
normalized histogram of edge orientations is computed. The
edge orientations are computed by applying Scharr filters to
calculate the discrete y− and x−derivatives and then taking
the arctan of the quotient of the two derivatives. Note that
a value is included only if its magnitude is above a certain
threshold value.
Then, using these histogram values, a 32 bit hash value is
constructed based on pairwise comparisons of bins in each
histogram. Note that in order to limit the hash value to 32
bits, the bit values for each histogram could!not
" simply be
concatenated since this would require 8 ∗ 2 ∗ 82 = 448 bits.
Instead, the hash values computed
! "from each histogram are
summed together resulting in a 82 + log2 8 = 32 bit hash

31,515
8,468
933
22,568

100%
26.9%
3.0%
70.2%

value. While in theory, summing the individual hash values
can result in very different pictures having the same hash,
in practice this problem is not observed. See Figure 5 for
the algorithm. Note that when computing histograms, softbinning is used. Soft-binning solves the discretization problem
of values near histogram bin boundaries being assigned to a
single bin. With soft-binning, weighted votes are assigned to
each bin based on the distance of the value from adjacent bin
centers.
See Figure 4 for examples of images that were retrieved
multiple times by the crawler and Figure 3 for an example of
a pair of false duplicates.
B. Removing Undesired Images
While crawling the web, a large percentage of the retrieved
images are logos, image buttons, and other design elements
for websites. To remove these unwanted images, we use height
and width cutoffs along with so called “stop images.” Together
with removing images that are unable to be downloaded,
we remove approximately 30% of the image URLs retrieved
during the crawl. See Table II for a summary of the number
of images retrieved and subsequently excluded during a small
sample run of the crawler.
1) Height and Width Cutoffs: Using the approach discussed
by Ziou and Kherfi, images with a width below θw or height
hash = 0
for i = 0 to 7 do
histV = computeValueHistogram(REGION(i))
histE = computeEdgeHistogram(REGION(i))
count = 0
for j = 0 to 7 do
for k = j + 1 to 7 do
if histV (j) ≥ histV (k) then
hash+ = 2count
else
hash+ = 0
end if
if histE (j) ≥ histE (k) then
hash+ = 2count
else
hash+ = 0
end if
count + +
end for
end for
end for
Fig. 5: Hash Algorithm
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below θh are removed from the database [20].
2) “Stop Images”: Similar to the approach taken in Natural
Language Processing of ignoring words such as “it” and “the,”
a list of words that have a high probability of indicating
unwanted images was constructed. These include words such
as “logo,” “footer,” and “banner.” Images with at least one of
these words anywhere in their URL are then passed over by
the web crawler.
3) Removing Graphics: Another useful filter would discriminate between graphics and photos. There has been much
research into discriminating between large classes of images.
Athitsos et al. note that there are certain features that can
help to distinguish between photographs and graphics. For
instance, graphics tend to have large regions of constant color
while photos tend to have more noise. Other observations
include that graphics tend to have sharper edges and more
saturated colors [24]. Lienhart and Hartmann extended this
work, training classifiers to distinguish between photos, photolike images (ex. ray-traced computer graphics), presentation
slides/scientific posters, and cartoons. Using intuitive features
such as the prevalent color, orientation of edges, and the total
number of colors, they achieve accuracy rates upwards of 99%
[25].
Similar to [25] and [24], a variety of features were computed
for use in the classfier. First, a normalized color histogram was
constructed with 32X32X32 bins and the image was converted
to HSV space. Then using the original image, the HSV image,
and the color histogram, various features were extracted:
•

•
•
•

•
•

The bin number and count of the most prevalent color.
Total number of nonzero bins in the color histogram
The average hue value.
Based on a pixel neighbor metric, d = |r1 − r2 | + |g1 −
g2 | + |b1 − b2 |, the percentage of pixels with d > 0
The percentage of pixels with d > θ, with θ = 50.
Width to height ratio of the image.

AdaBoost was then used to train a classifer. Real AdaBoost,
as implemented in the OpenCV library, was used. As described
in [26], the basic idea of AdaBoost is to train T weak classifiers. In the OpenCV implementation, each weak classifier
is a decision tree. With each iteration, training examples that
have been misclassified by previous classifiers are given more
weight. And in the final classifier, each weak classifier is
weighted according to its accuracy on the training data. The
basic algorithm is given below (adapted from [26]):
1) D1 (i) = 1/m, i = 1, ..., m
2) For t = 1, ..., T
a) Find the classifier ht that minimizes the Dt (i)
weighted error:
#m
ht = argminhj ∈H (εj ) where εj = i=1 Dt (i) for
yi $= hj (xi ) as long as εj < .5.
b) Set the ht voting weight:
αt = (1/2) log ((1 − εt )/εt ).
c) Update the data point weights:
Dt+1 (i) = [Dt (i) exp (−αt yi ht (xi ))]/Zt , where
Zt is a normalization factor.

Fig. 6: Example Missclassified Images Examples of both
false positives and false negatives
The final classfier is given by:
$ T
&
%
H(x) = sign
αt ht (x)

(1)

t=1

The classifier was trained with approximately 1000 positive
examples and 1000 negative examples. These images were
retrieved from the web via the crawler. It was then tested on a
total of 1500 images. Overall, it achieved a 90.2% true positive
and 88.4% true negative detection rate. While these results
are lower than that reported in [25], the dataset used to train
and test our classifier was retrieved entirely from the web and
contained a vast variety of images. In particular, the photos
retrieved varied widely. For instance, some photos contained
full shots of outdoor or indoor scenes while others were of
consumer products taken against a plain background. Some
examples of misclassified images are given in Figure 6. In
contrast to the varied photos in our dataset, the photos used
in [25] were all of nature.
IV. D ETECTING FACES
By itself, a large database of internet images would prove
relatively useless. Thus, faces must be detected in the images, either automatically with existing detectors or manually
through human anotations. The use of Viola-Jones based face
detectors is discussed in the following subsection while the
use of human annotaiton is discussed in Section VI.
A. Viola-Jones Face Filters
OpenCV is an open source project supported by Intel. It
provides a large library of functions for use in computer vision
research and applications [10]. Included in the OpenCV library
is an implemented method of the Viola-Jones face detection
algorithm [9]. The Viola-Jones method uses Haar-like features
based on sums and differences of rectangular regions in the
image and trains a cascade of classifiers based on these
features. See Figure 8 for examples of Haar-like features. Since
the set of Haar-like features defined by [9] is overcomplete,
they use Ada-Boost to select the most dsicriminative features
and to train the classifiers. The goal is to quickly eliminate
large portions of an image that are very unlikely to contain
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faces so later classifiers have to search a smaller region of the
image. Portions of the image, if any, that make it through the
entire cascade of classifiers are then chosen as faces.
OpenCV comes built with five different frontal-face,
cascade-based filters. Four are based closely on Viola-Jones,
using Ada-Boost with Haar-like features and differ based on
the data and variant of Ada-Boost used in training. The fifth
also uses a cascade of classifiers trained with Ada-Boost, but
instead of Haar-like features, uses local binary patterns (LBP).
LBP features were introduced by Ojala et al. as a means to
describe local texture patterns [27]. LBP creates a description
of a 3X3 pixel patch by thresholding the outer pixels using
the center pixel value. See Figure 7 for an example calculation
of an LBP feature.
Note that to help reduce the number of false positives, we
run the face detectors only on those images classified as being
photos by the algorithm discussed in Section III-B3. See Table
III for statistics on the number of faces detected by each filter
in a total of 12,521 images classified as being photos by the
algorithm in Section III-B3.
TABLE III: Statistics on number of faces detected in a total
of 12,521 images by the different cascades. False positive rate
was determined by manually classifying 540 of the results
returned by each classifer.
Cascade
frontalface
frontalface
frontalface
frontalface
lbpcascade

alt tree
alt
alt2
default
frontalface

# Faces Detected
1,748
2,376
3,069
5,833
3,132

False Positive Rate
24.6%
29.8%
57.0%
47.6%
65.9%

Note that the statistics on the false positive rate are somewhat misleading since it was simply computed by dividing
the number of incorrect faces by the total number of faces
returned by the classifier. Yet, in detecting faces the ViolaJones classifier scans across the entire image at multiple scales,
resulting in up to thousands of windows scanned for each image. Thus, the false positive rate would be significantly lower
for the cascades if it was computed based on the total number
of windows scanned. Further, a majority of the false postives
came from a small subset of the images. This was because
the classifer was set to detect faces as small as 30X30 pixels.
For smaller images, this was a reasonable threshold but for
larger images, faces this small are much more unlikely. Thus,
a small threshold resulted in a very large number of windows
scanned, and hence a proportionally larger number of false
positives. Indeed, when a relative threshold of one eighth of
the image width and height was set, the false positive rate for
the frontal alt tree classifier was reduced from 24.6% to 7.7%.
Yet, this lower false detection rate also comes with a tradeoff
as many of the smaller, harder to detect faces are missed by
the classifier. For instance, based on the false positive rate
of 24.6% and 7.7% for the frontal alt tree cascade with the
differently defined thresholds, the former returns 1,318 correct
faces while the latter returns 1,119 correct faces. Thus, rather
than provide a single filter for each cascade, multiple filters
are provided for each cascade, each with different parameters

Fig. 7: LBP LBP features are generated by thresholding the
pixels of a 3X3 patch with the center pixel

that affect the tradeoff between the number of faces returned
and the false detection rate.
V. U SER I NTERFACE
To provide researchers with an interface to access image
data, a site has been designed where researchers can access
precompiled datasets or choose to build their own. For custom
datasets, users can choose to include existing datasets, such as
CMU PIE [6] or LFW [1] and choose to filter internet images
using any of the Haar face cascades provided with OpenCV.
Researchers can then preview the internet images, excluding
undesired ones from their dataset. Preview images are resized
to a width of 150 pixels and an appropriately scaled height to
maintain the original aspect ratio. The preview images show
detected faces so that false positives may be excluded and are
also linked to the original image. Further, since small faces
may be hard to see in some of the images, users can roll
over the images to see a magnified image of just the detected
face itself. Additionally, users can choose to label faces not
detected by the provided detectors and add the faces to their
datasets. Note that due to copyright and privacy concerns,
images from existing datasets cannot be previewed in the
interface. The custom-made datasets can also be accessed by
other researchers although they can only be edited by the
original creator.
Once a pre-defined dataset has been chosen or a custom
dataset created, researchers can then download the image
information as an XML file. For internet images, the URL to
the image, rather than the actual image file itself, is provided.
For images from existing datasets, researchers specify a base
directory where local copies of the datasets are stored on
their machine and specify whether their machine is Unix or
Windows based. Appropriate file paths are then generated in
the XML file. Also included in the XML file is any assocated
labeling of the images. Different databases include different
standards for labeling faces. For instance, the MIT-CMU
dataset includes eye, mouth and nose coordinates while LFW
includes only name labels for the images. For each image,
we store all available labeling data and in the generated XML
file include the labels along with the associated image path or
URL.
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Fig. 8: Example of Haar-like features Four different Haarlike features. Black regions are subtracted from white regions

VI. C ONCLUSION AND F UTURE E XTENSIONS
A time- and resource-intensive task in computer vision is
gathering data for use in algorithm design. Indeed, some of the
most cited papers in computer vision are of datasets that have
been compiled and made publicly available [2], [1], [5], [7],
[6]. The wide use of such datasets is evidence that researchers
seek both a common benchmark to compare their algorithms
to the work of others and also to eliminate the redundant
collection of testing and training datasets. And while many
publicly available datasets exist, much effort is still wasted
among research groups gathering similar data for training and
testing.
In this work, we seek to alleviate the burden of data
collection in the development of face-related algorithms. We
leverage the work of existing face datasets by gathering the
existing dataset information into a central location and then
expand upon these sets by crawling the web to find additional,
and often more challening images. In doing so, we create an
extensive, difficult set of face images that can be used for a
variety of face-related algorithms.
We have developed our database in such a way to allow for
future incremental improvements in both the data collection
process and the features provided to the end users. For
instance, one area of improvement could be the use of human
verification of face images detected on the internet. Indeed,
as noted by [13], face detection is far from a solved problem
and consequently, it is undesireable to rely solely on existing
detectors to gather face images from the web. Yet, labeling data
by hand is a tedious and time consuming task. Recently, the
Amazon Mechanical Turk service has become a popular way
to achieve large amounts of labeling accurately, inexpensively,
and quickly. For instance, Kumar el al. used the service to label
over 125,000 examples of various human face attributes [28].
And [4] used Amazon Mechanical Turk to label images for
use in their ImageNet dataset.
The service allows researchers to post tasks, called “HITS,”
for human “workers” to complete. The requesters set the
payment reward to give workers and can restrict the workers
who can complete their tasks based on qualifications such
as country of residence. Further, requesters only have to pay

for work they consider satisfactory. Amazon Mechanical Turk
provides various APIs to programmitcally create new “HITS.”
Thus, in future versions of the user interface, not only could
we further refine pre-defined datasets by submitting “HITS” to
Amazon Mechanical Turk, but we could also allow researchers
to automatically submit their custom-designed datasets to the
service to be verified.
Additionally, we currently only utilize Viola-Jones based
face detectors to collect face images form the internet. Yet,
a wide variety of other face detectors exist in the literature
([15], [14], [13]) along with commercial detectors ([29], [30])
that could be used to further extend the range of face images
included in the database.
To summarize, we provide an extensive database of face
images that is freely available for researchers to use for face
related algorithms. By providing such a large store of images
in a central location, we aim to reduce the collective time
and resources devoted to data collection among the computer
vision field.
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