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Abstract
Predicting 3D scene structure from a single image is a sig-
nificant obstacle in fields such as autonomous robotic navi-
gation, entertainment, and 3D modelling. In the past several
years, researchers have made promising strides in predicting
3D scenes from flat perspective images; however, little work
has been done towards applying this to panoramic imagery.
In this project, we develop a model for estimating depth and
ego-motion from single cylindrical panoramic images.

Introduction
Understanding the structure of a 3D scene is an important
problem in many fields, from autonomous vehicle naviga-
tion to 3D filming. Unfortunately, predicting 3D structure
from a single image is extremely challenging. The number
of confounding factors (e.g. varied texture, lighting, occlu-
sions, and object movement) make it an ill-posed problem:
a single image could represent many possible 3D scenes.

Early attempts at estimating scene structure from motion
(also known as SfM) focused on directly analyzing factors
such as the geometry and flow of the image (Bergen et al.
1992; Mur-Artal, Montiel, and Tardos 2015; Saxena, Sun,
and Ng 2009). However, these models were often fragile in
the face of occlusions, object motion, and other inconsistent
(but real-world) conditions. In the past several years, many
exciting advances have been made in estimating scene struc-
ture and ego-motion—motion of the observer—using deep
neural networks.

Early research relied on labelled data for training (Eigen,
Puhrsch, and Fergus 2014; Liu et al. 2016). Unfortunately,
labelled 3D footage is expensive to create, limiting the quan-
tity and diversity of available training data. This limitation
has triggered a promising new area of research: unsuper-
vised SfM models, which figure out scene attributes such
as depth and ego-motion without requiring labelled data. In
the past few years, several unsupervised models have been
proposed with comparable performance to the supervised
state-of-the-art (Godard, Mac Aodha, and Brostow 2017;
Zhou et al. 2017; Vijayanarasimhan et al. 2017; Mahjourian,
Wicke, and Angelova 2018; Wang et al. 2018), lowering
the cost and expanding the diversity of potential training
datasets.

While much progress has been made for ”standard” pin-
hole perspective images, little work has been done for other

Figure 1: An example of extracting 3D depth information
from a 2D image.

projection models. There are many compelling applica-
tions for computer vision with non-pinhole projection im-
ages, such as robotic vision with omnidirectional cameras.
Spherical panoramas are particularly interesting, but the pro-
jection model introduces distortions that prevent a naive
approach (Cohen et al. 2018). Cylindrical panoramas of-
fer many of the same benefits as spherical, but the projec-
tion model is much more straightforward. However, to our
knowledge, deep networks for depth prediction have not yet
been applied to cylindrical panoramic imagery.

In this paper, we tackle that gap by proposing an unsu-
pervised convolutional model that estimates depth and ego-
motion from cylindrical panoramas.

This research was motivated by the following two ques-
tions:

1. How can existing convolutional neural networks (CNNs)
designed for pinhole images be adapted to take cylindrical
input?

2. Can cylindrical input improve the performance in unsu-
pervised structure-from-motion models?

Major Contributions
This work has two major contributions:

1. We present CylindricalSfMLearner, an unsupervised
model for estimating structure from motion given cylin-
drical panoramic input, and



2. We present a library and techniques for extending other
CNNs to take cylindrical panoramic input.

We hope that our work here will provide a solid base for
future research into CNNs and panoramic input.

Related Work and Background
Supervised Monocular Depth Prediction
Early research focused on detecting structure from stereo—
or multi-source—imagery. Stereo SfM is much more con-
strained than detecting structure from monocular—single-
source—input, but the stereo input requirements limits the
model’s flexibility. Eigen, Puhrsch, and Fergus (2014)
proposed a different approach using deep neural networks.
They presented a supervised model for estimating depth
maps from monocular input images. Their model was com-
posed of two stacks, one for coarse estimation and one
for fine estimation, and joined the two predictions (Eigen,
Puhrsch, and Fergus 2014).

Supervised to Unsupervised Models
While this progress in supervised models was exciting, col-
lecting labelled footage is very expensive, increasing train-
ing cost and limiting the size and diversity of datasets. This
limitation triggered a number of researcher to turn towards
unsupervised models. Godard, Mac Aodha, and Brostow
(2017), taking inspiration from previous stereo techniques,
proposed a model that was trained on unlabelled stereo
footage. Their trained model outperformed the previous
supervised state-of-the-art on urban scenes and reasonably
well on unrelated datasets (Godard, Mac Aodha, and Bros-
tow 2017).

Zhou et al. (2017) removed the constraint of stereo train-
ing footage. They proposed an unsupervised model com-
posed of jointly-trained depth and pose CNNs using a loss
function tied to novel view synthesis. They found that
their unsupervised model performed comparably to super-
vised models on the known datasets and reasonably well
when tested against a completely unknown data set. Un-
fortunately, while the model could be trained on monocu-
lar footage, it assumes a given camera calibration, which
prevents random footage from the web from being used as
training data (Zhou et al. 2017).

Further Enhancements
In a concurrent study, Vijayanarasimhan et al. (2017) ad-
dressed this shortcoming by explicitly modelling scene ge-
ometry. Inspired by geometrically-constrained Simultane-
ous Localization and Mapping (SLAM) models and Go-
dard, Mac Aodha, and Brostow’s work on left-right con-
sistency, they proposed a model capable of detecting both
ego-motion and object motion—as well as depth and object
segmentation—from uncalibrated monocular images (Vi-
jayanarasimhan et al. 2017). Building upon Zhou’s and
Vijayanarasimhan’s models, Mahjourian, Wicke, and An-
gelova (2018) proposed a completely unsupervised model
with explicit geometric scene modelling the following year.
Their model introduced a new 3D loss function and added

Figure 2: SfMLearner uses view synthesis as a supervisor:
the source image, depth, and pose transformation are used to
synthesize a target view, and the loss depends on the dispar-
ity. As the synthesized view improves, the depth and pose
predictions improve.

a new principled mask for handling unexplainable input
(Mahjourian, Wicke, and Angelova 2018).

Methods
In this project, we present an unsupervised convolutional
model that estimates (a) the depth map from a single cylin-
drical panoramic image and (b) ego-motion from image se-
quences.

Model Architecture
Our architecture is based off of SfMLearner (Zhou et al.,
2017), an unsupervised model designed to predict depth and
ego-motion in monocular pinhole images. The architecture,
illustrated in Figure 3, is a convolutional network consisting
of two jointly-trained stacks: (a) a depth network to estimate
the depth map, (b) a pose network/explainability mask to es-
timate the change in pose in image sequences and handle
unexplainable input. The depth network follows the Disp-
Net (Mayer et al. 2016) skip-layer architecture, with seven
contracting layers and seven expanding layers, outputting a
multi-scale depth prediction. The pose network (PoseEx-
pNet) consists of five contracting convolutional layers and
three pose layers, outputting the predicted translation and
rotation between source and target views. The explainabil-
ity network consists of a final five upconvolution layers and
returns a multi-scale explainability mask, which masks ”un-
explainable” motion.

SfMLearner works using view synthesis—the prediction
of a target frame given source frames—as an internal super-
visor. At each step, the joint DispNet and PoseExpNet stacks
predict the depth of a target frame and the pose difference
between the target and source frames. The depth and pose
are then used for synthesizing a target view: as the predicted
view improves the depth and pose predictions also improve



(a) The depth network consists of a seven layer encoder followed by a seven layer decoder with a
skip-layer architecture. The network returns the multi-scale disparity predictions, which can then
be converted to depth predictions.

(b) The pose network consists of a
five-layer encoder followed by two
pose layers and returns the pose as
a six element vector. The explain-
ability network adds a five-layer
decoder and returns the multi-scale
explainability mask.

Figure 3: The SfMLearner model consists of two jointly-trained CNN stacks. The left diagram shows the depth CNN, and the
right diagram shows the pose/explainability CNN.

(Zhou et al. 2017). This process is illustrated in Figure 2.
For this model, we use a three-part objective function.

The main component is the photometric loss (Lpixel), which
minimizes the difference between synthesized views and the
target view, which, in turn, improves the depth and pose pre-
dictions. This is regularized by the smooth loss (Lsmooth),
which minimizes the second derivatives with respect to the
depth and the explainability loss (Lexp), which makes the
model more resilient to anomalous input (e.g. moving ob-
jects). If λs and λe represent the smooth and explainability
weights, the total loss can be written as follows:

L =
∑
scales

(∑
sources

Lpixel + λsLsmooth +
∑

sources

λeLexp

)
(1)

If I is an RGB image, D is the depth prediction, and e
is the explainability mask, the three loss components can be
written as follows:

Lpixel =

∑
e |Iproj − Itarget|
‖Itarget‖

(2)

Lsmooth =

∣∣∣∣δ2Dδx2
∣∣∣∣+ ∣∣∣∣ δ2Dδxδy

∣∣∣∣+ ∣∣∣∣ δ2Dδyδx

∣∣∣∣+ ∣∣∣∣δ2Dδy2
∣∣∣∣ (3)

Lexp =
∑

softmax (E) (4)

Two major modifications were required to allow for cylin-
drical input: (a) the intrinsics and view synthesis functions
were modified to account for cylindrical projection, and
(b) the convolutional layers, resampling functions, and loss
were modified to preserve horizontal wrapping.

Camera Projection and Cylindrical Panoramas Our
view synthesis function works by (a) projecting a source im-
age onto the 3D sensor coordinate system, (b) inverse warp-
ing the points from the source pose to target pose, and (c)
projecting the warped points back onto a 2D image plane. To
adapt this process to work with cylindrical input, we mod-
ified the projection functions between the pixel and camera
coordinate systems as well as the expected camera intrinsics.

Most structure-from-motion systems expect pinhole pro-
jection images as input. Pinhole projection images project a
3D scene from the world coordinate system onto a flat im-
age plane; this process can be described by the focal length
f , principle point c, the image plan height H , and the image
plane width W , as shown in Figure 4.

In contrast, cylindrical projection projects the 3D world
onto a curved cylindrical surface, as seen in Figure 5. The
goal of this process is to take a 3D point in the world co-
ordinate system and project it onto a rectangular cylindrical
panorama. This requires projecting the 3D point onto the
cylindrical image surface and converting the image surface
into a Cartesian coordinate system.

The transformation between the sensor and pixel coordi-
nate systems can be described by the following equations:
let P = (xs, ys, zs) represent a point in the 3D sensor coor-
dinate system XsYsZs. We can find point Q = (r, θ, h), the
point where P is projected onto a unit cylinder around the
origin, with the following formula:



Figure 4: Pinhole projection model. The 3D world (on the
world coordinate system) is projected on a flat image plane;
the image plane is a focal length f away from the projective
center along the Zs axis (on the sensor coordinate system).
The result is an H ×W rectangular image.

[
r
θ
h

]
=

 1

arctan
(
xs

zs

)
ys√
x2
s+z

2
s

 (5)

This can be represented by the 2D point q = (θ, h).
To ”unroll” this cylinder into a rectangular image with the

Cartesian system xy, we must use some camera intrinsics:
scaling factor f ; output widthW ; output heightH; principle
point (cx, cy). The following equations will convert q =
(θ, h) into p = (x, y):[

x
y

]
=

[
θ
2πW + cx
fH + cy

]
(6)

The final panoramic image has a fixed height H and a
width of W (representing the full 360◦ view), as seen in
Figure 5.

The reverse projection (P = (xs, ys, zs) given q = (θ, h)
and some scaling factor d) can be described as follows:[

xs
ys
zs

]
=

[
d sin θ
dh

d cos θ

]
(7)

The cylindrical intrinsics K can be represented by the fol-
lowing matrix:

K =

[
fθ 0. cθ
0. fh ch
0. 0. 1.

]
(8)

Let θ represent the field of view, x represent the horizontal
pixel position, h represent the height coverage, and y repre-
sent the vertical pixel position. Then we can find the intrin-
sics values with the following formulas:

fθ =
θ0x1 − x0θ1
θ0 − θ1

(9)

Figure 5: Cylindrical projection model. In contrast with pin-
hole projection, this projects an image onto a curved cylin-
drical surface. The final result is a rectangular image with
height H and a width representing the full 360◦.

cθ =
x0 − x1
θ0 − θ1

(10)

fh =
h0y1 − y0h1
h0 − h1

(11)

ch =
y0 − y1
h0 − h1

(12)

Horizontal Wrapping In order to extend the model for
cylindrical panoramic images, we needed to modify the con-
volutional layers, smooth loss function, and 2D projection to
account for horizontal wrapping.

In a cylindrical image, the left and right side of the input
image are adjacent. For a convolutional layer to work with
cylindrical input, it must preserve this horizontal wrapping
property. This can be done by padding the right side of the
tensor with columns from the left and vice-versa. An exam-
ple of a standard convolutional operation vs. a cylindrical
convolutional operation can be seen in Figure 6.

We accomplished this by writing a library extending
tensorflow.contrib.slim—a tensorflow library
providing convenience functions for common operations—
for cylindrical input. Our library is intended as a drop-in
replacement for slim, so our functions follow the same
interface as their corresponding slim functions. We also
added simple wrapping functions to the smooth gradient
loss, ensuring the depth is smooth between the two sides
of the unwrapped depth image, and the bilinear sampler,
ensuring that the synthesized views take the full 360◦ into
account.



Figure 6: An example of a standard convolutional layer vs.
horizontal wrapping convolutional layer. This figure shows
an 8 × 8 matrix with a 3 × 3 kernel. To represent horizon-
tal wrapping, the leftmost column is appended to the right
side of the matrix during the convolution and vice-versa.
Adapted from chess.com.

Experiments
Datasets
SYNTHIA-Seq We use the SYNTHIA-Seq dataset as our
primary experimental dataset. SYNTHIA-Seq is a large syn-
thetic dataset of driving scenes in a virtual city designed to
be comparable to KITTI or CityScapes—the major bench-
marks for structure-from-motion problems (Ros et al. 2016).
SYNTHIA-Seqs contains both groundtruth depth informa-
tion and sufficient sensor information to construct 360◦

cylindrical panoramas, making it a good fit for this research.
Some sample frames can be seen in Figure 7.

To prepare the dataset, we first stitched the pinhole images
and depth groundtruths from each camera into 360◦ panora-
mas and calculated the modified camera intrinsics. The im-
ages were finally formatted into three-image sequences us-
ing the same technique as Zhou et al. (2017). For these ex-
periments, we used a subset of SEQS-02 (summer city driv-
ing scenes) consisting of 2,042 frames with a 90/10 training-
testing split.

Headcam One of the strongest motivations for unsuper-
vised structure-from-motion research is the availability and
diversity of amateur footage online. In order to evaluate our
model’s performance on these informal datasets, we created
our own panoramic dataset consisting of several hours of
footage around Colorado Springs. Footage was collected
with a Samsung Gear 360 (2016) camera mounted on a stan-

dard bicycle helmet. Some sample frames from this dataset
can be seen in Figure 8.

We prepared this dataset by first stitched the footage into
a spherical panorama using Samsung software, then splitting
the footage into frames at 10 fps, and finally unwarping the
images into cylindrical panoramas.

Finally, frames were concatenated into 3-frame sequences
using a similar technique as Zhou et al. (2017). For the
experiments in this paper, we used a subset of this dataset
from the University of Colorado: Colorado Springs campus
consisting of 5,202 frame sequences (90/10 training-testing
split).

Figure 7: A sample of depth predictions and groundtruth
depth for SYNTHIA-Seq (testing split).

Evaluation of Cylindrical Depth Prediction
We trained and evaluated CylindricalSfMLearner’s perfor-
mance on the SYNTHIA-Seq dataset to determine the basic
effectiveness of our model; a sample of our predicted depth
compared with the groundtruth can be found in Figure 7.
To the best of our knowledge, there are no other attempts at
depth prediction for cylindrical panoramic imagery, so we
have elected to report on the same metrics common in pin-
hole depth prediction (Zhou et al. 2017; Garg et al. 2016;
Mahjourian, Wicke, and Angelova 2018; Eigen, Puhrsch,
and Fergus 2014). Table 1 shows our model’s disparity and
accuracy results; we also include recent results for pinhole
depth prediction models on the KITTI dataset for context,
reprinted from Mahjourian, Wicke, and Angelova (2018).

While our model is able to successfully handle scenery
such as buildings, trees, and the overall scene depth, it often
made mistakes on empty sections of road and moving vehi-
cles. While we were not able to address these problems in
the scope of this project, we suspect that this issue could be
mitigated by altering smoothing and explainability weights,
and we hope to resolve this in future work.

Evaluation on the Headcam Dataset
In order to evaluate CylindricalSfMLearner’s performance
on informal datasets, we trained our model on Headcam data
and generated depth predictions for our test split. A visual
comparison of the input RGB image and the predicted depth
can be seen in Figure 8. The visible helmet and the rider’s
shadow cause some visible distortion, but objects such as
buildings, trees, lightpoles, and statues are recognizable in
the depth predictions.



Disparity (lower is better) Accuracy (higher is better)
Method Supervision Dataset Cap Abs Rel Sq Rel RMSE RMSE log δ < 1.25 δ < 1.252 δ < 1.253

Ours (full 360◦) - S 80m 0.425 3.115 5.754 0.467 0.540 0.808 0.9052
Eigen et al. Coarse Depth K 80m 0.214 1.605 6.563 0.292 0.673 0.884 0.957
Eigen et al. Fine Depth K 80m 0.203 1.548 6.307 0.282 0.702 0.890 0.958
Liu et al. Depth K 80m 0.201 1.584 6.471 0.273 0.68 0.898 0.967
Zhou et al. - K 80m 0.208 1.768 6.856 0.283 0.678 0.885 0.957
Mahjourian et al. - K 80m 0.163 1.240 6.220 0.250 0.762 0.916 0.968

Table 1: Our depth prediction performance on SYNTHIA-Seq (bolded) shown alongside the state-of-the-art results on KITTI
using pinhole projection. In the dataset column, S means SYNTHIA-Seq (Ros et al. 2016) and K means KITTI (Geiger, Lenz,
and Urtasun 2012). Results reprinted from Mahjourian, Wicke, and Angelova; Zhou et al.; Liu et al.; Eigen, Puhrsch, and
Fergus (2018; 2017; 2016; 2014)

Figure 8: A sample of depth predictions for our self-collected headcam dataset (testing split).

Disparity (lower is better)
Method Abs Rel Sq Rel RMSE RMSE log
Wrapping 0.425 3.115 5.754 0.467
No wrapping 0.430 2.988 5.960 0.476

Accuracy (higher is better)
Method δ < 1.25 δ < 1.252 δ < 1.253

Wrapping 0.540 0.809 0.905
No wrapping 0.517 0.793 0.898

Table 2: Comparison between the model trained with and
without horizontal wrapping. The models were trained for
50,000 steps with the following settings: learning rate α =
0.0001, batch size = 8, smooth weight λs = 0.4, explain-
ability weight λe = 0.1, and sequence length = 3. The
model with wrapping performs consistently better than the
model without.

Evaluation of Horizontal Wrapping

Finally, in order to demonstrate the significance of our mod-
ifications, we evaluated two models with and without hori-
zontal wrapping. Each model was trained for 50,000 steps
on our training subset of the SYNTHIA-Seqs dataset; the
results can be seen in Table 2 and Figure 9. The model
with horizontal wrapping outperformed the model without
on nearly every metric.

Conclusion

In this paper, we have demonstrated that an existing unsu-
pervised structure-from-motion architecture can be adapted
for cylindrical panoramic imagery by altering the projection
model and implementing cylindrical wrapping.

Figure 9: Comparison of depth predictions with and without
wrapping (testing split).

Challenges and Limitations
The novelty of this project is also its biggest obstacle: there
is very little structure from motion research using cylindri-
cal input. Unlike with pinhole projection input, there is no
standard structure-from-motion dataset like KITTI (Geiger,
Lenz, and Urtasun 2012) or CityScapes (Cordts et al. 2016).
As a result, it has been challenging to find datasets with all
of the required features: 360◦ panoramic frame sequences,
depth ground truth, relevance to the expected application do-
mains, and an acceptable quality and measurement accuracy.

A related challenge is contextualizing our results. Since
(to our knowledge) no other research has attempted to esti-
mate general structure from motion in cylindrical imagery,
it is difficult to benchmark against previous research.

Further Research
While we have answered our first research question, our
second—”Can cylindrical input improve the performance
in unsupervised structure-from-motion models?”—remains
unanswered. Our current model serves as a proof-of-
concept: the results demonstrate that CNNs can be modified
for cylindrical input; however, there are numerous pinhole
projection SfM models that report better performance.



With that in mind, we have several goals for future work:
(a) we would like to tune our model and experiments to
better evaluate the strengths/weaknesses of cylindrical im-
agery for depth estimation, and (b) we would like to to
fine-tune our hyperparameters and implement some new
state-of-the-art techniques. Specifically, we would like to
explore ways in which traditional SLAM and SfM meth-
ods could be used to improve performance, such as the
geometric loss and refined smooth loss implemented by
Mahjourian, Wicke, and Angelova; Yin and Shi (2018;
2018) and the direct pose methods implemented by Wang et
al. (2018). Aside from our base performance, benchmarking
was a major challenge in this project. We hope to improve
our experiments to better evaluate the strengths and limita-
tions of cylindrical input.

It would also be interesting to experiment with chang-
ing the model architecture, such as the ResNet architecture
proposed by Yin and Shi (2018) or the multi-scale attention
back-end proposed by Xu et al. (2018); a different architec-
ture may show better performance with the cylindrical pro-
jection model. Finally, we hope to apply our techniques for
converting from perspective to cylindrical panoramic input
to another convolutional model (e.g. object detection or ob-
ject motion).

Beyond our immediate goals, there are many interesting
applications for cylindrical SfM models. One exciting ap-
plication could be to generate stereo binocular images from
panoramic input. There are thousands of hours of monoc-
ular panoramic footage available online from panoramic
phone cameras, VR video cameras, and other similar de-
vices; stereo footage generation would allow people to expe-
rience this in 3D though VR headsets, which could be use-
ful in videoconferencing, entertainment, and training. An-
other possibility is adapting the model to handle spherical
panoramic images. This is a more challenging problem (Co-
hen et al. 2018), but it has major implications for problems
such as self-driving cars.
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