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Abstract

Video frame interpolation (VFI) is the practice of gener-
ating intermediate video frames given two consecutive
frames. We propose a novel VFI algorithm that uses a
polynomial to model the change in pixel values for each
pixel with respect to time. We have use a neural net-
work to predict the coefficients of each of the polyno-
mials and use the nice mathematical properties of poly-
nomials to generate a parametric generative model. We
have created a novel parametric generative model that
can quickly synthesize multiple video frames between
two consecutive frames.

Introduction
Video Frame Interpolation (VFI), as seen in Fig. 1, is a
well-studied problem in image and video processing. VFI
algorithms have numerous applications, such as temporal
upsampling for generating slow motion video (Jiang et al.
2017), virtual view synthesis (Martinian et al. 2006), and
most importantly frame rate conversion (e.g., converting be-
tween broadcast standards) (Niklaus, Mai, and Liu 2017a).
The demand for high-quality video streaming has skyrock-
eted due to the popularity of streaming application such as
Youtube, Netflix, and Hulu, and as a result, the demand for
quality and efficient video frame rate conversion algorithms
has increased exponentially. Generally speaking, the devel-
opment of efficient frame rate-up algorithms is challenging
due to the fact that in this process the algorithm must gen-
erate intermediate frames that are visually appealing while
still maintaining benchmark performance. One avenue of re-
search for scaling up temporal resolution is VFI, and in re-
cent years VFI algorithms have set state-of-the-art standards
(Meyer et al. 2015; Niklaus, Mai, and Liu 2017a).

Related Work
Block Based Modeling and Prediction
Traditionally, researchers utilized a block-based segmen-
tation approach to analyze and synthesize the intermedi-
ate frames block-by-block using various machine learning
techniques (Jeon et al. 2003; Schutten and De Haan 1998;
Ishwar and Moulin 2000). However, this method often in-
troduce holes in the segmentation as well as overlapping
blocks that may cause the interpolated frames to be blurry

Figure 1: Example of a VFI problem. Given frames F1 and
F2 the goal is to interpolate frame I

and inconsistent with the frame sequences. These problems
have been addressed in order to improve interpolated frame
quality; however, overlapping and hole processing methods
introduce complexity to the algorithm as well as performing
poorly on videos with non static viewpoints (e.g. videos with
camera movement or panning) (Schutten and De Haan 1998;
Jeon et al. 2003; Ishwar and Moulin 2000). The question
then arises, ”How do we overcome the pitfalls that are in-
herent in block based interpolation?”

CNNs to Synthesize Individual Pixels
More recently, the use of Convolution Neural Networks
(CNNs) to synthesize pixels of intermediate video frames
have set state-of-the-art standards (Niklaus, Mai, and Liu
2017a; Ren et al. 2017; Meyer et al. 2015; Niklaus, Mai,
and Liu 2017b; Karani et al. 2018; Wadhwa et al. 2013;
Ascenso, Brites, and Pereira 2005; Fuchs et al. 2010; Baker
et al. 2011). A pixel based approach circumvents the pitfalls
of the block based approach because interpolated frames
are synthesized on a pixel bases and thus has no overlap-
ping or holes in the segmentation. One of the most promis-
ing pixel based approach to VFI was done by Niklaus et al.
in 2017, where they developed a deep convolutional neural
network to estimate a proper convolutional kernel to syn-
thesize each output pixel in the interpolated video frames.
When compared quantitatively to more than one hundred



methods reported in the Middlebury benchmark, their al-
gorithm was found to be the best on two of the four real-
world datasets and placing 2nd and 3rd on the remain-
ing two sets; however, they found that their method pre-
formed poorly on synthetic datasets, because their network
was only trained on real-world scenes (Baker et al. 2011;
Niklaus, Mai, and Liu 2017a). Qualitatively speaking, the
phase based method developed by Myers et al. in 2015 and
the convolutional kernel method mentioned above were both
found to handle challenging scenarios, such as blurry re-
gions and abrupt brightness changes, better than the opti-
cal flow estimations that were reported in the Middlebury
benchmark (Niklaus, Mai, and Liu 2017a; Meyer et al. 2015;
Baker et al. 2011). However, these models both fail to gen-
erate multiple frames.

We have developed a similar pixel based approach to this
problem; more specifically, we are using a CNN to learn a
parametric generative model that interpolates any number of
immediate frames. Our parametric generative model is uti-
lize polynomials to model the change in pixel values on each
channel with respect to time. Our solution is novel since no
one, has used polynomials to model pixel values over time in
order to generate intermediate frames. Our goal is to create a
model that will maintain benchmark performance when dou-
bling (or even tripling) the temporal resolution of any given
video.

Research Questions and Hypothesis
Our research is primarily focused on answering the follow-
ing questions:

Q1 How does our method compare to state-of-the-art meth-
ods, like those reported in the Middlebury benchmark
when generating a single frame between two input
frames?

Q2 How well does our model produce multiple frames and
quantitatively how do they compare to ground truth?

Q3 What type of video content can our method handle the
best/worst?

From the questions above we are able to form the follow-
ing hypothesis:

H1 Given any type of video content, our method will produce
interpolated frames that are both quantitatively and quali-
tatively comparable to state-of-the-art methods.

H2 Given any video frame sequence, our method will be able
to triple or even quadruple the temporal resolution.

H3 Our model will be able to handle challenging scenarios
such as non-static backgrounds and frame sequences with
large movements.

Implementation Overview
We have built a CNN model that takes the frames F0 and
Fk as input and returns a polynomial for each pixel on each
channel that calculates the pixel value at time t. For example,
the polynomial from Eq. 1 calculates the pixel value x(t) at
time t.

x(t) = cnt
n + cn−1t

n−1 + . . .+ c0 (1)

Our model predicts the coefficients c0, . . . , cn when given
the two frames F0 and Fk. We will train our network on full
frame sequences (i.e., F0, . . . , Fk). The coefficients are used
to calculate the absolute difference between actual pixel val-
ues and the predicted pixel values, as well as the absolute
difference between the approximate derivative of ground
truth and the derivative of the polynomials. We explain this
in further detail in the section entitled Loss Function.

The Models
Foundational Model: DispNet
DispNet is modeled after an encoder-decoder design which
utilizes a process known as skip layer connections (Zhou et
al. 2017). This process uses layers on the encoder side and
concatenates them with layers on the decoder side so that
the model can regain some of the information that the layers
may have lost during the encoding process. More specifi-
cally, by concatenating the layers from the encoder side to
the layers of the decoder side the model should produce clear
and crisp output.

DispNet has multi-scaled side predictions that are used
to compare the model’s output and ground truths at vary-
ing scales. By comparing the multi-scaled side predictions
and the corresponding scaled ground truths we can make our
loss function more robust which should help combat overfit-
ting. The encoder-decoder architect of DispNet is ideal for
dealing with video frame sequences that contain large move-
ments since the model scales down the input by a factor of
sixteen. This process reduces the larger movement to smaller
movements and makes them more readily detected by the
kernels of each of the convolution layers. For these rea-
sons we have chosen to adopt the dispNet architecture as the
foundation for our VFI model. We will refer to our model,
described herein, as PolyNet on account that our model will
learn the coefficients for a video frame’s pixel polynomials.

PolyNet’s Architecture
PolyNet, as seen in Fig. 2, is a thirteen layer CNN (not in-
cluding the input layer). The first 4 conv layers have a kernel
size of 7, 7, 5, and 5 respectively with the remaining layers
each having a kernel size of 3.

Polynet’s Output
The Polyis (seen in fig. 2) can be thought of as a two di-
mensional matrix whose dimensions match the scaled spa-
tial dimensions of the input frames. Each element of this two
dimensional matrix correspond to a pixel. For each pixel el-
ement in the two dimensional matrix, the model learns three
coefficient vectors (one for each channel). More specifically,
each of the coefficient vectors consists of n + 1 elements
where n is the degree of the polynomial used to model that
pixel’s specific RGB value with respect to time. This is vi-
sualized in Fig. 3.
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Figure 2: (PolyNet) Note that each increase/reduction in block size indicates a spatial dimension change of factor 2. PolyNet
produces four predictions (three side predictions at smaller spatial scales and one final prediction that matches the spatial
dimensions of the input frames) which are labeled as the Polyis.

Figure 3: Here we see a break down of the predictions of
polyNet. Note that pm,n corresponds to the pixel located at
m,n. For each pm,n there are three coefficient vectors (one
for each channel). These vectors are used to form the pixel
polynomials that are evaluated at time t to predict the pixel
values for all three channels.

Loss Function Our model is trained using a custom loss
function that consist of three separate terms Lp,Lg, and Ld.
Our loss functions are primarily geared towards minimiz-
ing the absolute pixel loss Lp (see Eq. 2) between all of the
ground truth frames and the corresponding predictions (this
can be seen in Fig. 4).

Lp =

k∑
t=0

|ft − p(t)| (2)

Note that in Eq. 2, the ft denote actual pixel values and
the p(t) denote polynomial outputs at time t.

Early testing on the validation sets showed us that the
model learns how to produce the coefficients that accurately

Figure 4: The frame on the far left is the ground truth and
the frame in the middle is the model’s prediction. On the far
right, we see the absolute difference between the two frames.

model the colors of the pixel; however, the structure of mov-
ing objects were often blurry and contained ghosting and
artifact effects present in the predictions (refer to Fig. 5).

In order to deal with this blurring issue we needed a way
to train the model on the structural information in the frame
sequences. We were able to accomplish this in two different
ways: derivatives with respect to the x and y dimensions,
also known as image gradients, and derivatives with respect
to time. Image gradients are calculated using the image gra-
dient method from the TensorFlow image library. Once we
obtain the image gradients from the input frames and the
predicted frames, we take the absolute difference between



Figure 5: The frames on the left are the ground truth and the
frames on the right our the model’s prediction. We see on
the top right prediction the image has a ghosting effect and
the bottom right prediction has artifact effects.

the two and add this term to our loss function (refer to Eq.
3). By adding this term our model should learn how to de-
tect the edges of objects and thus learn how to maintain the
edges of the objects as we interpolate frames.

Lg =

k∑
i=0

| d
dx

fi −
d

dx
pi|+ |

d

dy
fi −

d

dy
pi| (3)

Note that in Eq. 3 the fi denotes the input frame at time
i, and pi denotes the predicted frame at time i. Here we
are summing over 0, . . . , k since we assuming there are k
frames in the sequence.

When tested on the validation sets, the addition of the Lg

term to the loss function improved the performance of the
model; however, it was still not on par with what the state
of the art was reporting for their validation metrics. In order
to close the gap between our model and the state of the art,
we added a term that represented the absolute difference be-
tween approximate derivative of input frames with respect
to time and the derivatives of the pixel polynomials with
respect to time. To approximate the derivative of an input
frame, say fi, with respect to time we calculate the differ-
ence between the frame after (fi+1) and before (fi−1), and
then divide by the change in time. Since the approximation
of the derivative requires there to be a frame before and after
the frame in consideration, we can only calculate this term
for the frames in the middle of the first and last frames of the
input sequence. This derivative can be expressed mathemat-
ically as Eq. 4.

f ′k =
fk+1 + fk−1

2
(4)

Note that in Eq. 4 the f ′k denotes the derivative of the
frame fk at time k. Also note that we divide by two since

we are always approximating the derivative by comparing
the average rate of change of the frames before and after the
frame we are interested in, and gives us a time change of
two.

Once we calculate f ′k, we need to compare this derivative
to the derivative of the pixel polynomials evaluated at the
same time k. We calculate the derivative of the pixel poly-
nomials very simulare to how we calculated the predicted
frames; this can be seen in Fig 6.

Figure 6: Here we see how we use the predictions of polyNet
to calculate the derivative with respect to time. Just like in
Fig. 3, we use matrix multiplication to differentiate with re-
spect to time t for all three color channels.

Finally, we can add the absolute difference between the
approximation and the predicted derivatives to the loss func-
tion. Mathematically this is represented as Eq. 5.

Ld =

k−1∑
i=1

|f ′i − p′i| (5)

Note that in Eq. 5, the f ′i denotes the approximate deriva-
tive for the input frame fi and p′i is the derivative of the
predicted frame pi evaluated at time i.

In the Experimentation section, we will break down how
each of these terms are combined in the loss function and
also report how these combinations preformed on our vali-
dation sets.

Training Procedure and Training Data We are currently
training PolyNet on frame sequences consisting of three
frames. PolyNet takes the first and last frame of the sequence
as input and learns the coefficients needed to predict all three
of the frames. As the model is training, the predicted frames
are compared to the ground truth and the Lp,Lg, and Ld are
calculated using the methods described above. Again, the
primary goal of the model is to produce the coefficients that
minimize the pixel loss as much a possible for all scaled pre-
dictions. Fig. 7 is a schematic of the training procedure that
is currently implemented by PolyNet.

For training, we have adopted the UCF101 dataset devel-
oped by Soomro, Zamir, Shah in 2012 (Soomro, Zamir, and
Shah 2012). This data set is composed of 101 action classes,
over 13k clips, and 27 hours of video data. The database con-
sists of realistic user uploaded videos containing camera mo-
tion and cluttered background. We converted the video into
frame sequences of length three. After converting the videos
into frame sequences we randomly set aside ∼ 10% for val-
idation and trained on the rest. The frames are 416 x 128,
and are used in their entirety for training. Since our model



Figure 7: Our model takes in the first and last frame of a
sequence and fits the pixel polynomials to model all the
frames. The model is subjected to minimize the loss terms
Lp,Lg, and Ld.

learns the information from the frames before and after the
target frame, we do not have implement boundary handling
procedures and our model can readily predict the pixels on
the edges of the frames without the need for padding.

Experimentation
For experimentation we developed the following three loss
functions:

L1 = Lp (6)

L2 = Lp + Lg (7)

L3 = Lp + Lg + Ld (8)

Where Lp,Lg, and Ld are those loss terms that we defined
in the Loss Function section. We trained the our model sub-
ject to these different loss functions with third degree pixel
polynomial. When we ran our model on our validation set,
we were able to obtain the results reported in the table below.

Loss Function MAE SSIM PSNR RMSE
L1 0.02 0.91 28.26 0.04
L2 0.02 0.92 29.69 0.04
L3 0.01 0.97 35.10 .01

Table 2: Extensive quantitative evaluation of the validation
set

In the Fig. 8, we see difference in interpolated frames
when the model was trained on L2 and L3 respectively.

Benchmark Evaluation
In order to compare our model with those of state of the
art, we tested our model on the Middlebury testing set and
reported the average interpolation error, which is the met-
ric used in the Middlebury benchmark (Baker et al. 2011).
These results can be found in Table 1 located in Appendix A.
We can see from the results that qualitatively our model does
not surpass those reported from Niklaus et al. nor Myers
et al. (Niklaus, Mai, and Liu 2017a). In fact, at first glance

Figure 8: This showcases the differences in the interpolated
frames when the model was trained subjected to L2 and L3.

some may say our model failed miserably. However, we en-
courage the reader to remember one important fact, the qual-
ity of the training data greatly influences the quality of the
of the trained model. Niklaus et al. was using videos that are
rated as high quality (Niklaus, Mai, and Liu 2017a). We on
the other hand are using videos of poor quality, to which we
contribute our poor performance on the Middlebury Bench-
mark. However, we have shown through cross validation that
our model can learn to handle very challenging video quality
and still produce visually coherent frames. Our model may
prove to have applications in the video surveillance industry,
which is notorious for having poor video quality.

Project Novelty
Despite our model poor performance on the Middlebury
Benchmark, our model has the novel ability to generate mul-
tiple frames between the input. In most cases, the state of
the art fails to produce more than a single frame between
input frames. Since our model uses parameterized polyno-
mials to model the pixels in a frame we can generate mul-
tiple frames in between the input frames by evaluating the
pixel polynomials at different time t. Fig. 9, located in Ap-
pendix A, showcases a few examples of the series of frames
we generated from a given input sequence. One last aspect
of our project that sets it apart from other VFI models is the
training time. Our model was trained using a single GeForce
GTX 1080ti GPU and was able to train on the entirety of our
dataset in 5 hours and 15 minuets. This is faster than the con-
volutional kernel method developed by Niklaus et al. which
was reported to takes 20 hours to train using four Nvidia
Titan X (Pascal) GPUs.

Current Limitations and Future Works
As you can see in Fig. 8 and 9, our model does a decent
job at interpolating frames. However, some of the interpo-
lated frames blur the object in motion and have artifacts and
ghosting effects. Although these are common short comings
in VFI algorithms, we still wish to address these issues in
our future work. One possible solution is to implement a su-
pervisor to our model architecture. An optical flow supervi-
sor would be ideal for learning the flow from frame to frame,
which would help the model produce polynomials that main-



Loss Function Mequon Schefflera Urban Backyard Basketball Dumptruck Evergreen AVERAGE
Our L2 16.6 16.8 12.7 18.6 14.9 22.93 16.7 17.0
Our L3 10.7 11.7 8.91 12.4 9.58 11.85 11.0 10.9

Niklaus L1 2.52 3.56 4.17 10.2 5.47 6.88 6.63 5.61
Niklaus LF 2.60 3.87 4.38 10.1 5.98 6.85 6.90 5.81
MDF-Flow2 2.89 3.47 3.66 10.2 6.13 7.36 7.75 5.82
DeepFlow2 2.99 3.88 3.62 11.0 5.83 7.60 7.82 6.02
AdaConv 3.57 4.34 5.00 10.2 5.33 7.30 6.94 6.20

Table 1: Results from the Middelbury benchmark evaluation. The table reports the Average Interpolation Error, also known as
root-mean-error.

Figure 9: Our model was able to to produce seven intermediate frames between the input frames. The top three frame sequences
were generated from our validation set and the bottom 2 are from the Middlebury test set.

tain the flow in the frames, de-blurring the objects in motion.
Another option would be to feed the output of our model into
an image reconstruction and image synthesis model such as
the one developed by Chuan Li and Michael Wand in 2016
where they used a dCNN that utilized a Markov random field
to synthesize 2D images (Li and Wand 2016). This model
could be used to reconstruct the parts of the frame that seem
blurry using the information learned from the input frames.

We also would like to explore how training on different

data sets might effect the outcome of the experiments. The
UCF101 data set is a nice well rounded video data set. How-
ever, the videos are not what we would call high quality in
terms of today’s standards. The YouTube 8M data set, for
example, might prove to be a great data set to train on since
the data set contains many videos with 4k resolution. This
may result in our model producing more clear and crisp in-
terpolated frames and possibly put us at state of the art or at
the very least greatly improve our performance on the Mid-



dlebury evaluation.
One last avenue that we are interested in exploring is

changing the training procedure slightly so that it resemble
a residual learning algorithm. In order to do this, we will
eliminate the constant coefficient in the pixel polynomials
and replace these with the pixel values of the first frame in
the sequence. In doing this we hope to ease the training of
PolyNet and shift the importance of learning coefficients that
more accurately models the intermediate frames rather than
the input frames.

Conclusion
We have proposed a novel method to synthesize the pixel of
interpolated frames by training a CNN to predict polynomi-
als that model the pixel values on each channel with respect
to time. We have adapted our model from the DispNet ar-
chitecture that was implemented in 2017 by Zhou et al. for
an unsupervised model to predict depth and pose from video
frames (Zhou et al. 2017). Our model was trained using the
UCF101 dataset and was shown to be able to train faster
than state of the art and was able to produce multiple inter-
polated frames, unlike the state of the art models. Although
our model preformed poorly on the Middlebury Benchmark,
we have shown that our model can learn to handle challeng-
ing video quality and still produce interpolated frames that
are visually coherent. In short our model can be summed up
by the following phrase: ”Quantity over Quality”! Yet, there
is still hope to change ”Quantity over Quality” to ”Quan-
tity and Quality”. We discussed future directions to address
the short comings of our model and hope to implement these
ideas so that we can run the experiments to see how we com-
pare to state of the art. Overall we have shown that polyno-
mials are decent interpolaters and given the right training
data may prove to be great interpolaters.
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