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Abstract

Generative models have been rising in popularity within
the past several years. They have been used for a wide
range of applications, especially in art (Gatys, Ecker,
and Bethge 2015; Elgammal et al. 2017). Many of these
models, however, are directed. This creates restrains on
how the model can be used along with the potential ac-
curacy. One of these models is the PixelCNN. While it
and its successors are state-of-the-art, they fail to look at
the whole picture. Meanwhile, many of the commonly
used undirected models, such as Restricted Boltzmann
Machines, are limited in their flexibility due to the need
for discretization. We propose a undirected model, the
PixelMRF, in response to these concerns.

Introduction
Over the past several years, generative models have become
more and more popular. With the introduction of structures
such as GANs, VAEs and the PixelCNN, there have been
more and more options for the approach. That being said,
many of the models being used are directed. In the Pixel-
CNN, for example, each pixel is dependent only on those
before it. However, this potentially ignores the entire image!
While this is an elegant solution and makes it relatively easy
to sample, it is creating restraints on its potential accuracy.
In addition, it forces known pixels to be before those being
sampled. This keeps the models from being used in applica-
tions that require more flexibility such as inpainting.

Meanwhile, past attempts at undirected models have been
limited in scope. The deep markov random field, wa recur-
rent neural network, is too focused on local structure, need-
ing additional help to create coherent samples (Wu, Lin, and
Tang 2016). Restricted Boltzmann Machines, on the other
hand, force discretization of the input and output. Because
of this, it is less robust than those that use a continuous dis-
tribution. These issues lead to our proposal of the PixelMRF,
a convolutional markov random field.
Our contributions are as follows:

1. We propose our new model, the PixelMRF, which is com-
prised of two PixelCNNs working in parallel: one looking
at prior pixels and one looking at succeeding ones.

2. We discuss some of the roadblocks that come up when
working with a markov random field. These include train-

ing, comparison against other networks, and sample gen-
eration. We discuss our solutions to these issues as well.

(a) We show the accuracy of annealed importance sam-
pling, a technique to estimate the partition function, by
testing it on a toy network.

3. We demonstrate our network’s ability to produce global
structure through generating samples from the MNIST
and Frey datasets.

PixelCNN
The auto regressive network, PixelCNN, is a convolutional
neural network (CNN) based off of the idea of representing
an image x’s probability as

p(x) =

n2∏
i=1

p(xi|x1...xi−1) (1)

where the image is n×n. Because of this view, each pixel is
only dependent on the ones before it which prevents the en-
tire context from being considered. Given an image, the net-
work outputs a discrete probability distribution for the red,
green, and blue values of a specific pixel. The network itself
is a series of convolutional layers with residual connections
that include a mask to block the current pixel from seeing
the following pixels (Oord, Kalchbrenner, and Kavukcuoglu
2016).

Improvements Previously Made
Since the PixelCNN was released, there has been two ma-
jor improvements. The first one being the Gated PixelCNN,
which improved the architecture within the layers (van den
Oord et al. 2016). The second is PixelCNN++, which made
various smaller improvements to the Gated PixelCNN (Sali-
mans et al. 2016). One of the most notable improvements is
the use of using a logistic distribution vs the softmax distri-
bution used in the original PixelCNNs. We will be basing the
PixelMRF off of the Gated PixelCNN except we are using
the logistic distribution of the PixelCNN++. We are using a
modified version of this for grey scale.

Drawbacks
While the PixelCNN and its successors are very powerful
tools, they has one major drawback. Because in the proba-
bility model each pixel is only dependent on those before it,



the pixels after it are ignored. This prohibits it from taking
into consideration the full context of the image. In addition,
known pixels must be before the pixels whose probability
distribution will be calculated. This restricts how the net-
work can be trained and utilized. One example of this is in
inpainting. The PixelCNN is unable to properly inpaint as it
only takes the prior pixels into account.

PixelMRF
We wish to solve this issue and take the entire picture into
account. That is, we wish to have the unnormalized proba-
bility represented as:

p̃(x) =

n2∏
i=1

p(xi|x−i) (2)

where x−i is the set of all pixels in an image x except xi.

Implementation
We call our network PixelMRF due to the fact that the prob-
abilistic model is a markov random field. We are using two
variations of the gated PixelCNN simultaneously with the
first one being identical to the original, taking only the pre-
vious pixels into account. The second one is the opposite,
taking only the following pixels into account. This is done
by flipping the input, first left-right then up-down, feeding
it into the network, then flipping it back. We then com-
bine them together at the end through concatination and then
feeding them into a layer of 1x1 convolutions. This is shown
in Figure 1. We have also attempted using the PixelCNN++
instead of the gated PixelCNN. However, the downsampling
included in the PixelCNN++ led to incoherent sample gen-
eration.

Drawbacks
The Partition Function The issue with our model, how-
ever, is that, in order to calculate the normalized probability

p(x) =
1

Z
p̃(x), (3)

where p̃(x) is the unnormalized probability, we need Z, the
partition function. This is near impossible for us to do due
to the computational resources required. For us, this creates
a lot of challenges. First, we are unable to train using the
log likelihood. As our true goal is to optimize this value, it
would be best if we could train using the function. Another
issue with this is that log likelihood is the standard metric of
generative models. We are unable to do a proper compari-
son of the PixelMRF against other models without it. As the
models output the probability density that is then sampled
using some technique, it would be improper of us to com-
pare samples as this is partially determined on the technique
used for sampling. Thus, we need to compare log likelihood
directly.

Sampling Another issue we have with using a markov ran-
dom field is that it makes sampling quite complicated. With
the PixelCNN, sampling is quite simple as it is a directed
model and so it is possible to use ancestral sampling. On the

other hand, with the PixelMRF, because all pixels are depen-
dent on all the other pixels both before and after, there is a
need to cycle through.

Proposed Solutions
Psuedolikelihood
Optimally, we would use the log-likelihood for training:

n2∑
i=1

log p̃(xi|x−i)− logZ (4)

However, Z, the partition function, is something that we are
unable to calculate. Therefore, we must find an alternate so-
lution. Thus, for our training, we are using the pseudolikeli-
hood (Besag 1975):

n2∑
i=1

log p̃(xi|x−i) (5)

The idea behind using pseudolikelihood is that the likeli-
hood distribution is still the same despite the partition being
ignored when it comes to the locations of optima. As the
pseudolikelihood and log likelihood have about the same
optima, while this won’t be as accurate as using the log
likelihood, it serves as a good approximation. In this case,
you are still able to find good weights for the log-likelihood.
An alternative to this is using contrastive divergence (Hinton
2002). This is something to look into in the future.

Annealed Importance Sampling

Algorithm 1 AIS on Toy Model
for k = 1...K do:

Sample x(k)η1 ∼ p0(x)
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For our testing, we need to be able to calculate an approx-
imate of the log likelihood so that we are able to compare
against other models. For this, we need an approximation of
Z. In order to do that, we can use a technique called An-
nealed Importance Sampling, or AIS (Neal 2001). The goal
of the algorithm is to calculate Z1/Z0. If Z0 comes from
a simple enough distribution that you are able to calculate
Z0 by hand, you are able to find Z1. The idea is to progress
through a series of intermediate distributions that are closely
related in order to approximate the ratio. The algorithm is
described in Algorithm 1.

For our starting distribution, we are having the network
with the weights (but not biases) set to zero. Because of this,
the output is completely independent of the input, meaning



Figure 1: In this case, the current pixel is the one in the center. Network A considers only pixels before and Network B only
considers pixels after. Combined, they take all of the pixels (besides the current one) into consideration

that there are no relationships between the pixels. Thus it
becomes a Bayesian network (vs a markov random field).
As it is a directed network, the partition, Z0, is one.

The goal of the intermediate distributions, p̃η1 through
p̃ηn , is to serve as a bridge between p0 and p1. For these,
we are using an arithmetic mean:

pηn = ηj ∗ p1 + (1− ηj) ∗ p0. (6)

For our transitions functions, we are using gibbs sampling
with the probability distribution of Tηj being pηj . Due to
time restraints, we were unable to use the AIS on the Pix-
elMRF. However, we were able to test it on a small, toy net-
work as described below.

Gibbs Sampling
In order to sample from the PixelMRF, we have used gibbs
sampling. In this, we go through and sample each pixel in-
dividually, updating the image and thus the input as we go.
This repeats several times.

Experiments
As we are unable to calculate the log-likelihood without the
AIS, we are unable to do a comparison of it against other
models. Still, we are able to show the accuracy of our ver-
sion of AIS on a toy model. We are also able to look at the
model’s ability to generate samples.

Annealed Importance Sampling
While we did not have time to run the AIS on the PixelMRF,
we were able to test it on a smaller toy model. In this case,
we initialized a random single-layer feed forward network

with binary inputs and a softmax distribution for the output.
While the model is much more simple than the PixelMRF, it
is still representing a markov random field. By using a small
number of binary units for the input, we are able to calcu-
late the true partition by hand. Through this, we are able to
show that our intermediate distributions and transitions are
valid and accurate. In this, we used an increasing number of
hidden nodes (25, 50, 500). In all cases, we had 500 runs,
15,000 steps, and five binary inputs. Our results are in Table
1.

Sample Generation
We were able to generate samples using gibbs sampling,
starting from random noise.

Frey For the Frey dataset, our PixelCNNs had 16 filters
and two Resnet layers. Our samples are in Figure 2. As the
Frey dataset doesn’t have much variation, it was quite easy
for the network to learn the dataset and produce good sam-
ples.

MNIST When generating samples from the MNIST
dataset, the PixelCNNs had 32 filters along with five Resnet
layers. Our results are in Figure 3. The greater diversity
along with the introduction of class labels led to the sam-
ples being not quite as nice as Frey’s. However, the network
is still able to establish a global structure when generating
the samples.

Discussion
While our results are not quite state-of-the-art, our primary
contribution comes from the development of this new model,
along with the ability to sample from it. Although there have



Number of Hidden Units True Z Estimated Z True Average NLL Est. Average NLL Percent Error
25 -0.2017 -0.2520 10.7860 10.7357 0.4663 %
50 -0.4385 -0.7674 6.6094 6.2805 4.931 %

500 0.2786 0.2484 29.7789 29.7487 0.1014 %

Table 1: Results of AIS test on the toy network. It is a one layer feed forward network with five binary inputs and a softmax
output. NLL stands for negative log likelihood.

Figure 2: Samples generated by the PixelMRF after being trained on the Frey dataset

Figure 3: Samples generated by the PixelMRF after being trained on the MNIST dataset



been variations of a deep MRF in the past (Wu, Lin, and
Tang 2016), they had to combine their model with others
in order to successfully generate samples. With markov ran-
dom fields, it can be difficult to determine global structure,
as was the case in Wu, Lin, and Tang. In our case, however,
we are able to determine it due to the use of convolutions in
the network. This is what allows us to use the PixelMRF to
generate samples without assistance.

It could be argued to use a Restricted Boltzmann Machine
instead, as it is a simpler model that is achieves the same
goal. The main difference between the two is the use of the
energy function in the RBM. We use a logistic distribution
instead. As the logistic distribution is continuous with re-
spect to pixel values, this allows us more flexibly and ro-
bustness in our predictions. However, as the two have similar
challenges, such as when it comes to calculating likelihood,
one possible research path is seeing how exactly they com-
pare.

Future Work
In the future, we plan to look into using contrastive diver-
gance for training opposed to pseudolikelihood. By taking
the gradient of log Z into account, the network will be able to
train faster and be more accurate. We also plan to do a com-
parison of the PixelMRF to Restricted Boltzmann Machines
as discussed before. Through the comparison, we hope to
gain new insight into the PixelMRF along with its pitfalls.
Something else to look into is variations of PixelMRF’s ar-
chitecture. One of these posible compositions is having four
PixelCNNs, one for each corner.

AIS Testing and Use
We plan to test our version of AIS on the PixelCNN to con-
firm that it does indeed work on larger networks. Once we
are able to do this verification, we will use the annealed
importance sampling to estimate the partition function of
the PixelMRF. Then, we will be able to compare the esti-
mated log likelihood of the PixelMRF to the (estimated or
bounded) log likelihood of other generative models.

Applications of PixelMRF
There are many datasets we hope to apply the PixelMRF
to in the future. These include CIFAR-10, ImageNet, and
LFW. From looking at these datasets which are larger in
both number of images along with image size, we hope to
see whether the network will be able to determine global
structure for them. Another application we are interested in
is using the PixelMRF for inpainting. As one of the bene-
fits that the model has over the PixelCNN is it’s flexibility,
which allows it to inpaint, it will be interesting to see how it
turns out.

We also hope to compare the PixelMRF against other
MRF-based networks such as the recurrent neural network
based one in (Wu, Lin, and Tang 2016). One quantitative
method for doing this is using the network for image su-
per resolution, and then using the resulting PSNR for com-
parison. Qualitatively, we could train the model on the Bro-
datz and/or VisTex datasets and use it for texture generation.

Another qualitative approach is using a version of the Pix-
elMRF modified to match the network in (Wu, Lin, and Tang
2016) for natural image generation.

One additional application that the PixelMRF could be
for image segmentation. For this, it can be compared against
(Rother, Kolmogorov, and Blake 2004) or (Chen et al. 2018).

Conclusion
As an undirected model, the PixelMRF includes more flex-
ibility and power than its directed counterparts such as the
PixelCNN. However, this does come at a price. The struc-
ture of the model leads to several challenges, including with
training, comparison against other networks, and sample
generation. That being said, there are many solutions to all
of these problems as described earlier. The PixelMRF has
huge potential in terms of its future applications. It could
potentially be used for image restoration, inpainting, and so
much more.
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