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Abstract

To interpret the engagement of an individual using var-
ious features such as facial affects or mood has been
an important research problem in many fields such as
academia and human-robot interactions. While much
research has been focused on predicting engagement
from a wide variety of features, the use of engage-
ment in predicting a feature such as mood is a rela-
tively unexplored area. In this work, we attempt to ver-
ify whether any correlation may exist between mood
sub-scale scores and self-reported engagement. We also
attempt to verify correlations for engagement with the
total mood disturbance scores of the mood-states from
our dataset and the change in mood in our dataset from
before and after a web session. We use Support Vec-
tor Machine (SVM) regression in order to analyze to
what degree, if any, these mood scores are related to en-
gagement. Furthermore, we model mood as a sequence
learning problem using facial Action Units (AUs) and
engagement as input into a Long Short-Term Memory
(LSTM) Recurrent Neural Network (RNN) in order to
analyze to what degree engagement may aid in predict-
ing mood. We evaluate our work on a rich dataset with
many features comprising of 110 subjects who partic-
ipated in a trauma recovery web-intervention. Our ex-
periments using SVM regression indicate the correla-
tion between mood and engagement is not significant.
Furthermore, our results from testing with AUs and en-
gagement as input to our LSTM were inconclusive due
to not attaining results as good as or better than the work
this builds on: Dhamija, S., and Boult, T. E. 2017a. Au-
tomated mood aware engagement prediction. In 2017
Seventh International Conference on, Affective Com-
puting and Intelligent Interaction (ACII), 18. IEEE.

Introduction
Mood significantly influences our daily lives, affecting mul-
tiple aspects of our cognition including behavior, perception,
and communication. As user-focused services continually
grow in demand, so too does the importance of enhancing
affective computing for use in various applications. Mood
prediction has particular importance in fields such as clini-
cal psychology and trauma recovery, in which predicting the
mood-states of an individual will relieve the need to take
extensive psychological assessments for a population which
may already be burdened. In addition to the psychological

benefits, the ability to interpret mood-states can also result
in improvements to many of our current technologies which
emphasize such implementations as the personalization of
interactive features to the user. Being able to predict moods
can lead to such implementations in the future as being able
to correspond to the mood of the user in the field of advertis-
ing (Lee and Hsieh 2009) and enhance other such interactive
technology to the user. Predicting moods can also be used to
develop on the field of human-robot interaction (Salam et
al. 2017) to eventually create robots which are able to adapt
themselves to the mood of the people they interact with.

Like mood, research into determining and classifying
engagement based on a person’s affects has also been
well established and is an area of interest for many fields
such as academics (Fredricks, Blumenfeld, and Paris 2004;
Whitehill et al. 2014), mental health (Dhamija and Boult
2017b), and human-technology interactions (O’Brien and
Toms 2008). Various research has been conducted into
classifying the engagement level of an individual based
on multiple factors such as context and facial affects de-
termined through computer vision (Whitehill et al. 2014;
Dhamija and Boult 2017b; Grafsgaard et al. 2013). O’Brien
and Toms (2008) has defined engagement to be determined
based on the experience of the interaction between the user
and the attributes of the system that he or she is involved
with. Based on this interaction, engagement can be observed
to a relatively high accuracy through facial data (Grafsgaard
et al. 2013) and can be augmented through the addition of
mood data (Dhamija and Boult 2017a).

Despite these continual advancements in determining en-
gagement, determining the mood of an individual from his
or her engagement has yet to be explored in-depth. This
work explores this novel concept of predicting mood from
engagement and verifies whether any such correlation be-
tween engagement and mood exists. We will be aiming to
answer these questions:

• If a correlation between engagement and mood exists, to
what degree is engagement able to determine the mood-
state of an individual?

• Would engagement better predict the change in mood
from pre-session to post-session?

• Will adding in other mood-states of different categories
from the mood-state we are trying to output aid in pre-



dicting mood from engagement?

• Additionally, if no correlation exists, then would engage-
ment aid in the prediction of mood using AUs?

Background Information
Moods and Mood Assessments: Wilhelm and Schoebi
(2007) have defined moods as affective states that influence
the cognition, experience, and behavior of an individual.
This is differentiated from emotions which are more short-
term reaction to stimuli or events. The mood of an individual
can typically be determined through the use of one or more
assessment tests. Each assessment has its own advantages
and may interpret a person’s mood in different ways depend-
ing on the type of test taken. Wilhelm and Schoebi (2007)
describes some assessments including the UWIST Mood
Adjective Checklist, the Multidimensional mood question-
naire, the Profile of Mood States (POMS), and the Positive
and Negative Affect Schedule (PANAS) when detailing the
types which have been used before. A shortened version of
the POMS, referred to as the POMS-Short Form (POMS-
SF), has also been introduced by Shacham (1983) and works
just as well as the POMS for determining the mood state
of an individual. As POMS-SF was the assessment used to
gather the data with which we will be working with, its re-
sults will be the one used with our mood prediction model.

Forecasting Engagement: Prior research has worked on
interpreting and forecasting the level of engagement based
on facial affects and the context of the user. Grafsgaard et al.
(2013) identified the engagement towards and effectiveness
of tutoring by identifying facial expressions. Whitehill et al.
(2014) also conducted research in academic engagement by
defining the engagement level of a group of participants with
binary classification and determining the academic effect of
high versus low engagement. They utilized three different
machine classifiers to determine the engagement of each of
the participants: GentleBoost with Box Filter features, SVM
with Gabor features, and Multinomial logistic regression
from the Computer Expression Recognition Toolbox. Based
on their results, they were able to determine the engagement
to a relatively high accuracy. Monkaresi et al. (2017) worked
on the automatic detection of engagement based upon sev-
eral components such as the facial expressions and heart rate
of the participants. From their research, the Kinetic Face
Tracker produced the highest correlation data to the actual
engagement in a task when compared against their other in-
dependent tests such as monitoring the heart rate. This was
accentuated by the participants’ task of writing which would
mostly obscure the facial features when they were looking
down while writing and had limited facial expressiveness.

Mood Prediction in a Different Context: Research has
also been conducted on predicting and classifying the mood
of an individual. In particular, researchers have proposed
various types of emotion and mood aware models for clas-
sifying or predicting the mood or emotion of a user based
on different methods including recognizing mood from key-
board and mouse interactions (Khan, Brinkman, and Hi-
erons 2013), recognizing mood from smartphone usage

(LiKamWa et al. 2013), gathering mood data by extracting
daily human behavior patterns and analyzing them (Ma et
al. 2012), and determining mood from a segment of a mu-
sic track (Lu, Liu, and Zhang 2006). Likewise, in the do-
main of emotion-aware models, similar research has been
done on recognizing emotions from speech (Koolagudi and
Rao 2012) and recognizing emotions from a combination of
cues from audio and visual data (Sebe et al. 2006). Appli-
cations of such models span a wide variety of fields includ-
ing online learning (Mao and Li 2009), expressing affective
states through an interface (Lisetti and Nasoz 2002), and
e-commerce recommender systems (Shi and Marini 2016).
Dhamija and Boult (2017a) attempted to automate the pro-
cess of detecting moods by using LSTM to assess using
automated mood from video segments to aid in predict-
ing engagement. Based on their results, the mood predic-
tion from their visual estimates performed as good as or
better than the self-reported total mood disturbance of the
participants. LSTM has also been used in other applications
such as speech recognition (Graves, Mohamed, and Hinton
2013) and classifying high-resolution images (Krizhevsky,
Sutskever, and Hinton 2012).

Engagement Arousal Self-Efficacy (EASE)
Dataset

We used the EASE dataset which consisted of a wide
variety of data including the self-reported engagement
and the POMS-SF mood assessment of a user during
a trauma recovery web session on the recovery website
http://ease.vast.uccs.edu/. This is the same dataset used by
Dhamija and Boult (2017a) and further described by them
in their paper. For this work, we will simply provide a brief
summary of the dataset and what parts we used from it.

In this dataset, each session consisted of two modules,
with the first two sessions being controlled sessions re-
stricted to the Relaxation (RX) and Trigger (TR) modules,
and the last session allowing the user to choose whichever of
the four remaining modules he or she wants to take. Due to
lost data from system errors or data corruption, some partici-
pants only have either their first or second sessions recorded,
but not both. The participants of this dataset were recruited
from various clinical centers mainly focused on health and
trauma. This dataset consisted of 110 participants of which,
88 were female, 17 were male, and 5 did not specify. 80%
were below the age of 46. To reduce the burden on the partic-
ipant’s who took the mood assessment, the original POMS-
SF questionnaire was reduced from 37 questions down to
24.

The POMS-SF mood assessment was taken before and
after each session in which their engagement was also
recorded through self-reports. Both the mood assessments
and the self-reported engagement were rated on a five-point
scale. The engagement was reported about 3 times over the
course of a session. From the assessments, the scores for
each mood were split into positive and negative sentiments,
of which only vigor represented the positive sentiment while
all the other mood sub-categories were negative sentiments.
A Total Mood Disturbance (TMD) score was then calculated



as the difference of the sum of negative sentiments n(x) and
positive sentiments p(x):

TMD =
∑

x∈negative sentiments

n(x)−
∑

x∈positive sentiments

p(x). (1)

Due to the some missing data in our dataset and a mis-
match of sessions and modules recorded for our mood-state
scores and our self-reported engagement, we cut down the
number of participants to 69. From these participants, their
scores from each of their sessions and modules were used
as input features for our prediction model. We used 3 differ-
ent features from this dataset to predict mood and compare
against our results for ground truth. In these features, our in-
put data included the associated action units (AU), which are
the calculated facial features from the participants’ videos,
and their self-reported engagement. Their mood-state scores
from their pre-session and post-session POMS-SF assess-
ments were used as ground truth. A delta mood was also cal-
culated from these scores as the change in mood score from
pre-session to post-session mood assessments. Not all the
mood-states could be scored the same however, with each
having a different amount of questions, e.g., tension: 5 ques-
tions, depression: 6 questions, anger: 5 questions, fatigue:
2 questions, confusion: 2 questions and vigor: 4 questions.
Similarly with the self-reported engagement, while usually
each module and session would have 3 self-reported engage-
ment scores, some of the participants either had more than
or less than 3 reported scores. Of these scores, we would
get rid of the extraneous engagement scores from our data
and only use the first 3 scores if more than 3 self-reported
engagement scored were available, or we would cut out the
participants who only had 1 or 2 self-reported engagement
scores.

Experimental Results
We started experimenting with a SVM regression model for
each category of mood, regressing the pre-session and post-
session mood scores individually rather than appending one
to another, to try to find some pattern in our data. Due to
engagement being recorded multiple times over a session
and module, to make it a simple input for our initial tests,
we took the average of the engagement scores and used
that as our input. Additionally, we also did a regression for
change in scores from pre-session to post-session of each of
the moods. We then compared these delta mood score re-
gressions to the results of the regression for the pre-session
and post-session moods to analyze which one would have a
higher correlation. Furthermore, we expanded on these mod-
els to regress along multiple input features in addition to en-
gagement to lower the rate of error in our data. For our tests,
we modeled a regression along moods of different categories
in addition to engagement to verify whether we could lower
the error from our results or not. Furthermore, we also set
up a basic LSTM to predict mood based on facial AUs and
engagement to determine whether or not we could lower the
loss of our model by adding in engagement on top of the
AUs to predict mood. For determining the accuracy of our
model, we compare our results to the true values from our

data and compute a rate of error for our dataset. For comput-
ing our error, we calculated the mean squared error (MSE)
of our predicted values from the ground truth of the actual
values in our dataset. In addition, we used a 2-sided paired
t-test to calculate the statistical significance of our data.

SVR Engagement Based Mood Prediction

Figure 1: A scatter plot of the test data from the fatigue
mood score calculated in the pre-session mood assessment
set against engagement. No pattern can seen in this data due
to the wide distribution of points across the entire plot. Ad-
ditionally, from having only been scored by 2 questions, the
scatter plot for fatigue shows a noticeable gap from the mood
score points only being plotted out every 0.5 points. While
not as randomly scattered as fatigue, all the other mood state
categories still lack any real pattern in their data distribution,

SVR Regression Results In the process of training our
model, we optimized the parameters of our SVM with Grid-
SearchCV. Because of the limited data we have available for
training and testing, we used the cross-validation to ensure
our model was optimized to predict in a more generalizable
nature so as to avoid overfitting. From our initial regression
tests on the dataset, we have found little to no correlation
for any of our regressed models. This is due to the highly
scattered nature of our data when setting mood against en-
gagement, showing only as loosely clustered points over a
section of the graph. This caused the MSE to result in a fairly
high rate of error for all of our regression models which were
used to predict the individual mood-state scores and the delta
mood-state scores. Fatigue in particular (as shown in Fig-
ure 1) showed a high variation in levels of engagement for
each mood score making calculating a regression line much
harder. This is likely also because of the different amount of
questions per mood-state which resulted in the scoring for
each also being different.

SVR Regression Results against Simpler Models Al-
though there was no pattern to be found in the data, the pos-
sibility of other, simpler models having better results was



MSE
Mood SVR Ridge Elastic Net
TMD: 1.57 1.02 0.97
Vigor: 1.06 1.06 1.09
Anger: 0.81 0.81 0.81
Tension: 0.95 1.01 0.99
Fatigue: 1.01 1.2 1.19
Confusion: 1.05 1.11 1.05
Depression: 1.21 1.02 0.94
All Moods Av-
erage MSE:

1.09 1.03 1.00

Table 1: Simpler regression models occasionally may per-
form better compared to more complex regression models
such as SVR. We compare SVR to two simpler models, Elas-
tic Net regression and Ridge regression, to evaluate the per-
formance between models in predicting mood from engage-
ment.

also a possibility, so we also tested on Ridge regression and
Elastic Net regression to verify if maybe a simpler model
would train better in comparison to SVR. As shown by Table
1, the results of simpler regression models were not much
better either. While using Elastic Net regression, the line of
regression was simply a straight line through the middle of
the data which demonstrates the lack of pattern in the over-
all data. As can be shown from Table 1, all of the moods
had a high MSE, with the simpler regression models neither
performing significantly better than or worse than the SVR.
The 2-sided paired t-test also showed a lack of any signifi-
cance in the performance of each of the models as demon-
strated by the p values being generally in a range from 0.2
to 0.8. Since no real pattern existed inside the data, none of
the regressions performed much better in comparison to one
another, showing in how the average rate of error was about
equal for all of the regression models. When calculating the
delta mood-state scores as the change in mood from before a
session to after a session, a slightly higher correlation could
be seen with the engagement during said session, although
the lack of any pattern still applies to the delta moods as it
did to the pre-session and post-session moods.

Multiple Regression Results By adding in one more in-
put feature into the SVM regression, we were able to reduce
the mean squared error of our data overall. From our ini-
tial regression models in which we only regressed a single
mood against the average engagement over a web session,
we found our MSE to be generally high in the range of 0.9 to
1.8, illustrating the lack of suitability for prediction in those
models. By adding in additional features such as moods of
different categories however, the MSE of some of the mood
prediction models decreased down to around the range of
0.4 to 0.6 by adding in moods of other categories as input
features.

Due to some mood scores lacking any significant change
pre-session to post-session, using the pre-mood of the same
category as additional input to predict the post-mood would
not have resulted in much of a problem. Therefore, for the

input, we compared each and every one of the mood-states
from separate categories in order to see if any mood-states
from separate categories could lower the rate of error in pre-
dicting any single mood. Generally, the error did appear to
lessen with an additional mood input; however, some moods
were obviously very poor indicators of each other and ac-
tually made the MSE higher, even if just by a small mar-
gin. On the other hand, a not statistically significant low-
ered MSE could also be found by moods which seemed
like they would affect each other to a larger degree. Anger
and tension appeared to have a higher correlation compared
to the other moods which anger was regressed with along-
side engagement. In the pre-session, POMS anger regressed
against POMS tension and engagement resulted in a MSE of
0.44, although it was not statistically significant (p = 0.36).
Similarly during the post-session, POMS anger regressed
against POMS tension and engagement resulted in a MSE
of 0.40, although this was also not statistically significant (p
= 0.278). On the other hand, post-session POMS anger re-
gressed against pre-session POMS tension and engagement
resulted in a MSE of 1.00, with these results actually statisti-
cally significant (p = 0.026). The possibility exists that some
of these correlations, or lack of correlations, occur because
of the biases contained in the data (referring to the different
number of questions for scoring per mood).

For the most part however, although these results were
not statistically significant, moods from the same assess-
ment (either the pre-session mood assessment or the post-
session mood assessment) had an apparently lower MSE
as compared to when predicting the mood from the other
assessment. As moods from assessments taken at separate
times would have less relevance to each other as com-
pared to moods taken from the same assessment, theoret-
ically, these results are to be expected. A few exceptions
did exist however, although the difference was not too big.
E.g., post-session POMS depression regressed against post-
session POMS confusion and engagement resulted in a MSE
of 0.73, although these results were not statistically signif-
icant (p = 0.665). Then post-session POMS depression re-
gressed against pre-session POMS confusion and engage-
ment resulted in a MSE of 0.69, although these results were
also not statistically significant (p = 0.495).

Interestingly enough, although the correlation between
any one mood and the rest were generally not good across
every one of the mood-state categories (with no improve-
ment or barely any when predicting with an additional mood
minus the exception of a few as mentioned before), using
the TMD based on the scores of a participant’s mood assess-
ment resulted in a lowered rate of error across every single
mood category. Except for vigor, every other mood category
regressed with TMD as an additional input had a relatively
lowered error rate, dropping to a MSE as low as in the range
of 0.3 to 0.4 for the moods from the associated assessment
(Although the results from the paired t-test indicated that
there was no statistical significance for these values with p
usually being in a range from 0.1 to 0.8). As the TMD was
calculated off of all the separate mood categories with only
vigor as a positive sentiment being subtracted from the rest,
these results appear to theoretically have some significance.



Based on these results, although most of them were not
statistically significant, a good possibility exists that predict-
ing a mood based on the moods of other categories (or at
least based on the TMD score) in addition to engagement,
depending on the mood, could have a decently high correla-
tion with each other.

LSTM Mood Prediction
While attempting to predict mood from engagement and
with other categories of mood was interesting, more evi-
dence exists to support the prediction of mood with facial
AUs (Dhamija and Boult 2017a). In order to predict mood
with AUs, we will need to model mood as a sequence learn-
ing problem. LSTMs are able to better handle longer se-
quences with long-term dependencies of AUs as opposed
to SVMs. For this reason, a sequence learning model such
as LSTM is better for adding in the sequences of associ-
ated AUs from the videos of each session and module in our
dataset. So in this section of our work, we turn to building a
LSTM which will be used to predict mood with facial AUs
in addition to engagement. We utilize the automated mood
prediction method from facial AUs done by Dhamija and
Boult (2017a) as a baseline for building our LSTM model
to use in our training. Their implementation was based on
Tensorflow, which was in turn based on Zaremba, Sutskever,
and Vinyals (2014) and Graves (2013). For our work, we
use Keras as a base to build our mood prediction LSTM
model. For the training and testing of our model, we used
the precomputed AUs provided by Dhamija. These AUs
were calculated using the work on OpenFace proposed by
Baltrušaitis, Robinson, and Morency(2016). OpenFace is an
open-source tool for detecting features such as gaze, head
pose, and AUs. Our work uses the same AUs as Dhamija and
Boult (2017a), e.g. Inner Brow Raiser, Outer Brow Raiser,
Brow Lowerer (intensity), Upper Lid Raiser, Cheek Raiser,
Nose Wrinkler, Upper Lip Raiser, Lip Corner Puller (in-
tensity), Dimpler, Lip Corner Depressor (intensity), Chin
Raiser, Lip Stretched, Lips Part, Jaw Drop, Brow Lowerer
(presence), Lip Corner Puller (presence), Lip Corner De-
pressor (presence), Lip Tightner, Lip Suck, and Blink. In
total, 20 AUs were tracked across the videos in our dataset.
The total number of frames the AUs were tracked over was
6126581 from all of the videos of the sessions and modules
we used from our data. We used as input segments of 30
seconds from each of our videos with the AUs having been
calculated at 30 frames per second for a total of 900 frames
per session and module.

Predicting Mood using AUs and Engagement Our re-
sults for predicting mood using AUs was inconclusive as
when predicting with both individual AUs and the entire set
of AUs, neither gave usable results. Due to our model mainly
predicting around the mean of our dataset, our results pro-
duced a MSE of over 1, with some results also exceeding a
MSE of 2. These high rates of error can be attributed to our
model not training well however. Better training will be nec-
essary to actually predict mood based on AUs as was simi-
larly done by Dhamija and Boult (2017a). After conducting
proper optimization of our model and cross-validating our

data to avoid overfitting, the rate of error should become
smaller and the model should fit better during training. In
addition, as we had overall poor results, we could not de-
termine whether adding in engagement as an input on top
of the facial AUs actually aided in predicting mood or not.
Although our work has not produced substantial results for
predicting mood from engagement with facial AUs, the re-
sults of automated mood predictors done by Dhamija and
Boult (2017a) does show a strong indication of being able to
predict moods based on AUs at the very minimum. As our
results could not match up to theirs, more research will need
to be done in order to verify whether predicting mood from
AUs with engagement will actually produce better or worse
results.

Future Work
Future work in engagement based mood prediction may fo-
cus on whether using more time segments or less as input
may enhance the prediction capabilities of the LSTM. In our
work, we focused on predicting mood using 30 second time
segments from videos to predict mood with the aid of en-
gagement. As our work did not produce useful results from
using facial AUs as input to predict mood, first optimizing
our LSTM model would be necessary to perform as good as
or better than Dhamija and Boult (2017a). After finally hav-
ing a working model, shortening the time segments down
to 15 seconds may still be enough to provide results or it is
also possible extending the time segment to 45 seconds may
give better results in predicting mood. In addition, using the
trigger and relaxation modules to predict moods in context
would also be a good test to identify how much context may
affect mood scores or change in mood scores. Similarly, de-
tecting which AUs correlate to which mood-state scores the
highest may also be a good test to identify whether certain
AU features, such as inner brow raiser or outer brow raiser,
may affect certain mood-states more than others. In addition,
the statistical significance of most of our results were not
significant enough to decide whether our data was good or
not. As a consequence, we could only, at most, form conjec-
tures based on the results of our data. In future work, further
testing of the significance of our results can be conducted
using bonferroni corrections.

Conclusion
Most prior work has focused on identifying and classify-
ing engagement using computer vision, occasionally with
the use of the acquired mood data of the individual to aug-
ment the results. Mood on the other hand has been predicted
using visual, audio, or other such data, but not engagement.
We work on a novel problem which has yet to be explored by
anyone to the best of our knowledge by attempting to predict
mood from engagement. The ability to predict moods from
engagement has many possible applications in a wide vari-
ety of fields such as robot-human interactions, clinical psy-
chology and advertising. In correspondence with this work,
trauma recovery could also be improved to minimize the
need of taking mood assessments by just predicting their
mood from some other data instead. Based on our current



results, regression for a mood with just engagement as an
input does not produce any patterns which can be used for
predicting mood. On the other hand, adding in more input
features, depending on what input feature is used, can either
positively influence, or negatively influence the rate of er-
ror. From attempting to regress mood along moods of differ-
ent categories, while some moods showed a decrease in the
MSE, others actually increased it. Only the calculated TMD
score of the mood set actually decreased the error for all of
the moods, although some moods decreased from the TMD
input more than others. Due to a flaw in our model, our work
using a LSTM for predicting mood from facial AUs was un-
able to produce results comparable to Dhamija and Boult
(2017a). As we could not obtain results as good as or bet-
ter than them, we were unable to verify at the current time
whether or not adding in engagement would aid the model
during training or not.
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