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Abstract—Confidently distinguishing a malicious intrusion over
a network is an important challenge. Most intrusion detection
system evaluations have been performed in a closed set protocol
in which only classes seen during training are considered
during classification. Thus far, there has been no realistic
application in which novel types of behaviors unseen at training
– unknown classes as it were – must be recognized for manual
categorization. This paper comparatively evaluates malware
classification using both closed set and open set protocols
for intrusion recognition on the KDD’99 dataset. In contrast
to much of the previous work, we employ a fine-grained
recognition protocol, in which the dataset is loosely open set –
i.e., recognizing individual intrusion types – e.g., “sendmail”,
“snmp guess”, ..., etc., rather than more general attack categories (e.g., “DoS”,“Probe”,“R2L”,“U2R”,“Normal”). We also
employ two different classifier types – Gaussian RBF kernel
SVMs, which are not theoretically guaranteed to bound open
space risk, and W-SVMs, which are theoretically guaranteed
to bound open space risk. We find that the W-SVM offers
superior performance under the open set regime, particularly
as the cost of misclassifying unknown classes at test (i.e.,
classes not present in the training set) increases. Results of
performance tradeoff with respect to cost of unknown as
well as discussion of the ramifications of these findings in an
operational setting are presented.
Index Terms—Intrusion Detection, Open Set, Malware, Recognition, Machine Learning, Support Vector MachinesIntrusion
Detection, Open Set, Malware, Recognition, Machine Learning,
Support Vector Machines

1. Introduction

Intrusion detection systems (IDS) seek to recognize
anomalies and attacks in networks. Thus far, the problem of
distinguishing between normal and malicious activities has
approached classification with a closed world assumption.
A closed world can consider at classification time only
instances from classes that were available in the training
set [1]. Applications to a real world environment where
both pre-seen known classes must be recognized and novel
classes must be labeled as “unknown”, have heretofore
not been taken into consideration. Although some authors
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Figure 1. In contrast to unrealistic closed-set benchmark settings,

this paper tackles the open set intrusion recognition problem. Consider three types of intrusive behavior shown as green, blue, and
purple classes, with decision boundaries shown as linear classifiers.
These classifiers partition the hypothesis space such that each
class of data has unbounded support; thus a sample from a novel
unknown class – i.e., far from known data (shown as a question
mark) is classified as belonging to one of the three classes under
this regime. Instead it should be brought to the attention of the
system operator by marking it with an “unknown” label. Open
set recognition seeks to bound the classification decisions by the
support of known data (shown by the red square). In this closed
space, the classification decision is reasonable, and the decision
made by the classifier is used as the classification decision. Beyond
this bound (e.g., in open space), an effective open set classifier
recognizes that samples are not supported by known training data
and the classification is marked as “unknown”.

defend a testing methodology in real environments, most
advocate an evaluation procedure in experimental benchmark settings [2]. Both techniques have benefits and con-

sequences. One advantage of evaluating real environments
is that the traffic is amply realistic and unknown attacks
are present, but the effectiveness of the system can only be
evaluated in a post-mortem sense, due to the risk of potential attacks: some form of benchmarking is required, but
evaluation protocols to date are highly artificial, often with
unrealistic distributions of attack and normal data. Moreover,
benchmark evaluations are almost always constructed under
the premise that all classes of attack and normal behavior
present in test will have been seen in train.
This benchmark assumption is unrealistic. Often, novel
classes of attacks will emerge precisely to defeat the intrusion detection system. The best recourse that the system
can have is to mark these attacks as unseen and flag them
for human inspection and training of a newer version of the
classifier (or performing dynamic updates in the incremental
context).In this paper, we provide the first open set intrusion
detection analysis by performing fine-grained recognition
of attack types within the KDD’99 dataset, wherein not all
classes in the test set are seen at training.
This dataset is mostly closed-set, where all instances are
classified as either normal or malicious.
Research in intrusion detection has been mostly focused on anomaly-based and misuse-based detection techniques [3]. Misuse-detection is generally favored in commercial products due to its high accuracy. On the other
hand, anomaly-detection is conceived as the more powerful
method in academic research, due to its theoretical potential for detecting novel attack types. Developing a robust
intrusion detection system follows performing either form
of misuse or anomaly detection, or a combination of them
on network traffic data, which can involve employing a customized machine learning algorithm – the algorithm’s goal
being to learn the general behavior of the data set so as to be
able to distinguish between normal and malicious activities.
The novel open-set approach to intrusion recognition that
we present in this paper combines both anomaly detection
and discriminative misuse-detection via one unified open set
classifier (the W-SVM).
Malware classification can illuminate how malicious
software attacks devices, the level of threat it poses to those
devices, and how to defend against it. Most intrusion recognition techniques, as surveyed in [2], [4], and [5], assume
that all classes seen at classification time are also present in
the training set and yield recognition accuracy only for a determined closed set of classes. Realistically, recognition has
to consider three basic categories of classes: known classes,
known unknown classes, and unknown unknown classes [6].
Known classes are those with distinctly labeled positive
training examples, which also serve as negative examples for
other known classes. Known unknown classes are those with
labeled negative examples. Known unknowns are not necessarily grouped into meaningful categories. The inclusion
of known unknown classes results in models generated with
an explicit “other class,” or a detector that is trained with
unclassified negatives. Finally, unknown unknown classes
are classes unseen in training.
We seek to show how multi-class recognition of un-

known data points can be extended to malware classification through an evaluation comparison of support vector
machines (SVM). We chose the KDD’99 dataset as our
benchmark to perform malware classification using a Radial Basis Function (RBF) kernel SVM and the Weibullcalibrated SVM (W-SVM) algorithm. By classifying on finegrained attack types within th KDD’99 dataset, we implicitly
transform the problem to an open set one, which we evaluate
under two protocols: a closed set evaluation protocol and
an open set evaluation protocol. While the RBF SVM is
not mathematically guaranteed to bound open-space risk
(amount of unsupported unknown hypothesis space labeled
as a class in training), we can attempt to do so by performing
thresholding on Platt-calibrated probability estimates; the
W-SVM by contrast is mathematically guaranteed to bound
open space risk, but the tightness of the bound can vary. In
analogous contexts in object recognition and OCR, Scheirer
et al. found that the W-SVM performs significantly better in
an open set regime than other state-of-the-art for the same
tasks [6].
Our contributions are as follows:
•

•

•

•

We evaluate the KDD’99 dataset under an open set
framework and demonstrate how open set classifiers
can yield gains in accuracy.
We introduce a novel analysis on the cost of
unknown misclassifications that illustrates how a
choice for an open set or closed set classifier when
evaluating the data can impact the cost.
We perform fine-grained classification on the
KDD’99 dataset as opposed to using the four rough
categories most other evaluations have followed.
We analyze dataset balance and evaluate its effects
on classification.

2. Related Work
Although the KDD’99 dataset is not the best dataset
for intrusion detection evaluation, the ubiquitous nature
of the KDD’99 dataset in intrusion detection research is
our motivation for selecting it. A year-wise distribution of
datasets used for intrusion detection experiments can be
found in [4]. Among them, and ranked as the the most
widely used, is the KDD’99 dataset. This demonstrates how
widely-used the KDD’99 dataset is for intrusion detection,
despite its limitations. KDD’99 was constructed based on
the data captured in the DARPA’98 IDS evaluation program.
The dataset is composed of 4 gigabytes of compressed raw
(binary) tcpdump data collected from 7 weeks of simulated
attacks on network traffic. The training dataset contains
about 4,900,000 single connection vectors, each of which
contains 41 features and is labeled either as “normal” or
an “attack.” The attacks simulated on the network can be
categorized into the following: Denial of Service Attack
(DoS), User to Root Attack (U2R), Remote to Local Attack
(R2L), and Probing Attack.
Important deficiencies in the KDD’99 data set include a
huge number of redundant records. Tavallaee et al. analyzed

the KDD’99 dataset and discovered that 78% and 75% of
the records are duplicated in the train and test set, respectively [3]. Within the train set, these redundancies will cause
learning algorithms to be biased towards more frequent
records, which in turn hinder it from learning infrequent
records. Infrequent records are typically more harmful to
networks, for example User to Root Attacks (U2R). Within
the test set, redundancies will cause the evaluation results to
be biased towards methods that have better detection rates
on the more frequent records. In the Approach section of
this paper we discuss the procedure we took to normalize
the KDD’99 dataset before conducting our experiments.

2.1. Open Set Recognition
Differentiating intrusion detection and intrusion recognition is important for understanding the applications of
this paper. Detection generally demands the identification
of anomalous behavior, whereas for recognition we assume
there are some classes we can recognize in a much larger
space of things we do not recognize. Open set recognition
can be defined as a real world problem for which unknown
inputs and incomplete knowledge are present in multi-class
recognition. When considering open set recognition, many
of the assumptions behind traditional statistical learning,
Bayesian models, and generative and discriminative models
oftentimes do not hold. Despite this, open set recognition
can be adapted to provide probabilities for thresholding
decisions where those decisions depend on the validity and
shape of those probabilities [6].
In the scope of computer vision, [7] formalized the open
set recognition problem as a risk-minimizing constrained
functional optimization problem. They introduced a novel
“1-vs-Set Machine” that defines a decision space from the
marginal distances of a 1-class or binary SVM using a
linear kernel in order to support better generalization and
specialization in a manner that remains consistent with the
open set problem definition. The experiments performed for
object recognition and face verification reveal that the 1-vsSet Machine is highly effective at improving accuracy when
compared to 1-class and multi-class SVMs under the same
test regime.
In 2014, Scheirer et al. addressed the general idea of
open space risk limiting classification in order to accommodate non-linear classifiers in a multi-class setting [6].
In examining the problem of open set recognition, they
proposed a model incorporating an open space risk term
that could account for the space beyond the reasonable
support of known classes. Statistical extreme value theory
(EVT) was used to develop a novel approach to probability
estimation for SVMs by observing that the distributions of
score tails near the decision boundary follow EVT distributions. This novel approach is the Weibull-calibrated SVM
(W-SVM), which combines Compact Abating Probability
(CAP) models in [6] with EVT for improved multi-class
open set recognition. Within a CAP model, probability of
class membership wanes as points move from known data
to open space, which accounts for the unknown unknowns

without the need to explicitly model them. The experimental results show the strong impact of openness on SVMs,
where applying open set recognition requires thresholding
on estimates that are robust to unknown classes and decay
away from training data. Nevertheless, with very limited
sampling in training for a class with large variation in its
feature space, it may not always be possible to fit a good
Weibull model to the data.
More recently, in 2016 Rudd et al. surveyed malicious
stealth technologies and existing autonomous countermeasures [1]. Their findings suggest that while machine learning
has potential for generic and autonomous solutions, several
flawed assumptions fundamental to most recognition algorithms inhibit a direct mapping between the stealth malware
recognition problem and a machine learning solution. The
closed world assumption was the most notable of these
flawed assumptions. Unseen classes at classification time
exist for truthful intrusion recognition tasks, and neither all
variations of malicious code nor all variations of harmless
behaviors can be known apriori. Finally, Rudd et al. introduce an open set recognition framework to be incorporated
into existing intrusion recognition algorithms. The central
point being that there is no need to discard closed set
algorithms in order to manage open space risk, given that
they are combined with open set recognition algorithms.
Closed set techniques are regarded as sufficient solutions
when they are well supported with training data, however,
open set algorithms are necessary to draw meaning from
closed set decisions. Thus, the open set problem can be
approached by using an algorithm that is inherently open set
for novelty detection and that rejects any closed set decision
as unknown if its support is below the open set threshold [1].

3. Approach
Support vector machines (SVMs) were formally proposed in 1992 with a publication by Boser, Guyon, and
Vapnik [8]. SVMs first map the input vector into a feature
space to then obtain the optimal separating hyper-plane in
the feature space. In addition, the decision boundary, i.e., the
separating hyper-plane, is determined by the support vectors
rather than the entirety of training samples and as a result
is extremely resilient to outliers.
SVMs were first designed to perform linear classification, fit to a training set of binary labeled data, but they
have been extended to both multiclass problems via one-vsone and one-vs-rest formulations, nonlinear problems via
kernelization, and one-class formulations [9].
For a kernelized SVM, the classification decision for
sample x0 is given by
h(x0 ) =

M
X

↵i yi K(xi , x0 ) + b,

(1)

i=1

where M is the number of support vectors, ↵i is the Lagrange multiplier and label corresponding to the ith support
vector, xi is the ith support vector in the input space, K is
the kernel function, and b is the bias [9].

Figure 2. When evaluating the KDD’99 dataset, train and test datasets can be considered at different granularities. Most authors evaluate

either the intrusion detection setting – i.e., binary classification of samples as malicious or benign. While some authors classify different
samples by metatype (DoS,Probe,R2L,U2R,Normal), which is a closed-set protocol, we perform fine-grained evaluation of the KDD’99
dataset, in which novel types of attacks are present in the teset set. Attack classes that are present in the test set that are not present in
the train set for the original KDD’99 dataset are shown in blue (this is prior to changes from pre-processing discussed in Sec. 4.1).

Standard SVMs do not provide a calibrated posterior
probability as the classification output, which limits the postprocessing of the evaluation. Platt empirically found that
training an SVM then performing a maximum likelihood
fit of a sigmoid on distances of training samples from
an SVM’s decision boundary, yields a good discriminative
estimate of probability of inclusion with respect to a class
of interest [10]. The normalization is parameterized as
(x; c, t) =

1
1 + exp( c(x

t))

,

(x; c, t) =

1
(1 + e

c(x t) )

(2)

where c, the temperature of the sigmoid and t, the
translation parameter, are learnt by Maximum Likelihood
Estimation (MLE). However, Platt calibration this does not
bound open space risk in the binary setting, due to the
infinite extent of a sigmoid. When averaged over multiple
classes in a 1-vs-1 multiclass regime, Platt calibration can
bound open space risk, but there are still no guarantees. Even
with the assumption that all classes are mutually exclusive,
the unknown unknown classes prohibit the use of the law
of total probability that underlies Bayes? theorem [6]. Open
set recognition cannot only use the maximum a posteriori
probability (MAP) estimate over the known classes as the
best solution because MAP estimation requires the full
posterior distribution, and a consideration of all classes. The
relevance of only the known classes is insufficient.
Scheirer et al. note that, while it is well known that
one-class models are typically less effective than binary
machines, the decision score of a binary SVM is not a
canonical sum [6]. However, the decision score can still be
useful because improved probabilities will generally result
in tighter bounds about the class of interest. After collecting
all of the positive coefficients into one sum, and all of the
negatives into a second sum, and splitting the bias between
them, one can view the SVM as applying a decision rule on
whichever is more similar. Effectively, this technique combines both positive and negative evidence. By only working

W-SVM

Figure 3. Let red correspond to the decision boundary. Platt calibra-

tion (sigmoidal) with respect to distance from the decision boundary of an RBF SVM does not bound open space risk because when
thresholded (green), the calibration still labels unbounded space
with approximately 100% probability. Probabilities of inclusion
returned from a Weibull-calibrated W-SVM (e.g., blue) abate to
zero with distance from the actual data, and thus provably bound
open space risk.

with the positive or the negative data, one can obtain a model
for nicely bounded results from a binary SVM that can be
used in addition to the one-class probabilities. This model
is the Weibull-calibrated SVM (W-SVM). To bound open
space risk, the W-SVM uses the decision output from an
EVT-calibrated one-class density estimator RBF SVM. To
bound open space risk, there is a constraint that ↵i be nonnegative 8i; thus not all formulations of one-class SVMs will
do because this constraint is vital to the compact abating
property in Theorem 2 of [6].
For the purposes our experiments, we use a 1-vs-Rest
implementation for the W-SVM from [6], and a 1-vs-1 default implementation from Scikit-learn for the conventional

RBF SVM. A Gaussian RBF kernel was selected for all
of the SVMs. Note that Scikit-learn default implementation
uses an averaging of calibrated Platt probabilities, which
make many class pairs (1-vs-1) more resilient to an open
set protocol.
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Figure 4. Training and Testing Counts per Class Post Unique
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4. Experimental Evaluation
4.1. Dataset Preprocessing
We took note of [11], [3], and [12] and removed duplicate entries from the training set and the test set. This
was also done in the interest of overall computation time. It
is possible that entries between the test and training sets
correspond, however within each respective dataset there
are no identical entries. We reduced the training set from
4898431 entries to 1074974 entries. The test set was reduced
from 311029 entries to 77216 entries. We noticed that
two of the classes within the training set accounted for a
disproportionate amount of the data, so we down sampled
these classes by 100 times. Classes with fewer than 20
samples we removed entirely from the training set. In order
to format the data for learning we normalized each vector
element to a 0-1 range using a linear min-max scaling across
all data on an element-wise basis. For the categorical data,
we assigned integer values corresponding to an index in a
number of categories prior to conducting the scaling. We
hypothesize that a different encoding could yield superior
results e.g., a one-hot encoding. However, this increases the
feature vector length along with computation time and is
orthogonal to the analysis in this paper. We trained both the
RBF SVM and the W-SVM using these chosen parameters.
We used the 1 vs. Rest W-SVM when comparing against
the 1 vs. 1 RBF SVM – the default scikit-learn SVM.
In order to determine a good value for C and
in our
experiments, we first performed a 3-fold cross validated
order of magnitude grid search over the training set. We
used a grid of C, 2 {10 5, 10 3, . . . , 105 }. Based upon
accuracy over this grid search, we selected a C value of
1000 and a value of 0.1 for training our classifiers.

4.2. Closed Set Protocol Evaluation
We evaluated classification error in terms of both closed
and open set accuracy. For the closed set protocol this
is simply the number of correctly classified test instances
out of the total number of test instances, which does not
account for unknown classes: i.e., all test instances with
labels not present in the training set will be misclassified
under this protocol. For the RBF SVM we obtained a closed
set accuracy of 91.1%. For the W-SVM we obtained a closed
set accuracy of 90.1%. It is not surprising under a closed
set regime that the RBF SVM outperforms the W-SVM.
Despite the fact that out of the classes in the test set
there were 25 classes that were not seen in training, due
to disproportionate sampling that we did not account for,
only about 5% of the test data consists of unknown classes.
This is one of the reasons for the relatively high accuracy
numbers (i.e., >90%) even under the closed set regime. We
also found one label in the training set that was not found in
the test set, which could contribute to misclassification error
in test. Overall, the number of classes in training was 14
and the number of classes in testing was 38. There were 25

classes found in the testing set that were not in the training
set.

4.3. Open Set Protocol Evaluation
For evaluating under an open set protocol we thresholded probabilities returned by both W-SVM and the Plattcalibration on the RBF SVM by a variety of different thresholds. We do not address threshold selection in this paper,
although this has been discussed in several other works
including [7] and [6]. Instead, we inspected results under
a variety of thresholds from 0.1 to 0.3. For 0.1 the W-SVM
scored an accuracy of 91.3% and for 0.3 scored 90.8%. For
0.1 the RBF SVM scored 91.1% and for 0.3 it scored 91.5%.
This suggests that generally, even for an open set protocol on
the testing set, while using an open set classifier closes the
accuracy gap, the thresholded RBF SVM generally achieves
slightly superior classification performance.
This discrepancy is due to the fact that despite having a
large number of unknown classes, the majority of the samples in the test partition are still from the common 13 classes
seen in the training set. With a large proportion of these
corresponding to “normal” behavior. Thus, although the
KDD’99 dataset has open set characteristics, it is still mostly
closed set in nature. However, when we independently evaluate open set performance on known and unknown classes
within the test set, we find a telling insight: namely, for only
known classes the classification performance of the RBF
SVM is 96.2% and the W-SVM is 95.1% under threshold
0. For the RBF SVM it is 96.2% under 0.1 and the W-SVM
is 94.6%. Under a threshold value of 0.3, the RBF SVM
exhibits accuracy of 96.2% and W-SVM of 93.7%. This
suggests that RBF SVM predictions are highly confident. On
the other hand, the W-SVM suffers performance decrease
in the purely closed set regime when classifying sparse
instances. However, for the unknown samples in the test set
we see a much different trend. For the unknown instances
in the testing set, for RBF SVM at a threshold of 0.1 no
samples are rejected and at a threshold of 0.3 only 6% of
the samples are rejected (correctly classified as unknown).
For the open set classifier on the other hand, at a threshold
of 0.1, 30% of the unknown samples are correctly rejected.
At a threshold of 0.3, 39% of the samples are correctly
rejected. Thus, the open set classifiers serve better to reject
unknowns, although there does appear to be significant data
overlap between known and unknown classes due to the fact
that a minority of the unknown samples are rejected. This
could be due to an insufficiently expressed feature space.
Perhaps a one-hot vectorization of categorical data would
be better for future work.

4.4. Applying Open Set Classifiers: Quantifying
Cost of Unknown
An important question to address is what is the number
of unknowns samples that one would expect to see in a real
network traffic environment? This is not simple to ascertain; also, even quantifying “unknown” is difficult because

Figure 5. This figure depicts decay in accuracy as we up-weight the

cost of labeling an unknown instance as coming from a known class
for both open-set and closed-set classifiers. When attributing no
cost to making classification errors on an unknown class depicts, an
unthresholded RBF SVM is superior to the W-SVM. The situation
quickly changes, however, as we upweight the cost of unknowns.
This is because, for an open set classifier with thresholds 0.1 and
0.3, unknowns are better rejected (0.1: 30% and 0.3: 39%) than
with a closed set classifier (0.1: 0% and 0.3: 6%).

different classes of data are often ill-defined – e.g., should
a previously unseen form of novel “normal” behavior be
labeled as unknown. According to our open set protocol
the answer is no, because we only have labels of finite
granularity, but in a realistic operational setting, the story
may be different.
In Sec. 4.3, we saw that the closed set classifier performed comparably to the open set classifier on the KDD’99
dataset open set protocol, when considering both known and
unknown classes, closing the performance gap in the purely
closed set regime. However, it is important to consider that
the majority of the KDD’99 test partition is dominated with
“known” benign samples, which may well be anomalous
with respect to the support of the training data. With that
in mind, amidst a sea of non-malicious traffic are anomalies that can compromise the secure state of the network.
Thus, the cost of mislabeling an unknown sample is highly
dependent on the operational constraints.
In Fig. 5, we evaluate the impact on perceived accuracy
with respect to number of unknown samples, or equivalently,
“cost of unknown”. Weighting the relative importance of
accuracy on known and unknown partitions of the test data.
When accuracy on unknown samples is given no weight,
the RBF-SVM dominates, but as we sligtly upweight the
cost of unknown to just 7%, (i.e., accurate classification of

unknown is given 7% weight, whereas accurate classification of known is given 93%) the W-SVM’s performance
quickly eclipses that of the RBF SVM, with an increasing
performance gap as cost of unknown increases.
Thus, open set recognition has tremendous potential in
the intrusion recognition realm depending on the application. Curves like in Fig. 5 can serve to choose between
open-set and closed-set classifier for the application at hand.

5. Discussion
Within our training set we had an extra label (34) that
was not present at test time for our fine-grained experimental protocol. This likely contributed to misclassifications,
resulting in reduced accuracy. Also, while we performed
rebalancing on our training set, in terms of reducing overrepresented samples, the only processing that we did on
our test set was to remove duplicates. Thus, this also likely
reduced classification accuracy because the training set bias
no longer matched the test set bias.
To thoroughly evaluate closed-vs-open set classification
within the inrusion and malware recognition domain, more
datasets are required, our experiments have offered the first
experimental proof points that suggest that using an openset approach open has previously untapped potential for
distinguishing novel types of behaviors. For the purposes
of malware classification, this problem space had yet to be
applied in an experimental evaluation until now.
The KDD’99 dataset is ripe with flaws and, as we
discussed in the previous section is still very closed. This
presents limitations with the approach and the degree to
which we can extrapolate from our results to real intrusion
detection settings. A more realistic dataset would allow
for more thorough evaluation of our open set protocol.
Moreover, operational considerations, including the cost of
unknown with respect to a particular system and the degree
of troubleshooting expertise of system/network operators
plays an important role when considering system design.
As our experiments show, assuming low “cost of unknown”,
running experiments on the raw KDD’99 dataset, open set
recognition provides little benefit due to the closed nature
of the dataset; we have to open the dataset to get serious
benefit. The degree to which open set recognition works well
is largely a function of the dataset. KDD’99 is extremely
closed, because it was designed as a closed set benchmark.
This is why we had to, contrary to the conventional KDD’99
protocol, perform evaluation on fine-grained individual attack types, not just attack meta-types (cf. Fig. 2), for which
the KDD’99 dataset is not closed set, there is likely noticeable overlap between malware categories, so the KDD’99
dataset may be more closed than our open set protocol
suggests. Despite this, we were still able to demonstrate
performance gains offered by an open set classifier.
Overall, the RBF SVM outperformed the W-SVM on a
purely closed set evaluation of the data, but we saw a shift in
applying an increasingly open set evaluation where the WSVM took the lead in performance accuracy. In the future,
these techniques should be extended to a better dataset and

therein re-evaluated. We demonstrated that When the cost
of unknown increases, however, by applying an open set
protocol, we were able to garner useful results that closed
set classifiers cannot deliver. A similar protocol can easily
be applied to a more realistic dataset in the future.
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