Abstract (aka intro)


	Steganography is the study of hiding the fact that there is a message.  This normally involves hiding text or some other medium into another medium related or not.  Steganalysis is the study of finding these messages at least there existence and in an ideal world the ability to extract them in a readable format.  In this paper we go over the basics of Steganalysis about what it is and how it is normally used.  We also go into some examples to show how this really works with a specific program.





Background


What is steganography


	Steganography is the hiding of messages.  This kind of technique goes very far back with examples in Roman times using such techniques.  The idea of this is security through obscurity.  Normally this is considered very bad form, at least in the Cryptography world.  However with this it's normally more than just security through obscurity.  The actual hiding of messages is often based on a password so even if you locate something you normally can't get the message.  We will go over this a little bit more in detail later on.


	There are many different medium that this can happen on.  The most well known case is hiding an image with in another image.  It was thought that during 9/11 terrorists used this kind of technique with free websites like www.ebay.com to plan there attack.  Some other cases that we have seen before is hiding messages in text or hiding messages in video or sound.





What is steganalysis


The idea of steganography is that hiding a message will make it secure.  On top of this however there is also the fact that people might not want to know there is any communication at all.  The act of finding out what is hidden in message and finding if they are steganographic or not is the art of steganalysis.


	Steganalysis can be broken into three different sections overall.  Detection, destroying and extracting.  Each of these is an important part of steganalysis and in general are one step harder than the last.


	Detection is simply knowing if there is or is not a message hiding in a medium.  While actually extracting the message would prove this often you are not able to get this far.  So detection is normally based on probability.  You would be able to say something along the lines of this images has a 90% chance to have a message embedded in to due to these stats.  While you are not able to get the image this can still add value to an argument that something is hidden on these images.


	Destroying is stopping a message from happening.  When you don't actually have control of the medium the message is being sent over this is normally impossible.  Something like a book at a public library you will not be able to destroy the medium.  However when do you do have control it is possible to destroy messages.  The important thing however is that you keep the medium in tack.  If two people really are simply doing legit communication you don't want to stop any information from getting through.  However if there are hidden messages you want to make sure this does not get through.


	Extraction of a message is the holy grail of steganalysis.  This is as it sounds getting the hidden message out of the medium.  There are two different case here.  The first is you know the method that was used.  The second is if you have no idea what method was used.


	In the case where you know the method that was used you still have work to do.  Often this messages are still encrypted with a key.  This is very similar with cryptology where you know the method that was used but not the key.  With out the key it will still be very hard to find the message and the better the method the harder it will be.  The key is used to start a random key generator about where everything should be placed in the image.  This randomness makes it hard to extract the message especially is the message is also encrypted.  Since most of what would be pulled out is random it will be hard to figure out what you should look for.


	In the case where you don't have the method things get even harder.  First you much try to figure out what method is used.  Specific methods will often have different signatures.  You have to either find this or you have to find another way to get the message out.  While this is often the case this is similar to not knowing the method of encryption in cryptography.  While studies have been done on this it's similar to the down side of security through obscurity.  It is normally considered bad form not to assume you don't know the algorithm but since there are so many out there this is still considered.





Why is steganalysis needed


	There are many reasons we use steganography and as such there are many reasons we use steganalysis.  There are both good and bad reasons for this.  First a little example on why we might want this.


	This is considered the prisoner problem in steganography.  Assume there are two different inmates Alice and Bob.  They both want to break out and have to plan how to do this.  The only method they have of communicating is through messages however all of these messages go through the warden.  This is where they would use steganography.  They could hide a message with in this commutation to coordinate the break out.  It is up to the warden to stop this through the use of steganalysis


	First off the warden would like to detect hidden messages.  If he sees there is a good chance of foul play going on he can stop all communication between both parties.  While this is not ideal since it would be nice to allow communication it will still stop any break out from happening.


	Second the warden would like to destroy the message.  Doing so would still allow communication but would stop break out attempts from happening.  The warden would be able to modify the message to there liking and thus hopefully destroying the message.


	Third the warden would like to extract the message.  Doing so would give undeniable proof that they were trying something.  With this the warden would be to take appropriate caution and stop all attempts they might use now since the warden know exactly how it would go down.


	While this is not a real example it sets up what we are looking for.  It should be possible to extrapolate more cases from this.  This does show however why it steganalysis is a useful technology.


	Some other uses for this happen often in the court room.  Often people will hide incriminating evidence on there computer but will steganography to hide this.  Something like child pornography would be able to be hidden this way.  In order to stop this person you would have to find proof.  If someone finds a lot of files which are all detected to have something hidden in them this would be able to be used in court as a piece of evidence of the puzzle.


	There are also bad uses for steganalysis.  Often artists will sign there works of art with steganalysis. They will hide there name in there image so the human eye can not detect it.  If you are able to destroy this through steganography and add you own water mark through steganography it would be possible to steal someone else work.





Examples


There are many different techniques for steganalysis depending on the medium and how much you can control that medium.  The first we will go over is text.


	Text is a simple example.  Here we are talking about plain text, nothing like encoding a message on the inside of a word document but something like using a book from the library.  There are many different ways to encode this.  Normally what is done is from the plain text there is a key chosen.  Some times simply the beginning character of each word or something more complex like the offset of character for each one.  So you would randomize a seed which would choose 5 character in, 3 characters in, 7 characters in and so on until you have a message.  This can be done with both a self written message or something like a book from a library.


	Each have their advantage and disadvantages.  With a written message it would be easier to encode since you are able to choose the language and where each character is but would be easier to change the text from a steganalysis point.  With the book it would not be possible to change it to the steganographer's liking so you need to choose something that could get your message across however it would be impossible to change from a steganalysis point of view.


	In terms of detecting it's only possible to detect self made messages.  You would have to look for things like odd language or an unusual use of white space.  This would signify something is up in the text and there there might be a hidden message.  For the book case you can not be sure unless you intercept the key or know there is a key somewhere.


	For destroying you would have to change the text some how.  This of course is impossible with the book case.  However in the text case it would be possible to change the white space which would cause the character offset to fail.  If you also change to wording but still contain the same meaning it would be possible to stop the use the first character encoding.


	Often people will encode messages in pictures also.  There are many many techniques for this method since this is one of the main cases we see in use.  There are methods which change the LSB of the image so it will be undetectable to the human eye but the message will be still there.


	For the detection there are again many different methods.  The most common is looking at the LSB be.  While it is often assumed by people a single bit for each pixel would not be able to contain information about the over all image they are wrong.  If you only look at the LSB of an image it would be possible to see a lot of information about the image.  As you can see from figure 1 and figure 2.  If you have the original image there are also more ways to tell.  You could look for changes of image size of pallet colors.  This would mean that something has changed and there is a good chance that there is something encoded into the image.


	Often you will want to destroy these messages.  There are some simple techniques that could be used.  The most simple is probably compressing the image.  If you are using something like jpeg format you would be able to increase the compression rate and it would completely destroy the message.  You could also change the format of the image.  This would results in a different bit pattern which would also destroy the message.


	Sound and video are very similar cases to images.  Anything you can do with them you would be able to do to sound and video.  Along the lines of changing the LSB would have the same results along with changing format or compression rates.  However there is more information in audio and different things you can do with them.  For encoding you would also be able to use inaudible frequencies to encode a message or you would be able to change the background noise to include a message.


	For the detection of these you would be able to examine background noise.  Normally this noise is constant and predictable but if it is changing a lot you would be able to know that there is something encoded in this.  The same holds for the inaudible frequencies.  They also have a very defined pattern and if they are not following this pattern there is a good chance that there is something encoded in this.





Figure 1: Top original source, Bottom encoded source





	For the destroying you would simply be able to preform some optimization on the audio to get rid of everything.  If you remove all the inaudible frequencies this will also remove all messages in those frequencies.  Along the lines of compression you could also lower the bit rate of the audio.  This does not guarantee all removal since the major pattern is still there but it will at least cause some data to be destroyed.


	Extraction was not talked a lot about here since it is very difficult.  Often things are encoded with keys which means with out these keys there is almost no way of getting the data.  As with encryption there are many many different methods for encrypting as there are with encoding in steganography  It's infeasible to look at all possible combination.  Also as with anti-virus there are always new methods coming out and being tried.  Unless you can match a pattern it's impossible to know where the message is.


	


Figure 2: Top analysis on non-encoded, Bottom analysis on encoded





	Even if you match the pattern it's not always possible to tell what the payload is.  Often the pay load itself will be encrypted.  This means you can not tell which is the correct data with out decrypting it more.  This makes it so there is no one end all be all method for extraction.  Mostly you need to know the method and the key in order to extract the message unless you are really really lucky.





Techniques


	In the testing in this paper we more focus on image in image encoding.  There are two big methods for doing this kind of detection.  These two methods are the RS analysis and the sample pairs.


	The RS analysis method will start off by making small changes to the LSB plane of the image that is going to be analyzed.  From this it takes some measurements on the image as a whole.  This is normally done by trying to classify different groups of pixels.  Once it has this number it will then again change some LSB bits and do the measurements again.  After doing this a few times  it will come up with a number.  This number on most normal images will be around 3-4 however on images with other images imbedded in them it will come up with much higher values.


	In the sample pairs methods a finite state machine is used to classify groups of pixels.  It takes different pairs of pixels and averages them all together.  It is very clear that unmodified pictures have a defined relationship that is not too far apart.  How ever if there is an message embedding in the main image it will come back as quite different.


	We also examine 4 different techniques and how they are viewed by the previous analysis algorithms.  The first of these methods is the Blind Hide.  This is about the simplest methods you will see used.  Of course this means it's easy to use but it also means that it is not very secure.  In this method what is done is a simple hiding in the LSB field of the image.  It will take the message and bit by bit it will hide the message.  Going from the first pixel to the last pixel it will put the message into the image.


	The second method we look at is the Hide Seek method.  This is simply a more secure version of Blind Hide.  It will take a key and start a randomization.  From this it will get the bits where to hid the image.  It will place the image into these bits one by one in order to hide the image randomly.  This results in a more secure hiding but still suffers from very easy detection as with the first method.  This does make it more secure to extraction however.


	The third method does not use randomness but looks at the image itself.  What this will do is run a filter on the image before any encoding.  From this filter it will show where the best places to hide an image are.  This means that you will be able to find out where if you change the bits it will cause the least amount of disturbance and will be harder to find depending on the analysis algorithm.  Once this filter is applied and it is know where to place the bits it start placing them one by one in these spots with out randomness.


	The final method is a combination of the three before it.  It is called BattleSteg based on battleship.  It will first run a filter where it would be good to place these bits.  From this filter it will choose on location at random.  From this it will try to cluster part of the message around this area.  This is similar to finding a ship in battleship and attacking around this point in order to find the ship.





Testing


The tool we wish to show in this paper is Digital Invisible Ink Toolkit.  This is available for free online at http://diit.sourceforge.net/ for those who wish to extend on these experiments


	For this paper we tried to encode some images and then decode the same images and see how they result next to each other.  In figure 3 you should be able to see the message that is encoded into the following images..  The message is encoded into the image using the 4 different methods, Blind Hide, Hide Seek, Filter First, and BattleSteg.  They are then analyzed using both the RS analysis method and the sample pair method.





�





Figure 3: Encoded Message


The results are as follows:


�


Original


RS Analysis (Non-Overlapping Groups)


	Percentage in red: 0.68286


	Percentage in green: 1.51169


	Percentage in blue: 0.39816


Sample Pairs


	Percentage in red: 0.37779


	Percentage in green: 1.09767


	Percentage in blue: 0.30344





�


Blind Hide


RS Analysis (Non-Overlapping Groups)


	Percentage in red: 23.1786


	Percentage in green: 25.00775


	Percentage in blue: 22.92332


Sample Pairs


	Percentage in red: 27.05108


	Percentage in green: 25.60181


	Percentage in blue: 26.11906


�


Hide Seek


RS Analysis (Non-Overlapping Groups)


	Percentage in red: 12.25989


	Percentage in green: 12.88968


	Percentage in blue: 12.92475


Sample Pairs


	Percentage in red: 12.99334


	Percentage in green: 11.88174


	Percentage in blue: 12.97634





�


Filter First


RS Analysis (Non-Overlapping Groups)


	Percentage in red: 1.71312


	Percentage in green: 4.45735


	Percentage in blue: 0.24765


Sample Pairs


	Percentage in red: 1.85408


	Percentage in green: 4.46855


	Percentage in blue: 0.10676











�


BattleSteg


RS Analysis (Non-Overlapping Groups)


	Percentage in red: 5.57554


	Percentage in green: 10.02653


	Percentage in blue: 7.09722


Sample Pairs


	Percentage in red: 6.84716


	Percentage in green: 9.50434


	Percentage in blue: 7.64653





As you can see from these results these methods are in general reliable for detecting steganography. From the original we can see that there is never a stat above 2% on either the RS analysis or the sample pair analysis.  This is the results we would suspect since this is the original.  However taking a look at both the analysis of both Hide Seek and Blind Hide we see that every number is well above 10. In the Blind Hide which is considered one of the weakest techniques is changed the picture enough such that it was well over 20% and very easy to detect.  When we add a little randomness however with the Hide Seek we drastically shoot down to 12%.  Just adding a little bit of randomness of everything is not added to one spot greatly helps in hiding an image.


	With Filter First we get very close to what we want an image to look like.  From this overall the stats are very low and if averaged together you might not be able to detect that there is something hidden in the image.  However when we look at the green we see something above 4% which is still very uncommon.  While this is close it is still not prefect.


	With the BattleSteg method we see a jump up from Filter First but still better than the first two.  Green is still a place we have problems with here resulting in numbers above 9%.  However when averaged together we get something around 7% which is some what secure but still detectable,.  This is most likely due to the clustering over a single spot which results in these methods picking up this information.





Conclusion


	We can see there are many different methods for both encoding and finding steganography.  Many of the original techniques have evolved to include keys to encode so it is next to impossible to find the message.  In the case of hiding messages in images there are some very good detection techniques.  While humans are not able to see these differences these patterns will show what is going on in the image even through it might not be able to find the message.
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