
Abstract—A great deal of effort has been expended in recent years developing algorithms to reduce the noise that is inherent in all  
digital images. This paper presents a broad overview of image noise reduction algorithms in general, and on the relatively recent  
development of non-local image denoising algorithms.  This paper also presents an informal comparison of a very successful non-local  
image denoising algorithm, BM3D, with other types of denoising algorithms.

I. INTRODUCTION

A. Digital Images

In the past decade, the quality of digital images has dramatically increased, while the cost of the hardware required to produce  
digital images has dramatically decreased. In its current state of development, digital imaging offers a flexibility and economy 
unmatched by film-based imaging. As a result, digital imaging has almost completely supplanted film-based imaging as the  
preferred  method  for  capturing  images.   Consistent  with  this  trend,  camera  manufacturers  have  all  but  abandoned  the  
development of film cameras.[1]

B. Digital Image Quality

Key to the current dominance of digital imaging is the fact that digital image quality now rivals the quality of film-based  
images, and continues to increase.[2] Like film-based images, the quality of digital images is affected by many factors, including 
the conditions under which the image was captured, the resolution of the optics used to capture the image and other physical  
characteristics  of  the  image  capture  system.[3]  Unlike  film-based  images,  digital  image  quality  is  also  affected  by  the 
characteristics of the solid state device used to capture the image and the methods used to digitize the electrical signals generated  
by the solid state device. One of the more important factors affecting digital image quality is image noise, which, if present in  
any significant quantity, can noticeably degrade image quality.[4]

1) Sources of Noise

The solid state device used to capture digital images is typically a charge coupled device, or CCD, consisting of an array of  
microscopic light sensing elements. CCDs and other similar image sensors are sensitive to more than just light from the image  
being captured, however. They are also sensitive to factors unrelated to the true image being captured, such as heat, and thus at  
the time of image capture generate spurious signals, or noise, that becomes part of the resulting image.[5][6][7][8]  Additionally, 
the amplification circuitry found in most digital imaging devices amplifies this noise and introduces additional noise of its own.
[5][10] Finally, when amplified signals from the CCD undergo digitization, quantization error is introduced into the image, 
which can be considered yet another form of noise.[8]

2) Importance of Noise Reduction

For the reasons above, noise is always present in digital images—it is captured at the same time the image is captured and is  
part of the image data recorded by the imaging device. To the extent noise is present in an image, the true image is obscured and  
image detail is lost. In artistic, documentary and casual photography, noise has a negative impact on the aesthetics of digital 
images (they simply look worse), and in scientific and commercial applications of digital imaging (such as medical imaging, 
computer vision, and astronomy), noise can obscure important image details. In any case, it is worthwhile to attempt to reduce  
the noise inherent in digital images. Noise reduction can be accomplished at both the hardware level, by improving the design of  
image capturing hardware, and the software level, by attempting to detect and remove the noise from existing images.  This  
paper focuses on software-based noise reduction and the algorithms that have been developed for this purpose.

C. Software-Based Noise Reduction

Noise reduction software is embedded in the software of most digital cameras and other imaging devices.[ 9] it  is also a 
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common component of image editing software such as Photoshop.  While the use of noise reduction algorithms, sometimes  
known as denoising algorithms, is widespread, they continue to develop, largely due to the fact that their task is a difficult one—
they must process images that contain both valid image data and noise, and identify and reduce the noise while preserving 
meaningful image information. All of this must be accomplished with no external information about the original image other  
than what is contained in the noisy image itself. Given this difficulty, noise reduction algorithms are surprisingly effective.

1) Eliminating Noise

Numerous methods have been developed to reduce noise in digital images, but they all rely on the same basic method to 
eliminate noise: averaging.[10][11] The noise contained in a digital images is not correlated with true image data contained in 
the image, because it arises from the noise sources described above rather than the subject itself. Noise generally consists of 
discrete pixels that are significantly different in appearance than adjacent pixels.[6] For this reason, image noise can be reduced 
by averaging or combining areas where the true image data are similar.  Because noise in these averaged areas does not share the 
same similarities that the true image data does, the averaging process will reduce the noise significantly and leave the true image  
data largely intact. As a simple example, if all of the pixels in a randomly noisy image containing nine pixels of the same color  
are averaged together, then the noise in the averaged image will reduced by a factor of three, according to the law of variance in 
probability theory.[10] Yet in this image the pixels will remain substantially the same color and thus appear the same.

The concept of averaging is simple, but determining which pixels to average is not. Averaging too many pixels or the wrong 
ones results in a loss of detail; averaging too few will have little effect on noise. The challenge is to average or blur images  
selectively in a manner that significantly reduces noise, but does not significantly reduce image detail. A number of approaches 
have been been developed to meet this challenge.

One of simplest approaches is the median algorithm, or median filter, which replaces each pixel in an image with the median  
of its surrounding pixels, relying on the assumption that adjacent pixels are more likely to be similar to each other and therefore  
averaging them will result in less loss of detail.[6] More sophisticated techniques build on this concept, and attempt to more 
precisely  identify  similar  pixels  and  apply  more  selective  averaging  or  combining  techniques.  These  techniques  generally 
evolved to use increasingly-sophisticated mathematical transformations, arising from the fields of probability theory, statistics,  
partial differential equations, linear and nonlinear filtering, spectral analysis and multiresolution analysis, to filter and combine  
pixel data.[13] Many of the most successful techniques work by applying series of filters in the transform domain using Wavelet  
or DCT transforms.[6][12]  Others apply partial differential equations.[12][11]

The most recent versions of these techniques are remarkably effective at reducing noise while eliminating detail, but they all  
rely on certain assumptions about the characteristics of the image to be preserved and the noise to be removed.[13][12] For the 
most part,  techniques that  operate  in  the transform domain  work  by  preserving  high  magnitude  transform coefficients  and 
discarding the rest as noise.[13] Though different in their mechanisms of application, in a general sense they all operate under 
the assumption that image details are a patchwork of smooth areas, while noise is more variable, or ocilliatory, and that these 
smooth areas of detail and oscilliatory areas of noise can be differentiated by analyzing pixels in the immediate vicinity of the  
pixels being operated on.[12] While this is largely true of most images, particularly with edges and other local details, noise can 
sometimes  be  relatively  smooth,  and  important  image  detail  can  sometimes  be  oscilliatory.[10][12].  In  these  cases,  a 
mathematical  analysis of immediately adjacent pixels may not be able to effectively differentiate between noise and image  
detail.[13]

2) Non-Local Methods

This issue gave rise to a new idea in image denoising: look at the whole image, rather than the local vicinity of a pixel or  
group of pixels, to identify true image information and distinguish it from noise. This idea stems from the fact that, viewed as a 
whole, a typical image contains many areas of similar detail that may exist throughout the image, not just in highly localized 
area. An image of a person, for example, may contain large areas of fabric with similar textures, and a landscape may contain  
large areas of forest or grass with similar repeating textures. These repeating image patterns create a redundancy, and a new 
category  of  algorithms,  now generally  referred  to  as  non-local  denoising  algorithms,  has  recently  been  developed  to take 
advantage of this redundancy.[10]  Non-local algorithms work by identifying repeating patterns of detail throughout the image,  
analyzing their degree of similarity, then averaging them.  By looking throughout the image, rather than in the vicinity of any  
given pixel or group of pixels for image, non-local algorithms can avoid making the presumption that other types of denoising 
algorithms must make—that true image data and noise have certain inherent mathematical or statistical characteristics that can  
be used to differentiate them from each other.[10] In a sense, non-local denoising algorithms rely instead on the image itself to 
differentiate noise from the true image.

D. BM3D

One of the most successful non-local denoising algorithms, BM3D, was developed by Davov et al. at the Tampere Institute of  
Technology, Tampere Finland. The name is an acronym, “BM” referring to block matching, technique used to find areas of  
similar detail, and “3D” referring to the way in which the blocks that comprise areas of similar detail are combined, in this case  
by arranging them in a 3D array and combining them via 3D transform.[13]
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More specifically,  the algorithm works in  two stages.  In  the first,  a  “basic estimate”  of  the  image is  created  using  the  
following steps:

• Process the noisy image in successive blocks, called reference blocks, obtained by applying a “sliding window” to  
the entire image.

• For each noisy reference block, find similar blocks using block matching techniques similar to those used in video 
compression.  Figure  1,  taken  from  the  paper  introducing  BM3D,  shows  examples  of  reference  blocks  and 
corresponding similar blocks identified by the block matching algorithm.

• Stack the reference block and similar blocks into a 3D array.
• Apply a 3D transform to the 3D array, apply thresholds to the resulting transform coefficients to attenuate noise, 

and invert the 3D transform to produce estimates of the blocks.
• Construct the basic estimate of the image by returning the estimated blocks to their original positions, performing  

weighted averaging where multiple blocks overlap.[13]

In the second stage, the final image is created, using the following steps:

• Process the basic estimate of the image in successive reference blocks as above.
• For each reference block, identify similar blocks in the basic estimate using block matching.
• Stack each reference block and similar blocks into a 3D array, and, using the locations of the blocks within this  

array, stack a corresponding 3D array of blocks from the exact same locations in original noisy image.
• Apply a 3D transforms to both 3D arrays, and apply a Wiener filter to the array of original image blocks, using the 

energy spectrum of the estimated image blocks as a pilot signal.  Invert the 3D transform of the noisy image blocks  
to produce the final image blocks.

• Produce  the  final  image by  returning  the  final  image  blocks  to  their  original  positions,  performing  weighted  
averaging where multiple blocks exist.[13]

The two-stage process described above is unique to BM3D.  An illustration of the process is shown in Figure 2, taken from 
the paper introducing BM3D.  The developers cite two advantages to the two-stage process.  First, the basic estimate of the 
image improves the accuracy of block matching in the second stage, and, second, using the basic estimate as a pilot signal for  
Wiener filtering improves the accuracy and effectiveness of the Wiener filter.[13] The developers have produced an algorithm 
for denoising color images, called CBM3D, which extends this multi-stage approach. CBM3D produces a basic estimate of the 
image,  as  in  the  first  stage  described  above,  using  the  luminance  data  from  the  image,  and  produces  the  final  image  by 
performing the second stage above on each of the three color channels separately.[14]  In this manner, the algorithm is believed 
by  its  developers  to  more  effectively  reduce  noise  in  color  images  because  the  underlying  image  detail  is  likely  color-
independent, and thus better represented in the luminance channel than in the color channels.[10] The CBM3D algorithm that 
was used for the comparison described below.

3

Figure 1: BM3D block matching examples[13]



II.METHODOLOGY OF COMPARISON

This section describes the methodology used in the informal comparison of BM3D to other denoising algorithms.

A. Methodology

1) The Algorithms

The BM3D algorithm is available for download at the creators' website.[15] The specific version of the algorithm used was 
CBM3D, the variation of the original BM3D algorithm for denoising color images described above. The algorithm runs under 
Matlab, and was supplied as a series of Matlab compiled .mex files accompanied by a few well-documented .m files used to call 
the denoising functions contained in the .mex files. Source code for the .mex files was not supplied. As discussed later, the  
algorithm has  undergone  further  development,  but  the  only  version  available  for  download  was  the  version  referenced  in  
Dabov's 2007 paper.

The GREYCstoration algorithm, developed by the GREYC Imaging Lab in Caen, France, was chosen as a good example of  
recent local noise reduction methods employing sophisticated filtering methods, in this case using partial differential equations.
[11]. The algorithm has also received attention in the open source community due to its inclusion in the Gimp plug in library. It  
has received favorable comparisons to some of the best-known commercial noise reduction packages.[16][17] Version 2.4 of the 
GREYCstoration Gimp plugin was used for the comparison. 

Also compared was the noise reduction filter built into Adobe Photoshop CS4. The filter was included mainly because it is 
likely the most commonly-used noise reduction filter in digital image processing. It was not expected that the Photoshop filter  
would perform at a comparable level to BM3D and GREYCstoration, because it was thought that the filter was intended for 
general purpose use, such as cleaning up subtly-noised images more typical in digital photography, and not the heavily-noised 
images used for this comparison. The need for heavy-duty noise reduction in Photoshop appears to be filled by third party  
Photoshop plug-ins, such as Neat Image and Noise Ninja.[18][19]

As a baseline comparison, a median filter was used. It was anticipated that the median filter would not perform comparably to  
the other algorithms, but it  was thought interesting to compare sophisticated recent noise reduction algorithms with median 
filtering to observe how far recent algorithms have developed. The median algorithm was implemented in Matlab, using the 
median2 function. The median2 filter operates on a 2D matrix of data. Because color images are represented as 3D data in  
Matlab, the median2 filter  was run separately on each color channel using the same parameters.  The Matlab code for  this  
algorithm follows, with noisyRGB being the original noisy image and rad being the radius of the median filter:

B. The Comparisons

1) Comparison 1

The first comparison was intended to provide an objective comparison of the relative effectiveness of the four algorithms. In  
this comparison, noise was added to a relatively noise free, or “clean” image to create a noisy image (as described below). The 

4

% Get each channel
inR = noisyRGB(:,:,1);
inG = noisyRGB(:,:,2);
inB = noisyRGB(:,:,3);
% Run median with radius rad x rad
outR = medfilt2(inR, [rad rad]);
outG = medfilt2(inG, [rad rad]);
outB = medfilt2(inB, [rad rad]);
% Combine channels
outRGB = cat(3, outR, outG, outB);

Figure 2- Operation of the BM3D Algorithm 



noisy image was then processed using each of the four algorithms described above, and the results compared by calculating the  
PSNR (calculated as described below) of each denoised image with reference to the original clean image. 

Each of the four denoising algorithms had one or more adjustable parameters, none of which appeared to be comparable with  
the parameters of the other algorithms. For each algorithm, the parameters were adjusted incrementally to obtain the maximum  
PSNR for the algorithm, using the same image that would be used to compare the algorithms to each other. The parameters that  
produced the maximum PSNR for each algorithm were deemed the optimal parameters for that algorithm on the comparison 
image, and were the settings used to compare that algorithm's performance to the others'. The parameters used were as follows:

CBM3D Sigma: 30; Colorspace: YCbCr

GREYCstoration Strength: 120; Contour: 0.65; Anisotropy: 0.35; 
Noise Scale: 1.9

Photoshop Reduce 
Noise

Strength: 10; Preserve Details: 0; Reduce Color 
Noise: 70; Sharpen Details: 30

Median Filter Radius: 7

2) Comparison 2

The second comparison had two goals. It was intended to provide a subjective comparison of the relative effectiveness of 
algorithms—determining  which  one  produced  the  best  looking  results—and  a  subjective  observation  of  their  effectiveness 
dealing with “real world” noise actually produced by a camera and not by artificial means. It was thought that the artificial noise 
produced for Comparison 1 did not necessarily provide a perfect model for the noise actually occurs in digital photography (as  
noted below) and that real world noise might present a greater challenge to algorithms being compared. 

Comparison 2 compared  only the BM3D and the second-best  performing algorithm of Comparison  1,  GREYCstoration.  
Because the real world image used for the second comparison had no “clean” counterpart for calculation of the PSNR (and in  
keeping with the subjective nature of the Comparison 2) the parameters of the denoising algorithm were adjusted to provide the 
subjectively best looking output. 

CBM3D Sigma: 32; Colorspace: YCbCr

GREYCstoration Strength: 120; Contour: 0.70; Anisotropy: 0.30; 
Noise Scale: 1.0

C. Making Noise

The  noise  generated  for  Comparison  1  was  additive  white  Gaussian  noise,  or  AWGN. AWGN is  frequently  used  as  a  
reasonable estimation of real world noise.[10] The noise was generated in Matlab, with the following code:

In this code, inRGB contained the original clean image data read from a PNG file, and sigma equaled 30. A sigma of 30 was 
chosen after experimentation because it appeared to create sufficiently heavy noise to significantly challenge the algorithms, but 
preserve enough detail that the denoised image could retain relatively good quality. The resulting noisy image outRGB was 
written to a PNG file and used for each comparison.

It is worth noting that AWGN has been criticized as a less-than-ideal model for the noise actually created in digital imaging  
systems.[20] A subjective comparison of the artificially-produced noise was consistent with this concern—the noise generated  
by the above method subjectively appeared more uniform and simple in structure than the “real world” noisy image described 
below.

D. PSNR

PSNR was chosen as the performance metric because it is a commonly-used metric for evaluating the performance of image 
compression schemes and noise reduction algorithms.[22] It is also relatively simple to calculate. PSNR is a transformation of 
mean square error, or MSE. The MSE is the cumulative squared error between the denoised image and the original image; PSNR 
is a measure of the peak error, expressed in decibels.[6]
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% Generate random seed
randn('seed', 0); 
% Add additive white gaussian noise with zero mean
% and standard deviation, sigma 
noisyRGB = inRGB + (sigma/255)*randn(size(inRGB));



PSNR was calculated in Matlab with the following code, where inRGB contained the original image, and outRGB contained the 
same image corrupted with noise as described above:

PSNR has been criticized as a less-than-ideal measure of image quality, and certain alternatives have been proposed which seem  
to correlate better with perceived image quality.[21] However, both MSE and PSNR correlate relatively well to image quality, 
and even critics acknowledge that they are useful metrics if their limitations are understood.[22]

E. The Images

To simplify the comparison, only two images were used. The first was a “clean” image, relatively free of noise. It was used 
for the artificial introduction of noise, denoising and comparison described below. The second was a noisy image, with “real  
world”  noise  as  it  came out  of  a  digital  camera.  Both images were  chosen  to  be  challenging  images for  denoising.  Both  
contained a mixture of very bright and very dark areas, and a mixture of smooth and finely textured areas of detail. The textured  
detail was expected to present a challenge for the denoising algorithms because it was thought it might appear noise-like. The  
noisy image was thought to be particularly challenging in this respect, as it contained finely textured snow both on the ground  
and in the air, which subjectively appears very noise-like.

III. THE RESULTS

A. Comparison 1: Artificial Noise and PSNR Comparison

1) PSNR

As expected, the CBM3D and GREYCstoration algorithms outperformed the others. Also as expected CBM3D outperformed  
GREYCstoration. Unexpectedly, the median filter achieved PSNR numbers nearly as high as GREYCstoration, and significantly 
better than CS4 Reduce Noise. The PSNR of the noisy image was 19.9514, and all of the algorithms achieved PSNR numbers  
which significantly improved on that number.

Algorithm PSNR

CBM3D 31.7166

GREYCstoration 30.8723

CS4 Reduce Noise 26.1066

Median 30.6258
 

2) Visual Comparison

Crops from the original clean image and noisy image used for this comparison are shown in Figure 3. Crops of the denoised 
images produced by the denoising algorithms are shown in Figures 4 through 6.
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% Compute the PSNR 
PSNR = 10*log10(1/mean((inRGB(:)-outRGB(:)).^2)) 

PSNR = 20 x log10 (255 / sqrt(MSE))

MSE = 
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Figure 5-Original image processed with Photoshop Reduce Noise and  
Median Filter

Figure 3-Original clean image, and original image with AWGN added

Figure 4-Original image processed with CBM3D and GREYCstoration



A visual comparison of the results is interesting. A significant discrepancy appears to exist between the PSNR number for the 
median filter and the visual quality of its output. The PSNR number suggests that the median filter performed nearly on par with 
GREYCstoration, yet visually GREYCstoration's output had a significantly better appearance than the median filter's. The PSNR 
numbers also suggest that the median filter outperformed the CS4 Reduce Noise Filter, while visually the CS4 Reduce Noise 
output had a better appearance. The CS4 Reduce Noise output retained significant amounts of fine-grained noise, however,  
which,  while  more  pleasant-looking  than  the  moderate  amounts  of  blotchy  noise  retained  by  the  median  filter,  probably  
accounted for its lower PSNR.

These discrepancies between PSNR numbers and perceived visual quality suggest that there is validity to the criticisms of  
PSNR as an image quality measure, discussed above. The unexpectedly low PSNR numbers achieved by CS4 Reduce Noise also  
reinforce the notion, stated above, that the filter was not intended for high noise applications such as this.

B. Comparison 2: Real World Noise--Subjective Comparison

The images used for Comparison 2 are shown in Figure 7.

As with the first comparison, CBM3D appears to have produced superior output, though the quality of the two algorithms' 
output appeared to be closer than in Comparison 1. More image detail is apparent in the snow at the bottom right of the photo in  
the CBM3D image and in the detail around the hinge to the left. CBM3D also preserved more of the subtle detail in the fogged  
windshield.  Possibly due to the greater complexity of denoising real world images, both algorithms removed some image detail.  
Both produced very good output considering the difficulty of the subject, however, and both performed very well under real  
world conditions. When the whole image was viewed (rather than the cropped images above), CBM3D more clearly appeared to 
have performed better, both in its preservation of detail and its removal of noise.
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Figure 7-Crop of original image, unprocessed, processed with CMB3D and processed wth GREYCstoration

Figure 6-Original image processed with Photoshop Reduce Noise and  
Median Filter



C. Other Observations

It is worth noting that the best performing algorithms were also the most CPU intensive. In Comparison 1, the CBM3D took 
approximately 9 minutes to render the results, and GREYCstoration took approximately 1.5 minutes. The times in Comparison 2 
were comparable. This is not surprising, considering the complexity of the algorithms, but it does impact their usability for some 
applications in their present forms. In fairness, it is unlikely that either has been developed with practical application as its 
primary goal, and CBM3D in particular is still in the early stages of development.

IV. IMPROVEMENTS AND AREAS OF POTENTIAL FUTURE EXPLORATION

As noted earlier, this paper is not intended to be a general informal overview rather than a definitive analysis of the topics 
covered. The complexity of the subject matter warrants a much more detailed description and analysis and it is likely that this  
paper overlooks many subtleties in the topics discussed. Unfortunately, such a discussion is beyond the scope of this paper.  
More specifically, there are obvious areas for future expansion and improvement of the observations made here:

• More images: both comparisons could be conducted on more images with a variety of subjects. While the results above 
are interesting, it is unreasonable to expect that either can be generalized from a single image.

• Better noise model: Comparison 1 could be conducted using a better noise model than AWGN, which better simulates  
the noise that is likely to occur in real world digital photographs. The difficulty, however, would be in choosing the 
appropriate noise model as many alternatives appear to exist, none being an obvious choice

• Better performance metric: visual inspection of the results suggest that a metric other than PSNR may better represent  
the perceived quality of the images. As with AWGN, though, identification of the appropriate metric may be difficult, 
as many alternatives exist each with advantages and disadvantages.

• More  observers:  Comparison  2  suffers  from  the  fact  that  only  one  observer  judged  image  quality.  It  would  be 
unreasonable to generalize the results to all potential observers.

• More appropriate commercial  tools: It  would be interesting to compare the performance achieved by CBM3D and 
GREYCstoration to commercial tools specifically designed to denoise high noise images, such as Noise Ninja and Neat  
Image.

An interesting area of future exploration arises from the fact that the BM3D algorithm continues to develop. In its present  
form,  it  is  able  to group and  process  irregularly-shaped blocks,  rather  than the square  blocks  described  above,  potentially  
allowing for more accurate delineation of areas of similar detail, and thus more accurate results.[23]  As of this writing, the 
improved algorithm is not yet available to the public.

V. CONCLUSION

It is clear from both comparisons that current image denoising algorithms perform impressively,  when dealing with both 
artificially-created noise and real world noise. The BM3D algorithm was especially impressive.  It was able to dramatically  
reduce noise while retaining virtually all detail discernible in the noisy image.  Given this remarkable level of performance, the 
question becomes whether there is much room for improvement. In fact, a recent paper has suggested that the current state of the  
art image denoising algorithms are approaching their theoretical limits of performance.[9] Intuitively, it would seem likely that 
there is a limit to the amount of detail that can be identified and extracted from a noisy image and the amount of noise that can  
be removed. Nevertheless, the field appears to remain active, and, as noted above, even the developers of BM3D continue to  
improve and expand on the algorithm tested here. They, and others, seem to see room for improvement.
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