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Introduction

The purpose of this report is to introduce the concept of denial of service attack, show how a typical attack takes place. We will then talk about what different types of attacks can take place. We will then discuss about a DDOS Prevention System called A2D2, which has been developed by Angela Cearns, at University of Colorado at Colorado Springs. Then we will talk about the snort software and explore what improvements can be done.

Denial of Service

On the Internet, a denial of service (DoS) attack is an incident in which a user or organization is deprived of the services of a resource they would normally expect to have. Typically, the loss of service is the inability of a particular network service, such as e-mail, to be available or the temporary loss of all network connectivity and services. In the worst cases, for example, a Web site accessed by millions of people can occasionally be forced to temporarily cease operation. A denial of service attack can also destroy programming and files in a computer system. Although usually intentional and malicious, a denial of service attack can sometimes happen accidentally. A denial of service attack is a type of security breach to a computer system that does not usually result in the theft of information or other security loss. However, these attacks can cost the target person or company a great deal of time and money.

Distributed Denial of Service

A Distributed Denial of Service (DDoS) attack uses many computers to launch a coordinated DoS attack against one or more targets. Using client/server technology, the perpetrator is able to multiply the effectiveness of the Denial of Service significantly by harnessing the resources of multiple unwitting accomplice computers, which serve as attack platforms. Typically a DDoS master program is installed on one computer using a stolen account. The master program, at a designated time, then communicates to any number of "agent" programs, installed on computers anywhere on the internet. The agents, when they receive the command, initiate the attack. Using client/server technology, the master program can initiate hundreds or even thousands of agent programs within seconds.

Typical DDOS


[image: image1.wmf] 

Handler

(Middleman)

Agent

(Attacker)

Agent

(Attacker)

Agent

(Attacker)

Agent

(Attacker)

Handler

(Middleman)

Agent

(Attacker)

Agent

(Attacker)

Agent

(Attacker)

Agent

(Attacker)

Client

(Attack Commander)

Internet/ISP

Bandwidth

Mastermind

Intruder

www.victim.com

Bandwidth


Whatever it is that leads hackers to attack Web sites and corporate networks, it's clear these attacks won't subside anytime soon. In a Denial of Service (DoS) attack, the most affected service is a Web server. Basically, an attacker sends a stream of connection requests to a service in hopes of exhausting all memory or consuming all processor capacity in the server. 

In a Distributed DoS (DDoS) attack, a hacker installs an agent or daemon on numerous compromised hosts. The hacker sends a command to the master, which also resides on a compromised host. The master communicates with the agents to commence the attack. 

Methods of Attack
Here are some of the popular attack methods. 

FTP Bounce Attack. FTP is used to transfer documents and data anonymously. The FTP bounce attack is used to slip past application-based firewalls. A normal FTP connection is established to the server's FTP port, usually port 21. A login and password are sent, and the requester receives the data. In a bounce attack, the hacker uploads a file to the FTP server and then requests this file be sent to an internal server in the network. The file can contain malicious software or a simple script that occupies the internal server and uses up all the memory and CPU resources. As a countermeasure, the FTP daemon can be updated on servers. Firewalls also help by filtering content and commands. Some firewalls block certain file extensions, a technique that can help block the upload of malicious software. 

Ping of Death/Ping Flooding Attack. A Ping of Death, or Ping Flooding Attack, floods the victim network or machine with IP Ping packets. A command-line instruction is all that is needed. At least 18 operating systems are vulnerable to this attack, but the majority can be patched. There are also numerous routers and printers that are vulnerable. Most routers and printers now have patches that will correct the vulnerability. Patches cannot currently be applied throughout a global network easily. Temporary perimeter protection can be obtained with the firewall to block Ping floods. Creating an oversized packet and fragmenting it with a command-line instruction can defeat firewalls. Once past the firewall, the hacker can launch the attack. 

Smurf Attack. A Smurf attack is a modification of the Ping attack and uses an intermediate network. Instead of sending Pings directly to the victim system, they're sent to a broadcast address with the victim's return address. A range of IP addresses from the intermediate system will send Pings to the victim, bombarding the victim machine or system with hundreds or thousands of Pings. One solution is to prevent the site from being used as a broadcast site. Routers must be configured to deny IP-directed broadcasts from other networks into the network. Another helpful measure is to configure the router to block IP spoofing from the network. Routers configured as such will block any packets that do not originate in your network. This must be done to all routers on the network, not just border routers. 

SYN Flooding Attack. This attack method keeps the victim machine responding back to a nonexistent system. The victim is sent packets and asked to respond to a system or machine with an incorrect IP address. As it responds, it is flooded with the requests. The requests wait for a response until the packets begin to time-out and are dropped. During the waiting period, the victim system is consumed by the requests and can't respond to legitimate requests. Default configurations in Windows NT can mean the SYN ACK will be retransmitted five times. The time-out period is doubled for every connection request, which means more than three minutes will elapse before the connection attempts are stopped. Decreasing the time-out waiting period for the three-way handshake can help to reduce the risk of SYN flooding attacks, as will increasing the size of the connection queue (the SYN ACK queue). Applying service packs to upgrade older operating systems is also a good countermeasure. More recent operating systems are resistant to these attacks. 

IP Fragmentation/Overlapping Fragment Attack. The IP fragmentation attack is commonly called the Teardrop attack, bonk, boink, or teardrop2. To facilitate IP transmissions over smaller or congested networks, IP packets can be reduced in size or broken into smaller packets. By making the packets very small, routers and intrusion detection systems can't identify the packets' contents and will let them pass through without examination. When a packet is reassembled at the other end, it overflows the buffer. The machine will hang, reboot, or may exhibit no effect at all. In an overlapping fragment attack, the reassembled packet starts in the middle of another packet. As the operating system receives these invalid packets, it allocates memory to hold them. This eventually uses all the memory resources and causes the machine to reboot or hang. 

ARP Cache Poisoning Attack. Ethernet network communication relies on the MAC address associated with each Ethernet NIC in each PC on the local network. To send information to the correct computer, an address resolution process must occur between the machine address code and the IP address assigned to any given PC. A table, usually located on a network server, resolves IP addresses to machine addresses via Address Resolution Protocol (ARP). Erroneous information can be placed in this table, which permits a hacker to impersonate any computer in the system. The best protection here is a “smart” switch or hub. While sing a Unix system, we can support for promiscuous mode from the kernel. There are also tools, such as arpwatch, that can monitor the network for this type of problem. 

IP Sequence Prediction Attack. Using the SYN flood method, a hacker can establish connection with a victim machine and obtain the IP-packet sequence number in an IP sequence prediction attack. With this number, the hacker can control the victim machine and fool it into believing it's communicating with another network machine. The victim machine will provide requested services. Most operating systems now randomize their sequence numbers to reduce the possibility of prediction. 

TCP Port Scanning. TCP port scanning is a technique that sequentially connects to a series of IP ports to determine if there's a program or service running on that port. A tool must be employed to do port scanning. Basically, the port-scanning tool looks for a certain response from the port to determine if a service is running. The defense for this is thorough, consistent network monitoring. There are free tools that monitor for port scans and related activity. 

DNS Cache Poisoning. DNS provides distributed host information used for mapping domain names and IP addresses. To improve productivity, the DNS server caches the most recent data for quick retrieval. This cache can be attacked and the information spoofed to redirect a network connection or block access to the Web site(s), a devious tactic called DNS cache poisoning. The Berkeley Internet Name Daemon (BIND) implementation of DNS contains the most exploited vulnerability, according to the SANS Institute (www.sans.org). Multiple Unix and Linux systems are susceptible to BIND vulnerabilities. The best defense against problems such as DNS cache poisoning is to run the latest version of the DNS software for the operating system in use. New versions track pending queries and serialize them to help prevent spoofing. 

SNMP Attack. Most network devices support SNMP because it is active by default. An SNMP attack can result in the network being mapped, and traffic can be monitored and redirected. The best defense against this attack is upgrading to SNMP3, which encrypts passwords and messages. 

UDP Flood Attack

A UDP flood attack links two unsuspecting systems. By spoofing, the UDP flood hooks up one system's UDP service, which, for testing purposes, generates a series of characters for each packet it receives, with another system's UDP echo service, which echoes any character it receives in an attempt to test network programs. As a result, a nonstop flood of useless data passes between the two systems. Several layers of protection are needed to ward off this attack. First, remove any unneeded UDP services on hosts. Then block UDP ports at the firewall, unless the service is required. If you need external access to some UDP services, consider using a proxy mechanism to protect that service from misuse. 

VULNERABILITIES
Hackers count on the fact that many organizations won't have addressed certain vulnerabilities on their systems; unfortunately, they're often correct. The following are the most commonly exploited vulnerabilities, according to the SANS Institute. Some suggested solutions are also included. 
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BIND (Berkeley Internet Name Daemon). To minimize the possibility of attacks accomplished through BIND vulnerabilities, the SANS Institute recommends disabling the BIND name daemons on machines that aren't authorized DNS servers. Some security experts also recommend removing the DNS software. Filter all name-based authentication services to avoid relying on DNS information for the authentication function. BIND also has patches, and the most recent version is more attack-resistant. 

Vulnerable CGI Programs. Common Gateway Interface (CGI) programs provide data-collection functionality and interactivity on Web servers. Sample programs are installed by default on most Web servers. It isn't difficult to locate vulnerable CGI programs. The best defense is to remove all sample CGI scripts from production servers and review all CGI scripts available to your Web site, to ensure no inappropriate characters are used. Patches can also be applied. 

RPC Exploitation. Remote Procedure Calls (RPCs) enable programs on one computer to execute programs on another machine. The problem affects Unix and Linux systems. According to the SANS Institute, there's considerable evidence that most of the DDoS attacks that occurred over 1999 and early 2000 were likely the result of RPC vulnerabilities. If possible, it's best to disable or remove services on systems that can be accessed from the Internet. If this isn't possible, install the vendor's most recent patch. 

RDS Security Hole in Microsoft IIS. Programming flaws in Microsoft Internet Information Server's (IIS) Remote Data Services (RDS) are used to run remote commands with administrator privileges. (An RDS is basically a way to do remote queries to a server.) According to a Microsoft TechNet security bulletin, the RDS DataFactory object, a component of Microsoft Data Access Components (MDAC), exposes a vulnerability. When the DataFactory object is installed on a system running IIS 3.0 or 4.0, an unauthorized user can perform privileged actions, such executing shell commands as a privileged user. 

Sendmail. Sendmail has buffer overflow vulnerabilities that enable a root compromise, which affects Unix and Linux systems. Due to abundant availability, hackers can usually find an unpatched machine. The solution is to download the latest patches, or upgrade to the latest version. The SANS Institute also recommends not running Sendmail in machines that aren't mail servers or mail relays. 

Global File Sharing. Global file sharing is used for file sharing over networks. If not carefully configured, this mechanism can be exploited. The problem affects Unix, Windows, and Macintosh systems. The SANS Institute recommends file sharing only to certain IP addresses, and advocates sharing only required directories. Ensure strong password protection for all shares in Windows systems. For NT, block inbound connections to the NetBIOS server at the router or NT host. 

User IDs. User-ID abuse is particularly severe when a hacker easily gets root/administrator access. This scenario can potentially affect all types of systems. To help prevent user-ID abuse, remove any guest or demo accounts that come with certain operating systems and applications. If maintenance personnel need access, remove any default maintenance accounts and create individual accounts. Remove any accounts with no passwords. 

IMAP and POP. When employees visit external sites to access personal e-mail, Internet Message Access Protocol (IMAP) and POP are the most frequently used protocols. Abuses of IMAP and POP vulnerabilities can affect Unix and Linux systems. Firewalls are often configured to accommodate external e-mail access. If the company policy permits external e-mail access, use the firewall to block file extensions like .dos, .pif, .vbs, .exe, .js, .jse, .bat, .com, .wsh, .wsc, .cmd, .vbe, .wsf, .sct, .shs, and .hta to help protect your network against exploitation of IMAP and POP vulnerabilites. Application gateway firewalls can usually block these extensions. 

SNMP. Upgrading to SNMP3 is recommended due to enhanced authentication and access control features. Since upgrading takes time, examine whether the corporate firewall could be used to implement an SNMP3 proxy, so there's at least encrypted transport of information through the Internet. 

DUMPING DoS The network is run and used by people who need to be aware of the importance of information protection. Without their cooperation and support, the best security system in the world won't keep your network safe. 

Some of the tools used for attack are trinoo, Stacheldraht, (German for "barbed wire"),
A2D2

A2D2 is autonomous anti-DDoS network design that utilizes existing and affordable tools and technologies. It combines various technologies and makes necessary improvements to achieve autonomous attack mitigation similar to that attained by elaborate expensive architectures. The A2D2 network is specifically designed to enhance quality of service during bandwidth consumption DDoS attack.

Main Features of A2D2

The A2D2 design follows four main guiding principles:

· Affordable

· Manageable 

· Configurable 

· Portable 

The target audience for the A2D2 network is home networks and small to medium sized companies. To ensure affordability, A2D2 has made use of open source and existing technologies in most situations. A2D2 network can be easily managed with minimum administrator intervention. It can be quickly configured for network of various sizes and readily ported to mitigate attacks other than DDoS. 

The design of the A2D2 network will be decomposed into three main areas:

· Intrusion Detection

· Intrusion Response: Intrusion Tolerance – Quality of Service 

· Autonomy System

Among all the well recognized and broadly deployed IDSes, snort is the only free, open source lightweight intrusion detection system and is selected to be the detection component of A2D2. Snort's network monitoring mechanism is based on the pcap packet capture library, which makes Snort's code portable among various platforms that supports libpcap. Currently Snort is run on Linux, Net/Open/FreeBSD, Solaris, SunOS 4.1, HP-UX, AIX, IRIX, Tru64, MacOS X Server and the Win9x/NT/2000 platform.


In addition to the detection engine, snort provides a modular plugin architecture that enables more complex analysis on collective packet behavior or performs sophisticated decoding of packet contents. Module plugin preprocessors are not accessed through rules. Instead, raw packets are submitted to the various preprocessors sequentially. Each preprocessor performs some functions once for each packet, and then evaluate the condition and alerts if a suspected attack behavior is observed. A preprocessor does not modify the packet information.  Packets go through the preprocessors before being passed to the detection engine and be matched against rules. With preprocessors, snort is able to perform IP defragmentation and then determine if a fragmentation attack is launched, performs full TCP stream reassembly and then carries out stateful inspection of TCP streams to detect intrusion such as portscan types and fingerprinting. Preprocessors can also normalize HTTP requests by converting non-ASCII %xx character substitutions to their ASCII equivalent so that attackers who stealthily gain access to systems by mixing these substitutions into URL can be detected. 


The preprocessor module plugin architecture also allows the addition of new engine to perform detection that cannot be supported by snort base detection engine. Spade -the Statistical Packet Anomaly Detection Engine is added to snort thru the preprocessor architecture to enable anomaly detection. 

A2D2 provides a plugin to snort that detects generic bandwidth consumption flooding launched against a network. DoS and DDoS detections are carried out by the rule files and the base detection engine. To reduce management and maintenance hassle, A2D2 detects generic flooding attack independent of specific DDoS tools. Unlike pattern or signature matching, flood detection is designed as a preprocessor modular plugin.


The flood preprocessor will perform an “x packets over y time” logic evaluation. Should x packets arrive within y seconds from the attack source, an attack alarm will be raised. Administrators or users can set an incoming packet rate threshold (x packet over y time) that deviates from their normal network traffic significantly. This flood threshold is set in the snort.conf file and provides a flexible configuration channel compatible with existing preprocessors of snort.

This flood preprocessor detects only floods launched in ICMP, UDP, TCP-SYN or TCP-SYN-ACK packets. The most basic premise of flood detection is that if the number of relevant packets from a particular source within a certain time exceeds the threshold specified in the configuration file, a flood alert is raised. Such logic is effective in detecting traditional floods where one attacker instigates the flooding from one machine with one source IP address. A simple ping flood attack using the command “ping –f <victim domain name or IP>” can be easily detected. 

Nowadays, almost all bandwidth consumption DDoS attackers spoof the source IP addresses of the attack machines. Widespread practice of ingress and egress filtering has effectively prevented spoofing of illegitimate IP sources or of addresses of the victim domain. Spoofing is limited to those addresses resides within the same subnets of the attacker so that attack packets can pass through ingress and egress filtering. To make attack more efficient, a DDoS attack agent can send attack packets with an array of randomly generated source addresses, all of them within the subnet of the attack agent. Each spoofed address is used in a limited number of packets to reduce suspicion. 


To counter DDoS IP Spoofing, A2D2 is designed to detect subnet flooding as well as individual host flooding. The three types of generic flooding that are being detected are:

· Individual attack host against individual victim host

· Subnet attack agents against individual victim host

· Subnet attack agents against victim subnet hosts

With current technology, it is still impossible to identify from which subnet a packet initiated. Therefore, certain assumptions have been made regarding subnet flooding detection. For subnet flood detection, A2D2 assumes packets come from a /24 network based on the Classless Inter-Domain Routing (CIDR) addressing scheme. A /24 network is equivalent to a traditional Class C network with 256 hosts. To make sure packets pass through ingress and egress filtering, most attack tools will not forge source IP beyond the realm of the /24 network.


Considerations are also given to /22 and /16 subnet flood detection. There are 1024 hosts in a /22 network and 65,536 hosts in a /16 network respectively. These networks can legitimately generate a large amount of traffic. A /22 and /16 subnet flood detection adds extra reassurance but may also produce more false positives. If the flood threshold is set high to accommodate possible simultaneously connections from all 65,536 hosts in a /16 subnet, the IDS may risk large number of false negatives. Therefore, the A2D2 assumes a /24 subnet detection for the following reasons:

· Most existing networks are partitioned in smaller subnets with less than 256 hosts such as /25, /26, /27 networks

· To counter the implementation of ingress and egress filtering, most attack tools will not spoof packets beyond the IP addresses of a /24 subnet

With the assumption of a /24 subnet flood possibility, it is recommended that the flood threshold be set at a level that accommodates reasonable connections from all hosts in a /24 network. The actual threshold should be set only after base-lining the general network traffic pattern.

Snort

Snort is an open source network intrusion detection system, capable of performing real-time traffic analysis and packet logging on IP networks. It can perform protocol analysis, content searching/matching and can be used to detect a variety of attacks and probes, such as buffer overflows, stealth port scans, CGI attacks, SMB probes, OS fingerprinting attempts, and much more.

 
Snort uses a flexible rules language to describe traffic that it should collect or pass, as well as a detection engine that utilizes a modular plugin architecture. Snort has a real-time alerting capability as well, incorporating alerting mechanisms for syslog, a user specified file, a UNIX socket, or WinPopup messages to Windows clients using Samba's smbclient. 

Snort has three primary uses. It can be used as a straight packet sniffer like tcpdump(1), a packet logger (useful for network traffic debugging, etc), or as a full blown network intrusion detection system.

Sniffer mode simply reads the packets off of the network and displays them for you in a continuous stream on the console. Packet logger mode logs the packets to the disk. Network intrusion detection mode is the most complex and configurable configuration, allowing Snort to analyze network traffic for matches against a user defined rule set and perform several actions based upon what it sees.

Snort allows the preprocessor modules to evaluate raw packets and perform analysis on them, we can pretty much extract any information from the packet. Analysis tools can be thus created which will pinpoint the problematic traffic. As we learn about more types of attacks, we can incorporate defense against those attacks. Snort can also be plugged in to correct some known system vulnerabilities.

Conclusion

I think that the exercise of understanding what is a DOS and DDOS, was very worthwhile. Knowing the techniques that can be used in such attacks, is also very important, since it gives us a to do list, of things, that must be taken care of in an IDS system. Only irony is, that more things we try to fix, hacker community comes out with new techniques of attack and the cycle goes on. But it is clear, that as more and more development occurs in this research area, it is going to be more and more difficult for the hacker community to launch new attacks.

Development of snort is very important and because of its plug-in style architecture the scope to its improvement is very good. As more types of vulnerabilities are found out, development can be done to fix the bug. All said and done, it is still going to take a combined effort from everyone operating machines on internet to follow good internet practices, which will largely cut down the attacks that can take place.

Resources and References

The Center for Education and Research in Information Assurance and Security (www.cerias.purdue.edu) provides information on vulnerabilities and patches. 

CERT Coordination Center has extensive information, including alerts, information on vulnerabilities, patches, and so on, at the organization's Web site, www.cert.org. 

The Web site for the International Computer Security Association includes links to resources, a firewall policy guide, and some free tools at www.icsa.net. 

Information Systems Security Association (www.issa.org) is a professional association with links for training, resources, tools, patches, anti-virus solutions, and so on. 

The SANS Institute (www.sans.org) publishes vulnerabilities, resources for training, and tips for hardening operating systems. It also has training programs. 

Security Focus provides tools and a technically oriented digest of vulnerabilities in the Bugtraq section at www.securityfocus.com. 

Dave Dittrich at the University of Washington has done some exceptional work in analyzing hacker Distributed Denial of Service (DDoS) tools. His papers can be found at www.washington.edu/People/dad/. 

Technotronic.com has a section on DoS attacks at www.technolotronic.com/denial.html with basic information on security and DoS topics. 
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