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2. Introduction

Linux Virtual Server, or LVS in short, is a highly scalable and highly available server built on a cluster of real servers1. The front-end of the real servers is a load balancer, which schedules requests to the different servers and make parallel services of the cluster to appear as a virtual service on a single IP address. The architecture of the cluster is transparent to end users1.  Typical application of LVS is as a virtual server for a cluster of web servers. For any web-site, a single server(with one IP address) can cater to a number of simultaneous users depending on the network connection it has. As the number of concurrent users grows, there comes a time when the server can not keep up and has to drop connections.  To avoid this, the site administrator can add more servers(each with a different IP address,) but it can become an administrative nightmare to keep the two in synch.  The DNS does not support multiple address resolution for the same name either. The administrator then has to deploy some kind of director or load balancer to act as the interface to the clients through which all requests must be routed.  Such a machine typically does nothing but rout requests according to some kind of algorithm.  More often than not, the algorithms are simplistic and hard-coded into the director code.  What makes LVS more attractive than other commercially available applications is the ease with which the routing algorithms can be changed as the circumstances(traffic patterns, cluster configuration) change.  Also, LVS is free and open-source, making it the application of choice to research the problem of finding the optimum routing algorithm for different sets of conditions.
The current implementation of LVS supports up to four routing (scheduling) algorithms. They are –

· Round-robin

· Weighted Round-robin
· Least Connection
· Weighted Least Connection
While these algorithms take care of a variety of conditions, I believe there is room for improvement.  A combination of these algorithms, along with some new ideas will complement the current selection of options available to the web-site administrator.

I intend to propose alternate routing algorithms for the LVS and show their effectiveness and the relative performance improvement.  I intend to do this for general cases as well as specific cases that demonstrate the strengths and weaknesses of such algorithms.  I intend to do this with a two-fold approach.

1. Develop a tool to simulate a cluster of servers being serviced by one LVS and multiple clients.  This tool will model the behavior in terms of traffic generation, routing, job servicing and error-handling including failover strategies.

2. 2. Implement the algorithms on a real network of clients, LVS and servers to validate the results obtained from simulation and carry out additional experiments to generate additional test data.

The two aspects work hand-in-hand and feed into each other. After creating the first-cut model of the system, I intend to validate it on an actual system composed of linux machines.  The results of this will help the model become more accurate.  I intend to repeat this enough number of times until the model is as close to the real system in behavior as possible.

3. Thesis Plan

The largest deliverable of this thesis will be the simulation tool and its documentation. At this time, I intend to provide a minimal visual interface to the simulation tool.  Most of the user interaction will take place via text files and command line arguments.  The tool is proposed on Linux and can possibly be ported to other operating systems as well.  The tool will be written entirely in C/C++.

The most important deliverable of this effort will be the thesis, which will describe in detail the proposed routing algorithms, their validity and any strengths/weaknesses.  The thesis will explore the following areas.

a. Generation of Request Traffic and patterns observed.

b. Issues in routing session based client-server requests such as dropped connections, duplicate requests, etc.

c. Reporting load data for a server.

d. Handling stale load data.

e. Implementing a routing algorithm on an LVS on a network with heterogeneous servers

f. Interpreting and drawing conclusions from the data

3.1 Tasks

3.1.0 Write Thesis Proposal.

3.1.1 Groundwork and Literature survey

· Read about TCP/IP, IPv6 and other relevant protocols

· Learn about various techniques of IP masquerading.

· Learn more about LVS.

· Learn Web Server administration(Apache)

· Master Linux OS as a System Administrator.

· Read about related work done by other researchers.

· Explore ideas and strategies about routing and fault tolerance

3.1.2 Simulation

· Write a system to model a network with clients, LVS and servers.

· Configure a real system with an LVS and validate the model.

· Use data from the above step to fine-tune the model.

· Repeat above steps until model reasonably represents the system.

· Write documentation.

· Write User Manual for the tool.

3.1.3 System Configuration and Experiments

· Configure a real system with an LVS and validate the model (see above.)

· Implement traffic generators.

· Implement various routing algorithms and collect data.

· Draw conclusions.

3.1.3 Misc.

· Write Thesis 

· Graduate

3.1.4 Future Development

· Develop a front-end/GUI for the simulation tool.

· Port the simulation tool to other, less deserving operating systems (Windows.)

3.2 Deliverables

· A thesis report documenting 

· the design and implementation of the simulation tool

· Routing algorithms proposed along with their relative pros and cons

· The simulation tool, developed on Linux and possibly on other operating systems.

· User manual(s) for the tool.
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